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Naming your startup
(2009-04-18)
The Name Inspector has a good post today regarding 6 naming myths to ignore. I think it’s generally
right on. Naming is so important and so incredibly hard, especially for consumer internet companies
that not only have to find a good name but also get the URL. I am convinced that a big part of
Twitter’s success, for example, is it has such a great name. Simple word, easy to spell, great imagery,
and also evocative of what the product does without being overly literal.

I have been involved in naming a number of startups, including my two most recent companies: Hunch
and SiteAdvisor. Each time it was a long and painful process. Here are some things I’ve learned along
the way.

1. Probably the most important thing is that the name be easy to spell after someone hears it
pronounced. I was involved in one startup before where every time you said the name the
person says “what?” and then you have to spell it. Trust me, it becomes really tedious and
also adds friction to word-of-mouth buzz.

2. You should have different naming goals for different products. For example, SiteAdvisor
was a security product. You really can’t make security “cool” so we didn’t even try to
bother to do that with the name. Instead we went for a name that helped explain in a very
literal way what the product did. Before we came up with the name SiteAdvisor, I probably
had 100 meetings where people said “I don’t understand what you are building – is it an
anti-phishing toolbar, a spyware blocker or what?”. This included meetings with VC’s
who focus on security and other experts. I knew the name SiteAdvisor was a winner when
my father in law wrote the name on a high school blackboard and asked the kids what they
thought the company did and one kid said “They advise you about websites” (and then he
said ” … or construction sites” :) ). Also we liked the name because we imagined in the
future doing more than just security – for example warning about adult content. (Alas, we
never got that far).

3. I tend to disagree with The Name Inspector about name length. Shorter is definitely
better. In particular the number of syllables is important. SiteAdvisor, while good at
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describing the product, is really clunky to pronounce. I also tend to really dislike Latin-y
portmanteau names like “Integra” “Omnitrust” etc. Sounds like a pharmaceutical product.
4. A few things I’ve learned about methodology. I think it’s very rare to have an epiphany
where you come up with a great name. First of all, even if you do, the domain is probably
taken and too expensive. For systematically brainstorming, I really like the Related Words
function on RhymeZone. I try to make lists of words that are sort of related to the product
and then look at all the related words, look at all those words’ related words, etc, making
lists of words and word fragments that sounds good. Then I have a systematic process for
checking domains to see if they are buyable. If you are super lucky (and picked a multiword
domain name) you might get it retail, but at this point almost all .com names (yes, I think
you still need to own the .com) are owned by someone and the question becomes whether
they will sell it at a reasonable price. The best case is usually that it’s owned by a
professional domainer and it’s not very monetizable via Adsense (domainers make a lot of
money from Adsense on sites like candy.com so you’d need to offer them a tons of money
to sell it).

Naming is tough!
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Founder vesting
(2009-04-21)

The most important term in a startup term sheet that no one seems to think carefully about is founder
vesting. There are two key points about vesting:
1. All startup employees – including founders! – should vest over 4 years from their start date
(with a one year “cliff”). When I used to work in VC I can’t tell you how many companies
I saw where some random former founder who was long gone from the company and was
only there for some short period of time owned some big chunk of the company. Not only
is this just plain unfair, it also means there is a lot less room for giving equity to employees
and for raising new capital. Even if you are founding a company with your best friend –
actually, especially if you are founding a company with your best friend – everyone should
have vesting. If you have a lawyer who tells you otherwise, get a new lawyer.

2. Founders should always have acceleration on change of control! In particular, you should
have full acceleration on “double trigger” (company is acquired and you are fired). In
addition you should have partial acceleration on “single trigger” (company is acquired and
you remain at company). I prefer a structure where you accelerate such that you have N
months remaining (N=12 is a good number). This gives the acquirer comfort that the key
people will be around for a reasonable period of time but also lets the founders get the equity
they deserve without spending years and years at the acquirer. Consider the scenario where
your company gets acquired 1 year after founding and you have 3 years of vesting
remaining.

Suppose further that you just aren’t a big company type and leave after 1

year. In that case you would forgo half your equity. It’s always surprising to me how much
time founders spending focusing on valuation that might change their ownership by a few
points when vesting acceleration (albeit under certain circumstances – but I have seen this
happen) can have a far larger impact on their ultimate equity ownership.
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Joining a startup is far less risky than most people think
(2009-05-11)
Joining a startup is far less risky than most people seem to think. In fact, I don’t know if anyone has
ever studied this systematically, but I would bet that people who join startups have greater job security
than people who join large companies, and certainly have better risk-adjusted returns.
Here’s why:
- Big companies aren’t as stable as you think: I graduated business school 6 years ago. Very few
people in my class created or joined startups, instead opting for “safe” companies like… Bear Stearns,
Lehman Brothers, Ford, hedge funds that no longer exist, etc. Meanwhile, everyone I know who went
the startup route has had job security and been successful – in some cases spectacularly so.
- Big companies aren’t loyal to employees: When there are cuts at big companies, they tend to just
use a hacksaw and not consider how loyal you’ve been or how hard you worked. The people who
survive are often the ones who happen to be in certain favored divisions or are good at playing politics.

On the flip side:

- Startups that have financing pay pretty well: If the startup you found or join is VC backed, you
usually make market or near-market wages (in addition to the potential upside you get with
equity). Even if things go south you will probably have broken even financially and learned valuable
skills.

- Startups tend to be much more loyal to employees: For example, in the recent downturn I know
of a number of startups where management took pay cuts (in some cases took their pay to zero) before
laying anyone off. Experienced startup managers know how devastating layoffs can be to morale and
to their own reputation and tend to avoid them at all costs. Moreover, even when there are layoffs they
tend to be based on merit and loyalty.
**- When you join a startup, you are also joining a network – **You aren’t just joining a company –
you are joining a network of employees and investors who – regardless of the fate of the startup you
join – will inevitably go on to do interesting and successful ventures. If you impress them, they will
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bring you along. I know of many cases where startups failed but employees went on to flourish at the
founders’ next startup or another company their VCs invested in.
In short, just because startups tend to fail more than big companies doesn’t mean joining a startup is
riskier than joining a big company.
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The myth of the Eureka moment
(2009-05-15)
I’ve been involved in the development of a number startups over the years, including three I cofounded. I have also observed the idea development process from the outside many times. In the 10
years or so I’ve been involved with startups, I have never seen a “Eureka” moment where someone
suddenly comes up with a great idea. Instead, I have always found idea development to be a wrenching
and often meandering process that is guided mostly by instinct.
I think the first step to developing an idea is picking a general “space” that you think has interesting
things going on (picking the right space and the right co-founders are in my view the only really
important things you do at the beginning of a startup). Maybe you have experience in the space or
maybe you just sense something interesting is going on there.
Here’s my experience developing the idea for SiteAdvisor. At the time, I had never worked in
computer security but had always found it interesting. When I worked at Bessemer, I spent as much
time as I could talking to David Cowan and other security experts. One thing that was apparent was
that, on average, every few years a new type of security threat would come along and usually with
each wave of threats some interesting startups were built (e.g. viruses->mcafee & symantec, spam>brightmail & postini, spyware->webroot). So in 2003 when phishing began to emerge, a friend and
I created an anti-phishing toolbar. It wasn’t a particularly special piece of software – there were a
couple of other anti-phishing toolbars around at the time that had similar functionality. We just figured
something interesting was going on so let’s throw our hat in the ring and maybe something good will
emerge.

Think back to 2003, before Firefox. It was a pretty bad time on the web. Venturing off the major
websites, you’d get bombarded with popups and spyware and ActiveX warnings. It occurred to us: if
we are warning users about phishing sites, why don’t we warn them about sites that do other bad
things? In other words, we realized that phishing was just a special case of a more general problem –
the web needed a reputation system for websites. Two years later, by the time we actually released
SiteAdvisor, phishing was just an afterthought (in fact the first version of SiteAdvisor didn’t even
include anti-phishing since we were focused on “Safe Search” and phishing sites don’t show up in
search results for various technical reasons).
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Today every major security company has a “safe search product.” It seems kind of obvious now. But
in retrospect, I don’t see how we would ever have developed the idea without having already “thrown
our hat in the ring.” Even if we had thought of the idea, we probably would have dismissed it as too
obvious. When you aren’t actively engaged in an space you can’t see the gaps.
I think a lot of people who are interested in starting companies think they shouldn’t do it until they
have a Eureka moment. I’d say that instead they should focus on finding an area that “feels interesting”
and then get ready to bob and weave.
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Why seed investors don’t like convertible notes
(2009-08-12)

A popular option in seed round financing is a convertible note instead of setting a valuation in an equity
financing. A convertible note is basically a loan where the investors convert the debt into equity in
the next round of financing at a step up. A common step up is 20%, which means for every dollar the
investors lend, they get $1.20 worth of shares in the subsequent round.

The appeal of convertible notes is 1) it defers the negotiation about valuation to the next round 2) it is
often much cheaper in terms of legal fees (~$5k versus $20-40K).
Here’s why a lot of seed investors don’t like convertible notes:
1. Most importantly, they split the entrepreneur’s and investors’ incentives – for the
subsequent round, the entrepreneur benefits from a higher valuation, the investor from a
low one. Most investors work hard despite this to help the company, but nevertheless the
note creates friction between people who should be working in tandem.
2. On more than a few occasions VCs in subsequent rounds have said “I don’t want to give
the seed investors a 20% step up.” Sure, the step up is in a contract, but the investor in the
subsequent round can always make their investment contingent upon modifying that
contract. In the end, it ends up pitting seed investors who wants their step up versus
entrepreneur who wants to get the financing done, and the seed investor is forced to choose
between getting the step up they deserve and being “the bad guy” who spoils the financing.
One increasingly popular compromise is to do a “convertible with a cap.” What this mean is that you
set a cap of $N million dollars valuation and a step up of M%, and on the subsequent round the seed
investor gets the better of the two. If the cap is low enough, this mostly rectifies #1 above since the
investor has the economic incentive to increase the valuation above the cap. It doesn’t rectify #2,
however, but does have the benefit of being significantly cheaper in terms of legal fees than a proper
equity financing. There is nothing worse than spending 5%-10% of your seed round on lawyers.

•
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The problem with tranched VC investments
(2009-08-15)

In venture capital, tranching refers to investments where portions of the money are released over time
when certain pre-negotiated milestones are hit. Usually it will all be part of one Series of investment,
so a company might raise, say, $5M in the Series A but actually only receive, say, half up front and
half when they’ve hit certain milestones. Sometimes something similar to tranching is simulated, for
example when a VC makes a seed investment and pre-negotiates the Series A valuation, along with
milestones necessary to trigger it.
In theory, tranching gives the VC’s a way to mitigate risk and the entrepreneur the comfort of not
having to do a roadshow for the next round of financing. In practice, I’ve found tranching to be a
really bad idea.

First of all, the entrepreneur should realize that the milestones written in the document are merely
guidelines and ultimately the VC has complete control over whether to fund the follow on
tranches. Imagine a scenario where the entrepreneur hits the milestones but for whatever reason the
VC gets cold feet and doesn’t want to fund the follow on tranche. What is the entrepreneur going to
do – sue the VC? First of all they have vastly deeper pockets than you, so at best you will get tied up
in court for a long time while your startup goes down the tubes. Not to mention that it would
effectively blacklist you in the VC community. So just realize that contracts are the right to sue and
nothing more. The only money you can depend on is the money sitting in your bank account.

Here are some other reasons both entrepreneurs and investors should dislike tranching:
1. Makes hiring more difficult: Hiring is super critical at an early stage. A very reasonable
question prospective employees often (and should) ask is “How many months of cash do
you have in the bank?” How do you respond if the money is tranched? In my first startup,
our full round gave us 18 months of cash but the first trance only a few months. Should I
have said what I had in the bank- just a few months – and scare the prospective hire? Or
should I have tried to explain “Oh, we have 18 months, but there is this thing called
tranching, blah blah blah, and I’m sure the VCs will pony up.” Not very reassuring either
way.
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2. Distracts the entrepreneur: The entrepreneur is forced to spend time making sure she gets
the follow-on tranches. In many cases, she even has to go present to the VC partnership
multiple times (each time requiring lots of prep time). Also, savvy entrepreneurs will
prepare multiple options in case the VC decides not to fund, so will spend time talking to
other potential investors to keep them warm. So basically tranching adds 10-20% overhead
for the founders that could otherwise be spent on the product, marketing etc.

3. Milestones change anyways: At the early stage you often realize that what milestones you
originally thought were important actually were the wrong milestones. So you either have
to renegotiate the milestones or the entrepreneur ends up targeting the wrong things just to
get the money.
4. Hurts VC-entrepreneur relations. Specifically, it encourages the entrepreneur to “manage”
the investors.

One of the great things about properly financed early stage startups is that

everyone involved has the same incentives – to help the company succeed. In good
companies, the investors and entrepreneurs really do work as a team and share information
completely and honestly. When the deal is tranched, the entrepreneurs has a strong
incentive to control the information that goes to the investors and make things appear
rosy. The VC in turn usually recognizes this and feels manipulated. I’ve been on both sides
of this and have felt its insidious effect.
There are better ways for investors to mitigate risk – e.g. lower the valuation, smaller round size. But
don’t tranche.
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Ideal first round funding terms
(2009-08-16)

My last 2 posts were about things to avoid, so I thought it might be helpful to follow up with something
more positive. Having been part of or observed about 50 early stage deals, I have come to believe
there is a clearly dominant set of deal terms. Here they are:

- Investors get either common stock or 1x non-participating preferred stock. Anything more than that
(participating preferred, multiple liquidation preferences) divide incentives of investors and the
entrepreneurs. Also, this sort of crud tends to get amplified in follow on rounds.

- Pro rata rights for investors. Not super pro rata rights (explaining why this new trendy term is a bad
idea requires a separate blog post). This means basically that investors have the right to put more
money in follow on rounds. This should include all investors – including small angels when they are
investing alongside big VCs. There are two reasons this term is important 1) it seems fair that investors
have the option to reinvest in good companies – they took a risk at the early stage after all 2) in certain
situations it lets investors “protect” their investments from possible valuation manipulation (this has
never happened to me but more experienced investors tell me horror stories about stuff that went on in
the last downturn – 2001-2004).

- Founder vesting w/ acceleration on change of control. I talk about this in detail here. If your lawyer
tries to talk you out of founder vesting (as some seem to be doing lately), I suggest you get a new
lawyer.

- This stuff is all so standard that there is no reason you should pay more than $10K for the financing
(including both sides). I personally use Gunderson and think they are great. Whoever you choose, I
strongly recommend you go with a “standard” startup lawfirm (Gunderson, Wilson Sonsini, Fenwick
etc). I tried going with a non-standard one once and the results were disastrous. Also, when you go
with a standard firm and get their standard docs it can expedite later rounds as VCs are familiar with
them.

- A board consisting of 1 investor, 1 management and 1 mutually agreed upon independent
director. (Or 2 VCs, 2 mgmt and 1 indy). As an entrepreneur, the way I think of this is if both my
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investors and an independent director who I approved want to fire me, I must be doing a pretty crappy
job and deserve it.
- Founder salaries – these should be “subsistence” level and no more. If the founders are wealthy, the
number should be zero. If they aren’t, it should be whatever lets them not worry about money but not
save any. This is very, very important. Peter Thiel said it best here. (I would actually go further and
say this should be true of all employees at all non-profitable startups – but that is a longer topic).

- If small angels are investing alongside big VCs, they should get all the same economic rights as the
VCs but no control rights. Economics rights means share price, any warrants if there are any
(hopefully there aren’t), and pro-rata rights. Control rights means things like the right to block later
financings, selling the company etc. I once had to track down a tiny investor in the mountains of Italy
to get a signature. It’s a real pain and unnecessary.
- Option pool – normally 10-20%. This comes out of the pre-money so founders should be aware that
the number is very important in terms of their dilution. Ideally the % should be based on a hiring plan
and not just a deal point. (Side note to entrepreneurs – whenever you want to debate something with
a VC, frame it in operational terms since it’s hard for them to argue with that).
- All the other stuff (registration rights, dividends etc) should be standard NVCA terms.

- Valuation & amount- My preference is to keep all terms as above and only negotiate over 2 things
– valuation and amount raised. The amount raised should be enough to hit whatever milestones you
think will get the company further financing, plus some fudge factor of, say, 50% because things
always take longer and cost more than you think. The valuation is obviously a matter of market
conditions, how competitive the deal is etc. One thing I would say is if you expect to raise more
money (and you should expect to), make sure your post-money valuation is one that you will be able
to “beat” in your next round. There is nothing more dilutive and morale crushing than a down round.
•
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Options on early stage companies
(2009-08-17)
I believe that what I’m about to say is accepted by venture capitalists as fact, even trivially obvious
fact, yet very few entrepreneurs I meet seem to understand it.

An option on a share of stock of an early stage company is (for all practical purposes) equal in value
to a share in that early stage company. Not less, as most entrepreneurs seem to believe (and god forbid
you think “the VCs have the option to put in more money” is economically advantageous to you).
Here’s why. Black and Scholes (and Merton) won a Nobel prize for inventing the Black-Scholes
model, which was the first model that somewhat accurately modeled options pricing. Using this
model, and making a few reasonable assumptions (the option is “near the money,” the maturity is
sufficiently far away), the key driver of an option’s value is volatility (in fact, if you listen to option
traders talk, they actually talk about prices in “vols”). In public markets, options are usually priced at
some fraction of the share price. This is because public stocks under normal circumstances have
volatilities around, say, 20% (at least they used to 10 years ago when I was programming options
pricing algorithms).
The volatility of the value of a seed stage startup is incredibly high. I don’t know if any data exists for
what volatility estimate would be good to use, but for an informal analysis suppose the average
volatility of a seed stage startup is 300%. Then try putting 300% into the volatility field of a BlackScholes calculator:

picture-20
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So if your share price is $1, an option (European Call is a fancy word for options similar to what are
given out in startups) is worth $0.9993 dollars.

This is good news for start up employees, directors, and advisors who are awarded stock options. Their
options are economically as valuable as stock but have better tax treatment.
Here’s the bad news. At least since I’ve been observing early stage deals (since 2003), so-called
financial innovation in venture capital has been all about creating new kinds of options for
investors, each one more obfuscatory than the last.
- The first way they create options is by simply doing nothing – telling the entrepreneur “great idea,
come back in a few months when you’ve made more progress.” The logic is: why would you invest
now when you could invest in, say, 3 months with more information? (as VCs say, why not “flip
another card over”). This is obviously perfectly within their rights and logical, but ultimately, in my
opinion, penny wise and pound foolish. While the VCs might be successful with this strategy on a
specific deal, in the long run they are hurting themselves reputationally and also probably by letting
some good deals slip away.
- Next there is tranching – this is pretty literally an option. Even if the pre-negotiated future valuations
are higher, the option has basically the same value as a share at the current price. Try the BlackScholes calculator but changing the strike price to 10 (simulating the idea that the seed round is $1M
pre and future valuation is $10m pre):
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The point is with the super high volatility of startups, you can structure the option in almost any way
and it’s still like giving someone shares. (I discuss the problems with tranching in more detail here.)
- Next there was “warrant coverage.” This is perfectly legitimate in many cases (e.g. as a “kicker” in
a venture debt round, as part of an important strategic partnership), as long as the entrepreneur
understands 1 warrant basically equals 1 share. One mistake entrepreneurs often make is to focus so
intently on nominal valuation that they don’t realize their “effective valuation” with warrants is much
lower. For example, if the valuation is $10M pre and you give 100% warrant coverage, the valuation
is really $5M pre.
- Over the past few years with big VCs starting “seed programs” we’ve seen the emergence of
situations where there is no contractual option but the signaling value of the VC’s potential nonparticipation gives them option-like value. I discuss why I dislike these deals here. (This might be
one point on which Fred and I disagree…?).
- Super pro rata rights. This is a new term that’s popped up lately. Pro-rata rights are options, but
seem like reasonable ones. If as an investor I bought 5% of your company, pro rata rights give me the
right to invest 5% in the next round. They are arguably a reasonable reward for taking a risk early
on. Super pro rata rights mean if I buy 5% of your company now I have the right to invest, say, 50%
of the next round. This is a really expensive deal for the entrepreneur. If an investors puts in $250K
for 5% of your company now with super pro rata rights on 50% of the next round, I’d just for simplicity
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assume you sold ~20% (assuming the next round sells 30% and the VC does half of that) of your
company for $250K. (The actual analysis of the value of super rata rights seems tricky
– maybe some finance PhD will figure out how to price them at some point).
Good VCs don’t mess around with this stuff. They realize that real value is created when you invest
in great people and innovate around technology, not finance.
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Machine learning is really good at partially solving just about any problem
(2009-08-20)
There’s a saying in artificial intelligence circles that techniques like machine learning (and NLP) can
very quickly get you, say, 80% of the way to solving just about any (real world) problem, but going
beyond 80% is extremely hard, maybe even impossible. The Netflix Challenge is a case in point:
hundreds of the best researchers in the world worked on the problem for 2 years and the (apparent)
winning team got a 10% improvement over Netflix’s in-house algorithm. This is consistent with my
own experience, having spent many years and dollars on machine learning projects.
This doesn’t mean machine learning isn’t useful – it just means you need to apply it to contexts that
are fault tolerant: for example, online ad targeting, ranking search results, recommendations, and spam
filtering. Areas where people aren’t so fault tolerant and machine learning usually disappoints include
machine translation, speech recognition, and image recognition.
That’s not to say you can’t use machine learning to attack these non-fault tolorant problems, but just
that you need to realize the limits of automation and build mechanisms to compensate for those
limits. One great thing about most machine learning algorithms is you can infer confidence levels and
then, say, ship low confidence results to a manual process.
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A corollary of all of the above is that it is very rare for startup companies to ever have a competitive
advantage because of their machine learning algorithms. If a worldwide concerted effort can only
improve Netflix’s algorithm by 10%, how likely are 4 people in an R+D department in a startup going
to have a significant breakthrough. Modern ML algorithms are the product of thousands of academics
and billions of dollars of R+D and are generally only improved upon at the margins by individual
companies.
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Why you shouldn’t keep your startup idea secret
(2009-08-22)

A frequent question entrepreneurs have when they are just starting their company is: how secretive
should I be about my idea? My answer: you should talk about it to almost anyone who will
listen. This includes investors, entrepreneurs, people who work in similar areas, friends, people on the
street, the bartender, etc.
There are lots of benefits to talking to people. You’ll get suggestions for improvements. You’ll
discover flaws and hopefully correct them. You’ll learn a lot more about the sector/industry. You’ll
learn about competitive products that exist or are being built. You’ll gauge people’s excitement level
for the product and for various features. You’ll refine your sales and investor pitch. You might even
discover your idea is a bad idea and save yourself years of hitting your head against the wall.

In terms of the risk of someone stealing your idea, there are at best a handful of people in the world
who might actually drop everything and copy your idea.

First of all, most people will probably think your idea is stupid. This does not mean your idea is
stupid. In fact, if everyone loves your idea, I might be worried that it’s not forward thinking enough.
People at large related companies almost always think they have already built or are in the process of
building all the good ideas – so your idea is either something they are already building (which is a
good thing to discover early) or else they will dismiss it as a bad idea. (I have a personal diligence
rule that when speaking to people at large companies, the facts that they tell you are very useful but
their opinions about startup ideas no more valuable than any other smart person’s opinions).

In terms of speaking to other entrepreneurs, the vast majority are already working on something and
are highly unlikely to drop everything and copy you. Even if they are in the idea generation phase,
high integrity entrepreneurs wouldn’t copy your idea anyways.
VC’s will either not like your idea, or else like it and possibly want to fund you. They vastly prefer
funding an existing team than taking an idea and building a team. The one risk is if they have
entrepreneurs they are working with in a similar area (see next paragraph). Most VCs have enough
integrity to disclose this and let you decide how much detail to go into.
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The handful of people in the world who might copy your idea are entrepreneurs just starting up with a
very similar idea. You can probably just explicitly avoid these people, although by talking to lots of
people your ideas will likely seep through to them.
Even if your idea gets in the wrong hands, they will probably just get the high level “elevator pitch”
which isn’t worth much anyways. Hopefully by that time you’ve developed the idea much further and
in much greater detail – by talking to as many people as possible.

A note about NDAs: 1) almost no experienced entrepreneurs/VCs will sign them (in fact, you asking
them too is widely considered a sign of inexperience), 2) It’s not clear they have any real value – are
you really going to spend years suing someone who signed an NDA? I’ve personally never heard of
it happening.

•
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Dividing equity between founders
(2009-08-23)

A friend asked me recently if I knew of any good guidelines for dividing up equity between founders,
and specifically what to do in the case when a co-founder provides seed capital.
The truth is I don’t know of any great guidelines – this is seems to me a very case-by-case decison.

Obviously the main consideration should be the relative importance of each founder to the future
prospects of the venture. And, as in any negotiation, the alternatives each person has will also factor
in.

Probably way too many founders divide things evenly just to avoid a difficult conversation. Most
likely, this will lead to a difficult conversation down the road (or worse).
(As an aside – you should also figure out titles early on. When founders say “we are co-CEOs” or “we
don’t have titles” that more often than not means there is a big fight looming. Startups are little
dictatorships for good reason.)
One thing I’ve also noticed is people tend to overvalue past contributions (coming up with the idea,
spending

time

developing

it,

building

a

prototype,

etc)

and

undervalue

future

contributions. Remember that an equity grant is typically for the next 4 years of work (hence 4 years
of vesting). Imagine yourself 2 years from now after working day and night, and ask yourself in that
situation if the split still seems fair.

Another consideration is if one founder has had greater career success and will therefore significantly
improve the odds of getting financed at an attractive valuation. One way to figure out how much this
is worth is to estimate how much having that founder increases your valuation at the next financing
and then, say, split the difference. So if having her means you can raise $2M by giving away 30% of
your company instead of 40% of your company, let that founder have an extra 5%.

If one founder had the idea for the company, it is sometimes reasonable to give that person additional
equity. If that idea involves a bona fide technology breakthrough, they could be entitled to
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considerably more equity, say 10-20% (or you may have to give some of that to a university or other
IP owner). But if the idea is more abstract and doesn’t have real IP behind it (“User generated X” “A
marketplace for Y”) that should only earn a few extra points of equity, if any.

If one founder is providing seed capital, assuming there are no other investors involved, the best way
to do this is a simple interest bearing (say 5% annual rate), non-convertible loan to the company. I did
this once and just had my partner write an IOU on a single sheet of paper, without using lawyers. When
you raise further money the best thing is to have that loan convert into equity at the same terms as the
rest of the investors (it looks a somewhat bad to investors to take their fresh capital and pay it right out
to a founder – unless the founder is in dire financial straights).
The reason you want to avoid granting equity for a founder’s seed capital is 1) it would cost a lot more
in legal fees and 2) you would have to come up with a valuation without a 3rd party, arms length offer.

If there are multiple seed investors, including non-founders, things get more complicated and you
might have to resort to a convertible note or full blown equity round.
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Six strategies for overcoming “chicken and egg” problems
(2009-08-25)

Products with so-called networks effects get more valuable when more people use them. Famous
examples are telephones and social networks.
“Complementary network effects” refer to situations where a product gets more valuable as more
people use the product’s complement(s). Two products are complementary when they are more (or
only) useful together – for example, a video game and video game console, or an OS and an application
for that OS. Microsoft Windows gets more valuable the more apps are made for it, which in turn
makes Windows more popular, which in turn leads to more apps, and so on. Microsoft Windows is
not more valuable simply because there are more copies of Microsoft Windows in the world, but
because there are more complements to Windows in the world.

Network effects can be your friend or your enemy depending on whether your product has reached
critical mass. Getting to critical mass in complementary network effect markets is sometimes called
overcoming the “chicken and egg problem.” Back in graduate school (2003), my friend Jeff Rhodes
and I wrote a paper titled “Six Strategies for Overcoming the ‘Chicken and Egg’ Problem in
Complement-Based Network Effects Markets.” This is a frequent challenge when launching
technology products, yet at least at the time we had seen very few people try to systematically
document strategies for overcoming it. Some of our examples are a bit dated now, but if you are
interested in this topic you might like the full paper.
Here is a high level summary of the 6 strategies we describe with a few updated examples. I’d love to
hear from any readers who have more strategies and/or example products.

1. Signal long-term commitment to platform success and competitive pricing. When Microsoft
launched the original Xbox, they made a big deal of publicly committing to spending $500M
promoting the platform, thereby signalling that they were fully committed for the long haul and giving
comfort to 3rd party game developers. Another way to give comfort that your platform isn’t going
away is to open source it – this way third parties know that even if the company stops supporting the
product, independent developers can continue to do so (e.g. Google Android and Chrome). Open
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sourcing also gives comfort that the company isn’t going to raise prices once they’ve reached critical
mass.
2. Use backwards and sideways compatibility to benefit from existing complements. Microsoft of
course has used backward compatibility very successfully for decades with DOS and then Windows,
as have many game console makers. In our paper we argue that the successful early bill pay (“bill
presentment”) companies provided backward compatibility by sending snail mail checks to merchants
who had yet to sign on to their electronic platform.
Virtual machines and Bootcamp gave Apple’s hardware some sideways compatibility with
Windows. Sun’s invention of Java could be seen as an attempt to introduce sideways compatibility
between its shrinking server market and its competitors (Windows, Linux) by introducing a new, crossplatform programming layer.

3. Exploit irregular network topologies. In the last 90s, most people assumed that dating websites
was a “winner take all market” and Match.com had won it, until a swath of niche competitors arose
(e.g. Jdate) that succeeded because certain groups of people tend to date others from that same
group. Real-life networks are often very different from the idealized, uniformly distributed networks
pictured in economics textbooks. Facebook exploited the fact that social connections are highly
clustered at colleges as a “beachhead” to challenge much bigger incumbents (Friendster). By finding
clusters in the network smaller companies can reach critical mass within those sub-clusters and then
expand beyond.

4. Influence the firms that produce vital complements. Sony and Philips, the companies that
oversaw the successful launch of the compact disc technology in the early 1980′s, followed the CD
launch with the introduction of the digital audiotape (DAT) in 1987. The DAT offered CD sound
quality and, in a significant improvement over CD technology, it also offered the ability to record
music. Despite these improvements, the DAT never gained significant consumer adoption and ended
as an embarrassing failure for Sony and Philips. DAT failed because Sony and Philips failed to
reassure record companies who were concerned that the recording capabilities of DAT would lead to
widespread piracy. Sony finally reached an anti-piracy agreement with record companies in 1992, but
by that time consumer expectations for the DAT platform were dampened sufficiently to doom the
platform.
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On the other hand, when Sony and Philips launched the CD, they succeeded because they did a
significantly better job influencing complement producers. Most importantly, they addressed the
record companies’ primary concern by making CDs piracy resistant (or so it seemed at the time). In
addition, Philips was able to influence Polygram, a major record label, to release music in the CD
format because Philips owned a 50 percent stake in Polygram. Finally, Sony and Philips provided the
record companies with access to their manufacturing technology and plant in order to ensure an
adequate supply of complementary products. As a result, nearly 650 music titles were available in CD
format when the first CD players were released and the CD format went on to become the most popular
music format.

5. Provide standalone value for the base product. Philips introduced the videodisc player (VDP) in
1979 as a competitor to the VCR. VDPs had slightly better picture quality than VCRs and had
potentially lower hardware and software costs, owing to a simpler manufacturing process. However,
the VCR had a 3-4 year head start on the VDP and had already developed an installed base of over one
million units.

Providing a stand-alone use is the strategy that VCR producers used to achieve a successful launch
and avoid fighting the difficult chicken and egg startup problem. Unlike the VDP, the VCR offered
the ability to time-shift television programming. In fact, when the VCR was launched this was the only
application available because the market for pre-recorded videocassettes had not yet developed. The
standalone value for the VCR “time-shifting television programming” was sufficiently strong to get
over a million people to purchase the product in the first 3-4 years after its launch. This installed user
base of the VCR as a base product was sufficient to entice entrepreneurs to develop a market for prerecorded videocassettes as complementary products in the late 1970′s. The complement-based network
effect that resulted improved the value of the base product, increased sales velocity for the base and
complementary products, and ensured that the VCR would be a common feature in most American
homes.

A good modern example of this would be del.icio.us, which had stand alone value by storing your
bookmarks in the cloud, and also had network effects with its social features.

6. Integrate vertically into critical complements when supply is not certain. To overcome the
chicken and egg problem, companies must find a way to ensure an adequate supply, variety, and quality
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of complementary goods. By vertically integrating into the complement product as well as the base
product, a company can attempt to ensure an adequate supply of both goods. Nintendo is the leading
developer of games for its consoles, and Microsoft and Sony fund many of their most popular games.
Vertical integration is risky – as witnessed by the Apple computer in the late 80s and early 90s. By
remaining tightly integrated, Apple precluded market competition from providing the necessary
variety of price-competitive complements and base products.
**
Many of the above strategies (especially 3 & 5) apply to regular (non-complementary) network effect
products.
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The one number you should know about your equity grant
(2009-08-27)

The one number you should know about your equity grant is the percent of the company you are being
granted (in options, shares, whatever – it doesn’t matter – just the % matters).

Number of shares: meaningless.

Price of shares: meaningless.

Percent of the outstanding option pool: meaningless.

Your equity in relation to other employees: meaningless.

Strike price of options: meaningless.

The only thing that matters in terms of your equity when you join a startup is what percent of the
company they are giving you. If management tells you the number of shares and not the total shares
outstanding so you can’t compute the percent you own – don’t join the company! They are dishonest
and are tricking you and will trick you again many times.

I find it really depressing how often employees, especially engineers who are so smart about other
mathematical issues, don’t get this. I felt forced to post this after talking to a friend today who told me
about how a prominent NYC startup has been telling hires the number of shares they are granted but
won’t tell them the percent those shares represented (“it is company policy”), or the number you need
to compute the percent – the total outstanding shares. It’s really amazing people are getting away with
this simple and incredibly cynical trick.
I’ve seen many companies “split the stock” 10-1 so that instead of, say, 10M shares there are 100M
shares outstanding so the absolute number of shares granted sounds really big to naive hires who don’t
understand that all that matters is the percent they own.
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I think every engineering school in the country should have a week-long course on the basics of the
capitalization of startups. There are other things that matter too, but far less (like the number of
preferences outstanding). I’ll try to write about these other things in later posts.
Engineers – here’s how equity is paid out in a normal company sale/IPO (assuming a “good” outcome
– in the downside cases it’s more complicated as investors have preferences which act like a max()
function). You get the percent you own multiplied times the price the company was sold for (or the
market cap after IPO). That is why percent ownership is the only equity number that matters. Don’t
work for someone who tells you otherwise or won’t tell you what percent you own.

•
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Pitching the VC partnership
(2009-08-27)

The last step to raising venture capital is normally a 1 hour pitch to the whole partnership during their
weekly monday meeting. This is often described to entrepreneurs as a formality, but at least in my
experience, for early stage deals, I would say there is probably a 25% chance of you getting a term
sheet afterwards and a 75% chance of you getting rejected (although it will rarely come in the form of
an actual “no”) .

The reason the odds of you getting dinged are that high are:
1. In most VC firms all it takes is one partner to say “This is really stupid – I hate it” to kill a
deal.

2. Although by the time you pitch, the lead partner has probably told the other partners about
you and probably sent around a memo, the non-lead partners probably didn’t pay attention,
and only really do when you are presenting.

Good VCs have a much lower post-partnership ding ratio, because they work hard to socialize a deal
and really get their partners to focus on it before asking the entrepreneur to present. For example, I
used to work for Rob Stavis at Bessemer and he had a much lower post-meeting ding rate. This was
because he spent a lot of time talking to his partners beforehand (“socializing the deal”), and if they
had good objections he got them early on. (Ps. Hopefully the VC will work extra hard to pre-sell the
deal if they ask the entrepreneur to drop everything and fly across the country.)
The very worst thing that can happen in a partnership meeting is what I call the “partner
ambush.” Basically this is when the partner who brought you in (the “lead” partner), who you’ve met
with for many hours and fully understands your company and is excited about investing in it, realizes
midway through the meeting things are going badly and decides to try to save face by turning on the
entrepreneur.

I had this happen to me when I was raising money for my last startup, SiteAdvisor. Basically what
happened is me and my co-founder Tom Pinckney walked into this big, well known VC firm at 4pm
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to a room of very tired looking guys (yes, they are all male) who had been hearing back-to-back pitches
all day (side note: always try to present in the morning). No one introduced themselves or said hello,
which was a bit unnerving. The first questions were clearly hostile to the very idea of a consumer
security startups (for a bunch of bad reasons, most VCs vastly prefer enterprise to consumer security
– especially on the east coast and back in 2005). One of them literally laughed at the idea of marketing
via search engines (this is the east coast – believe it or not many VCs our here still don’t know what
(white hat) SEO is and how important it can be). Then the partner who brought me in said “Well,
Chris, why not make SiteAdvisor into an enterprise product” basically turning on me and the whole
concept of the company. Things went downward from there. To add insult and injury, the lead partner
never even bothered to call me to ding me afterwards – in fact I haven’t heard from him to this day.

In retrospect, that would have actually have been a very good investment for the VC if they had actually
given our pitch a fair hearing. Which gets me to my final point: I think VCs are making a mistake by
putting so much emphasis on the partnership pitch. There is some positive correlation between
presenting to a room full of (sometimes hostile) VCs and building a successful startup, but not a very
high one.

Besides missing good investments, the emphasis on the partner pitch leads VCs to invest in bad
companies. An investor friend of mine was recently talking about a failed startup he invested in:
Toward the end of the company, when things were going very badly, I went in and spent a day sitting
with the entrepreneur and watching him work. At that point I realized his one skill in life was pitching
investors. He had no idea how to manage people, build a product, get stuff done, etc.

The current early-stage VC process is optimized to favor people who are good at pitching partnerships,
not necessarily people good at creating successful startups.
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function my_exit_payout(…)
(2009-08-28)

/* aggregateoptionsstrike_price = your options strike price per share * number of shares you own
company sale price is 1) if private transaction: amount paid by acquirer plus any funds in startup
returned to investors, 2) if IPO = market capitalization.
note: if you assume all financings were 1x preferred, investor preferences == total amount of money
the company has raised
to do: add condition for participating preferred, graph various scenarios

*/
function myexitpayout( companysaleprice, yourpercentownership, youraggregateoptionsstrikeprice,
investorpreferences, investorsownership_percent)
{
if (investorsownershippercent * companysaleprice < investorpreferences) investorconverts=FALSE;
else investor_converts=TRUE;
if (investorconverts) return yourpercentownership * companysaleprice –
youraggregateoptionsstrikeprice;
else {
commonstockproceeds = companysaleprice – investorspreferences.
yourpercentcommon = yourpercentownership / ( 1 – investorownershippercent );
return commonstockproceeds * yourpercentcommon – youraggregateoptionsstrikeprice;
}
}
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Thales the Milesian
(2009-08-29)

Like a lot of things we think are obvious today, financial options were first invented by a philosopher:

There is the anecdote of Thales the Milesian and his financial device, which involves a principle of
universal application, but is attributed to him on account of his reputation for wisdom. He was
reproached for his poverty, which was supposed to show that philosophy was of no use. According to
the story, he knew by his skill in the stars while it was yet winter that there would be a great harvest
of olives in the coming year; so, having a little money, he gave deposits for the use of all the olivepresses in Chios and Miletus, which he hired at a low price because no one bid against him. When the
harvest-time came, and many were wanted all at once and of a sudden, he let them out at any rate
which he pleased, and made a quantity of money. Thus he showed the world that philosophers can
easily be rich if they like, but that their ambition is of another sort.

- Aristotle, Politics, Book 1, Part XI
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To make smarter systems, it’s all about the data
(2009-08-30)
As this article by Alex Wright in the New York Times last week reminded me, when the mainstream
press talks about artificial intelligence – machine learning, natural language processing, sentiment
analysis, and so on – they talk as if it’s all about algorithmic breakthroughs. The implication is it’s
primarily a matter of developing new equations or techniques in order to build systems that are
significantly smarter than the status quo.

What I think this view misses (but I suspect the companies covered in the article understand) is
that significant AI breakthroughs come from identifying or creating new sources of data, not inventing
new algorithms.
Google’s PageRank was probably the greatest AI-related invention ever brought to market by a
startup. It was one of very few cases where a new system was really an order of magnitude smarter
than existing ones. The Google founders are widely recognized for their algorithmic work. Their most
important insight, however, in my opinion, was to identify a previously untapped and incredibly
valuable data source – links – and then build a (brilliant) algorithm to optimally harness that new data
source.

Modern AI algorithms are very powerful, but the reality is there are thousands of
programmers/researchers who can implement them with about the same level of success. The Netflix
Challenge demonstrated that a massive, world-wide effort only improves on an in-house algorithm by
approximately 10%. Studies have shown that naive bayes is as good or better than fancy algorithms in
a surprising number of real world cases. It’s relatively easy to build systems that are right 80% of the
time, but very hard to go beyond that.
Algorithms are, as they say in business school, “commoditized.” The order of magnitude
breakthroughs (and companies with real competitive advantages) are going to come from those who
identify or create new data sources.
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VC’s care about the upside case, not the mean
(2009-08-31)
The biggest mistake entrepreneurs make when pitching VCs is to argue that their startup is likely to
succeed. Instead, they should argue that there is a small probability their startup could be a billion
dollar or greater exit. There is a big difference between these arguments – the mean of the return
distributions might be the same but what VCs care about is right side tail of the distribution.

Investor sentiment, the old saying goes, is a horse race between fear and greed. The fear and greed in
venture capital is all about investing in or missing out on the next Google. No VC stays up at night
worrying about missing the next startup that’s flipped to Google. The way you get VCs interested is
to convince them there’s a small but non-negligible chance you’ll create a billion dollar (valuation)
business.
I’ve learned this lesson first hand on both sides of the table. One example: A good friend of mine was
starting a company a few years ago. I was excited about the idea and tried to help him raise venture
money. After the entrepreneur pitched some VC friends of mine, I was surprised when the they came
back to me to say they are passing because “it seems like a smallish, ‘lifestyle’ business.”
The entrepreneur had made a very good pitch for why his product was valuable, why he could create
a profitable business, that he was very smart and well prepared, and so on. What he needed but failed
to do was leave the VC with the nagging thought that this could be the “the next big thing.” Part of
this was because of the entrepreneur’s natural modesty. Some people don’t have the chutzpah to
aggressively assert that their idea is the next big thing, even when, deep down, they truly believe it. In
everyday life, this kind of modesty is a virtue. When pitching VC’s, it is the single worst thing you can
do. (If deep down, you don’t believe your idea will be the next big thing – don’t raise VC money. Once
you raise VC you are committed to going for the billion dollar exit whether you like it or not.)
I don’t know if this obsession with the upside outlier case is a good strategy from the VC’s perspective
or not. Granular VC return data is hard to come by. I tend to think it is a good strategy – one Google
or Facebook (and a lot of other billion dollar exits that aren’t nearly as famous) can make up for a ton
of misfires. And the anecdotal return numbers I’ve heard from VCs suggests it works. But I don’t
really know.
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New York City is poised for a tech revival
(2009-08-31)
One thing that was puzzling about the “web 2.0 boom” from 2003-2008 was how irrelevant the East
Coast, and particular New York City, was compared to the first dot-com boom. There were a few big
hits – Right Media comes to mind – and a big near miss – Facebook – which started in Boston but
moved to the West Coast.

I was mostly checked out of the internet scene in the 90s (in perpetual grad school), but from everything
I’ve read and heard, New York City and the East Coast in general was much more competitive with
the West Coast. One interesting supporting data point: Matrix Partners in Boston had the best return
of any VC fund in the 90s (an astounding 516% IRR).
I think it’s fairly easy to explain what happened to Boston in the 2000′s. In the 90′s much of the action
was around infrastructure and enterprise software – and Boston (led by MIT) tends to be very
infrastructure and enterprise oriented. I am told Boston is still relevant in biotech and cleantech, and
perhaps infrastructure and enterprise IT will have a resurgence, although even those areas seem to now
be dominated by the West Coast.

But the question that has puzzled me is: why did New York City lag behind the West Coast this decade
so much more than last decade? Especially since the internet in the 2000′s has been more than ever
about consumers, media, and advertising – traditional New York City strengths?

I think the only explanation is that the finance bubble of 2003-2008 was a giant talent suck on the East
Coast. The people I knew graduating out of top engineering or business programs on the East Cast
were all trying to work at hedge funds or big banks or else felt like fish out of water and moved
west. Money was flowing so freely in the finance world that there was no way the risk/reward trade
off of startups could compete. Eventually it just became downright idiosyncratic to be a startup person
on the East Coast. The Larry and Sergey of the East Coast were probably inventing high frequency
trading algorithms at Goldman Sachs.

But this is why New York City now seems poised for a technology startup boom. The finance bubble
has burst and the industry will hopefully return to its historical norm, about half its bubble size. The
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traditional advertising and media businesses are in disarray. The people who work in them will no
doubt find new applications for their talents.
There is also a nice ecosystem developing in New York City. Union Square Ventures is one of the
best VC’s in the country, with early stage investments in companies like Twitter and Etsy (that were
followed on by top West Coast VCs at significant markups).

Bessemer is an old firm that has a

managed to stay relevant with investments in Yelp, Skype, and LinkedIn among others. There is also
a new wave of scrappy Boston firms spending a lot of time in New York City – specifically Spark,
General Catalyst, Flybridge, and Bain Ventures. First Round Capital out of Philadelphia is extremely
active in early stage investing in New York. There are a bunch of veteran entrepreneurs actively
investing in and mentoring seed stage startups. Google has a big office here and many people seem to
be leaving to go start companies.

But most importantly, the engine of the startup economy, young engineers, will be returning to doing
something besides shuffling money around. As Obama said:
…Wall Street will remain a big, important part of our economy, just as it was in the ’70s and the ’80s.
It just won’t be half of our economy. And that means that more talent, more resources will be going to
other sectors of the economy. And I actually think that’s healthy. We don’t want every single college
grad with mathematical aptitude to become a derivatives trader. We want some of them to go into
engineering, and we want some of them to be going into computer design…
That’s why I don’t just want to see more college graduates; I also want to specifically see more math
and science graduates, I specifically want to see more folks in engineering. I think part of the
postbubble economy that I’m describing is one in which we are restoring a balance between making
things and providing services…
New York City has many of the same strengths as Silicon Valley – merit-driven capitalism, the
embrace of newcomers and particularly immigrants, and a consistent willingness to reinvent
itself. Silicon Valley will always be the mecca of technology, but now that people here are getting
back to, as Obama says, making things, New York City has a shot at becoming relevant again in the
tech world.
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Information is the (other) currency of venture capital
(2009-09-01)

Many seasoned entrepreneurs have had the following experience. A VC eagerly wants to meet with
you. You have what seems like a very good meeting, and yet the VC’s excitement level drops
noticeably in follow up conversations. Then he says “No” in VC language. What just happened?
The answer is that besides cold hard cash the other currency in venture capital is information. A VC
will meet with pretty much anyone they deem “serious” in order to gather more information, which
they can then use to discover interesting investments, do better diligence on potential investments,
impress entrepreneurs and other VCs with their knowledge, gossip with other VCs about recent deals
and trends, and give seemingly informed advice to their portfolio companies.
I’m not saying VCs are trying to take your trade secrets and give them to competitors. The vast
majority of VCs would never do this. Instead, they are after much more general, innocuous
information, like the rough valuations of recent financings, what companies and markets are “hot,”
what products are getting popular, what marketing tactics are proving successful, and so on.
Imagine you were a professional sports bettor but none of the existing information sources – Internet,
TV, etc – existed. The only way you could get information was by talking to people who actually saw
the sporting events live. This is kind of what it’s like to work in venture and why VCs are so desperate
for information. There is very little publicly written about what’s really going behind this scenes.
Occasionally juicy tidbits will come out on blogs like TechCrunch, and some moderately useful stuff
appears daily in peHUB and other VC newswires – but crucially missing are the valuations, cap tables,
competitive offers, companies’ performance, and pretty much everything else people really want to
know.

In the way they cross-polinate information, VCs play a role with startups similar to what consulting
firms like McKinsey play in the Fortune 1000 world. They spread best practices around from one firm
to another, in the end, on average, making everyone more efficient and informed, while also reducing
informational advantages

My advice to entrepreneurs is not to run and hide. Instead, you need to learn to play the game. Meet
with as many VCs as you can. They are great sources of high level information. Such and such assets
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are cheap right now. Startups are having success with a such and such marketing channel. A certain
venture firm is eager to deals in your space. Staying in the information flow is one of the main reasons
many serial entrepreneurs angel invest on the side.
Just go to these meetings with the proper expectations – the VC’s eagerness probably has more to do
with gathering information than investing in your company.
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Question from a reader
(2009-09-02)
I’ve gotten some emails recently from readers of this blog with questions about early stage
startups. I’m sorry if I haven’t responded to all of them yet. I’m happy to try to answer questions but
would generally prefer to do them on the blog so they can be shared/discussed.
Here’s one I got recently:
So you’re joining a startup as one of the first, or the first, non-founding members. At the moment, the
company generates little or even no revenue, but they do have a working first version of their product
and a few early users. To this point the company has been surviving on a modest amount of “friends
and family” capital, which has largely been used to support the founders as they built the company
and their product. The founders, however, are convinced that a significant investment is imminent and
you will be receiving a reasonable salary in short order. They are equally certain that their product
and their plan is ready to take off.

Determining a fair equity grant at this time is tricky enough; there seem to be far fewer established
norms and guidelines for determining compensation in a pre-investment startup than there are
following such a milestone. To further complicate this situation, fast forward 6, 9, even 12 months
into the future. That “imminent” investment has not yet materialized and you have yet to receive any
salary (though perhaps the founders have continued to subsidize themselves from the earlier friends
and family investment). The original product has been slow to build traction. The product has
undergone significant upgrades, and one or more new products have been developed, all with your
input and assistance.

At this time, both sides decide to sit down and more formally address the issue of your equity grant,
but by now the boundaries of your role have become even more blurred than when you first joined the
startup. To be sure, you are not one of the founders, but it seems the founders were not as far along
as they believed when they brought you in. Of course both sides are still likely to overvalue their
contributions, so what guidelines and norms can you and the founders possibly look to in order to
reach a fair and reasonable agreement on your equity grant?
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Honestly, I’m not sure my top worry would be my equity grant at this point. If I understand correctly,
you’ve been working for a year with no written equity grant, no salary, for a company that has gotten
little traction, and for founders who were way overly optimistic about their chances of raising
money…? (perhaps even misleadingly so?) I guess if you really love the vision or have no other
options then you stay, but otherwise I’d recommend looking for a new job. At an absolute minimum
you should be given an option grant in writing ASAP, and I think that given your sacrifice and the
uncertainty of raising any money beyond friends and family that grant should be significant. If your
skills are as important to the company’s as the founders, I’d say it should be at or around founder level.
I worked for a startup once where my equity grant wasn’t in writing. Needless to say, when the
company was sold, I got nothing. Always, always get your equity grant in writing. Quality
entrepreneurs will simply give you your grant in writing without you even needing to ask.
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Don’t shop your term sheet
(2009-09-02)

There are all sorts of protocols in the VC world. Most of them make sense upon further examination,
but if you’re a first time entrepreneur, they aren’t obvious, and it’s very easy to mess them up. Here’s
one of them.
From VC’s perspective, one of the most annoying things an entrepreneur can do is “shop” a term
sheet. That means after they’ve offered you a term sheet in writing you take it to other investors to try
to get a better deal. Most VCs I know won’t even send anything in writing until you have verbally
agreed on all essential terms precisely to avoid this possibility.
Why are investors so sensitive to this? First of all, no investor wants to think they are “just money” –
the idea that you want to get an explicit auction going suggests that.
More importantly, what often happens is that once a VC has offered you a term sheet – especially if
that VC is well respected – other VCs suddenly become interested. It is pretty much guaranteed that
if Sequoia offered you $4M pre, there are many other investors who, simply because of Sequoia’s
offer, would offer you a higher price. So if Sequoia allowed their term sheets to be shopped they’d
never get deals done.

Some entrepreneurs think they are being savvy by shopping a term sheet but I would strongly caution
against it. The VC/startup community is extremely small and this will usually come back to bite you.
Note that I am not saying an entrepreneur shouldn’t get a competitive process going and try to get the
best deal with the highest quality investors. You just need to do it in the right way. Discuss things
verbally and only accept a term sheet when you have agreed on all significant terms. At that point,
assuming the term sheet agrees with what you said, you should sign it and return it within a day or
two. (Don’t say you need to wait for you lawyer to review it – if you want to be an startup CEO you
need to learn how to review and evaluate term sheets. Have your lawyer teach you about term sheets
before you receive them.).
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Also, don’t shop a verbal offer. You can’t go to, say, Greylock and tell them Accel offered you 4
pre. First of all they might collude. Secondly it’s very likely to get back to Accel (they all know each
other) and you might lose both deals. What you can say is “I’m planning to wrap things up by X day
and I have a lot of interest” and see what Greylock does.
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New York City needs a tech startup blog
(2009-09-03)

At first it seemed like Silicon Alley Insider would be this, but they seem to have moved away from
covering NYC startups.

The New York Times covers national tech, as does the WSJ. The majority of their tech articles are
about CA companies.
I think for the NYC tech startup ecosystem to really become as vibrant as CA’s, we need
a TechCrunch equivalent. I hope someone starts one.
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Incubators
(2009-09-04)

It seems like every successful entrepreneur I know at one point or another kicks around the idea of
creating an incubator. The appeal is the idea that you can do not just one startup but many, and just
focus on the “fun stuff” in each one (idea generation, product features, strategy, etc).

History has shown that incubators are really hard to pull off. In fact, the results from incubators in the
90s were apparently bad enough that the word itself carries a bad connotation in VC/startup circles.
Here’s why incubators are so hard to make work. Every successful startup requires a great entrepreneur
focused solely on that company’s success. You can’t just take a great idea and have a great entrepreneur
work on it for a while and then pass it off to a mediocre entrepreneur. It just won’t work. Maybe you
can do that after the product is launched and gaining traction. But this is hardly an incubator. It’s more
just like an early-stage entrepreneur transitioning to an advisory role – a pretty common practice a few
years into a venture.

And maybe you can find exclusively great entrepreneurs to take over the companies, but then what
you are doing is much more like active advising/investing, or “hatching” companies, as some VC’s
now call it, presumably to avoid the dreaded I-word.
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Dividing free and paid features in “freemium” products
(2009-09-04)
One of the most difficult decisions to make when developing a “freemium” product is how to divide
the product between free and paid features.
Assume you’ve come up with the “ultimate” product – the complete set of product features including
both free and paid versions. Given this, many people think they need to make the following trade off:
1. more features in free version –> more users
2. fewer features in free version –> higher conversion rate from free to paid

So for example, if your consumer storage software gives away tons of free storage, the assumption is
you will get more users but a lower conversion rate, as compared to a competitive product that gives
away less free storage.
Actually this not the whole story, because tilting toward #2 – more features in the paid version – opens
up new marketing channels that can actually get you more users. If you have a compelling paid product
that isn’t undermined by a nearly as compelling free product, you can potentially profitably market
through affiliate networks, SEM, display ads, bizdev partnerships and so forth. Lots of websites that
reach large user bases are only interested in promoting paid products. For example, from my
experience, OEMs (PC makers like Dell & HP) are only interested in offering security software that
they can charge for in order to generate additional revenue.

In terms of the user experience, it is often very difficult to draw the line. In the old shareware days,
software would nag you with popups or expire after a certain number of days. I don’t like either of
these approaches. Nagging is obviously just annoying. And expiration schemes end up tossing out
users who are potential future customers. Why not keep them around and preserve future opportunities
to offer them something they find useful enough to buy?
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The ideal division allows the free product to be an independently useful, non-annoying, non-expiring
standalone product, while still leaving room for the paid version to offer sufficient additional value
that some acceptable percentage of your users will upgrade.
Some products are fortunate enough to have a natural division point. For example, in security software,
“remedial” products like anti-virus and anti-spyware often give away a free scan, and charge for clean
up if your PC is infected. What’s nice about this division is that the free product has non-annoying,
genuine standalone value, and if you actually do have an infection the upgrade is extremely
compelling. (The bad news is that this division encouraged companies to hype the risks of innocuous
things like browser cookies).

Preventive security products are trickier to divide than remedial security products. Preventive security
products include firewalls like ZoneAlarm and my prior startup, SiteAdvisor (and now SiteAdvisor
competitors like Norton’s SafeWeb and Trend Micro’s TrendProtect). The problem with preventative
security products is that the only features you can remove end up opening up a vulnerability, which
just feels like a huge disservice to the user.

Skype figured out a nice division point: free for Skype-to-Skype calls, pay for calls to regular phones.
It’s not clear how sustainable this is as the cost of long distance drops to zero and the distinction
between software phones and “regular” phones goes away.

Online storage products usually divide things by the amount of storage. The nice thing about this is 1)
you can test a bunch of different prices/storage levels, 2) you get to have a free version plus multiple
tiers of paid, which means your pricing can more granularly track customers’ willingness-to-pay. The
goal of all revenue maximizing pricing structures is to minimize what economists call “consumer
surplus.” Since you can’t gaze into the mind of the user to see what she is willing to pay, and attempts
at explicit price discrimination are usually met with outrage, you have to look for proxies for
willingness-to-pay. With stock quotes, professionals can’t wait 15 minutes. With books, avid readers
don’t want to wait for the paperback version. With databases, wealthier companies have more servers.
And with online storage, professionals and hardcore consumers are generally more likely to need more
storage space.
The New York Times’ TimesSelect was one of the more interesting attempts at the freemium model.
It was free to read the regular news but you had to pay for the op-eds. Personally I usually read one or
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two of their op-eds every day, but part of the attraction is that I know my friends do and someone will
say “Did you read the Krugman piece today?” and then we might chat about it. So in a way op-ed’s
have network effects. Putting them behind a paywall doesn’t just reduce their readership, it reduces
their influence – the very influence that compels people to read them in the first place.
A final thought: when in doubt, err on the side of putting more features on the paid side of the
divide. It’s easy to add features to the free side; however, removing features from the free side is a
recipe for trouble.
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Which VC firm should I pitch?
(2009-09-05)
A friend asked me the other day “Which VC firms should I pitch?” and I started to respond to him, but
then realized that most of my knowledge of VC firms is already available online in the Which VC firm
should I pitch? Hunch decision topic. That is the idea behind Hunch: to crowdsource the creation of
decision trees, so that a group of knowledgeable people can get together and create a “virtual expert”
that can be accessed by anyone.

Here is the VC chooser topic in embedded widget form (anything you create on Hunch can be
embedded anywhere):
Which VC firm should I pitch? – make thousands more decisions on Hunch.com
Like everything on Hunch, this topic is completely user generated (“topic” is our word for what some
people would call a “decision tree”). Users have full control over the questions it asks, the results (in
this case VC firms), the descriptions, and a lot of more advanced functionality for “sculpting” the
decision tree. If you go to the VC topic’s About page you can see that so far 7 people have contributed
86 firms and 5 questions to this topic (other topics have a much wider range of contributers, this one for
example). The VC topic has been played (used by non contributors) 506 times, many of those users
coming in via Google organic results for phrases related to pitching VC firms.
In addition, the results are all “trained” to be associated with responses to questions – meaning users
have taught Hunch what to “believe” about each of the firms. For example, in red is what Hunch
believes about Union Square Ventures:
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Users who find mistakes can just click and fix them, similar to how you fix things on Wikipedia.
So if you see anything missing or that you’d like to change, feel free to do so. I was one main people
who worked on this particular topic so it is biased toward my tastes (e.g. Hunch’s own VCs
– Bessemer and General Catalyst – rank extremely high).
If you don’t like Hunch’s Q&A process you can jump directly to the See All page, and then using the
filters on the left to drill down.

If you are not logged into Hunch, the VC firms you see will be ranked by their popularity amongst all
Hunch users. Hunch personalizes the rankings specifically for you if you create an account and answer
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what we call “Teach Hunch About You” questions. For example, when I am logged in and go to the
Hunch page for Bessemer I see this on the right sidebar:

Meaning that Hunch has learned to statistically correlate the questions I’ve answered about myself
with liking Bessemer. At this point Hunch has statistically significant data (over 40M user feed backs
total) in most of our ~5000 topics so it usually works really well.
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The only college major that matters
(2009-09-06)

If you want to work in venture capital focusing on internet/software companies, or start one of those
companies, or work as an employee in any role at one of those companies, there is only one
undergraduate major you should consider: computer science.*
I’m not saying you need a computer science degree, but I am saying it’s incredibly helpful to know
computer science. Lots of great computer scientists are self-taught. But almost all of them started
coding in their teens. If you are a coder already and want to spend your college years majoring in
something else for the heck of it, great. I spent my whole childhood coding, and worked during college
as a programmer, so decided to major in Philosophy because I thought it was interesting.
Why is it so much better to learn computer science in college (or before)? Because after college it’s
very hard to find the time and discipline to teach yourself coding. On the other hand, it’s pretty easy
to pick up business skills, economics and all sorts of other skills on the job or in grad school.

Why is a computer science degree so important to VC and startups? I would estimate in about half the
conversations I have at my own startup, with tech founders, and with venture capitalists, there is a
moment in the conversation when we start getting technical. Sometimes someone will even ask “Are
you technical?” before starting down a topic. The non-technical people in the room just sit there like
we are speaking Greek.
It’s a shame that student enrollment in computer science is in decline. The thinking apparently is that
computer programming is increasingly moving overseas. What these students fail to realize is you
don’t need to be a professional coder all your life to find computer science an incredibly valuable
major.
* There is a whole separate world of VC and startups in energy and healthcare. In those areas I’d
recommend analogous technical undergraduate majors.
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Is now a good time to start a company?
(2009-09-07)
Back in 2006, my co-founder at Hunch, Caterina Fake, wrote a blog post called “It’s a bad time to start
a company.” There were no doubt some great consumer internet companies started then (note she was
only talking about consumer internet – which is what I’m also talking about), but on average I’m
guessing she was probably right.
Now I’m sure Caterina would agree with me that if you want to start a company, you should just go
do it immediately, as she herself has done repeatedly, so no one is trying to discourage
entrepreneurs. But the reality is the fate of your company is partially dependent on things you can’t
control, including what is happening in the tech market as a whole, which tends to be extremely
cyclical.

One way to look at this is from the venture capital side. VC returns are extremely cyclical. For
example, 1996 funds (or “vintages” as VCs say) returned an average of 95% while 1999 funds returned
an average of -3%. I don’t think this decade had such extreme swings but most people agree 20022005 were great times to invest in consumer internet and afterwards probably not as great.

Venture returns are a function of two things: great opportunities and low valuations. Low valuations
are obviously not good for entrepreneurs from a dilution perspective but they do indicate that investors
are fearful, which means we are probably at the down part of the business cycle, which has historically
been a great time to start a company.

People are fearful now, and people with a shallow understanding of technology are declaring the
internet over. I’ve been saying for years that the best time to start a company and invest in startups
will be when people start declaring Google (and online advertising in general) a “mature” business,
which seems to be happening now. It feels a little like 2003 when people mocked “dot coms” as
profitless sock puppets. In retrospect, 2003 was a great time to start a company.

On the other hand, there were massive amounts of money invested in consumer internet startups over
the last few years. You know when hedge funds and mutual funds start investing in early stage
startups, as they were in 2007-8, we’ve reached the peak of the cycle. It takes a long time for that kind
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of money to work itself out of the system, so at least for another year or two you are still going to see
some crazy money being spent on marketing, salaries etc, making it harder for us mortals to compete.
All that said, I wouldn’t try to over think timing. It’s pretty much impossible to predict what will
happen in the near term. You should instead focus on solving a big problem and let the chips fall
where they may. Be cautious about falling into starting something around the latest fad, e.g. online
video, facebook apps, twitter apps. I love the audaciousness behind this Andy Grove interview:
What really infuriates him is the concept of the “exit strategy.” That’s when leaders of startup
companies make plans to sell out to the highest bidder rather than trying to build important companies
over a long period. “Intel never had an exit strategy,” he tells me. “These days, people cobble
something together. No capital. No technology. They measure eyeballs and sell advertising. Then they
get rid of it. You can’t build an empire out of this kind of concoction. You don’t even try.”
What really infuriates him is the concept of the “exit strategy.” That’s when leaders of startup
companies make plans to sell out to the highest bidder rather than trying to build important companies
over a long period. “Intel never had an exit strategy,” he tells me. “These days, people cobble
something together. No capital. No technology. They measure eyeballs and sell advertising. Then they
get rid of it. You can’t build an empire out of this kind of concoction. You don’t even try.”

Benjamin Graham famously said that the stock market is a voting machine in the short run and
weighing machine in the long run. The same is true of startups. Make something weighty – try to
build an empire – and you’ll be far less vulnerable to the ups and downs of the market.
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Getting a job in venture capital
(2009-09-08)

Getting a job in venture capital is extremely hard. There are a lot of really smart, well qualified, eager
people who want to work in VC, and very few jobs. And it’s likely to only get harder as the industry
contracts.

If you look at the backgrounds of partners in VC firms, they generally either came in as a partner after
being a successful entrepreneur or worked their way up in VC. There are books written on how to
become a successful entrepreneur, so here I’ll just focus on the other common path – career VCs.
First, you should understand how VC firms are structured. Every firm is different, some have no junior
people, some have just a few, and some have a lot.
The key distinction between junior and senior people is whether they can write checks – meaning they
can independently lead a deal. If you can’t write checks, you have to get a check writer to sponsor an
investment you like. Check writers get almost all the credit and blame for an investment.
The hierarchy within VC firms is basically as follows: (There has been a wave of title inflation in VC
lately, so I’ll put the inflated titles in parentheses).
Partners – Owners of the firm. Get the most of the management and carry fees. Can write checks.
Principals – Usually get small piece of carry. Can write checks. (Inflated title: Partner; in which case
it’s hard to tell the “real” partners from the principals).
Associates – Usually post-MBA or 4-6 years work experience. Usually get little to no carry and can’t
write checks. (Inflated title: Sr. Associates or Vice President).
Analyst – Usually right out of college. They do research or cold call companies.

No carry and

obviously can’t write checks. (Inflated title: they just don’t list a title or say something vague like
“investment professional”).
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As you can see with the title inflation this is all pretty confusing. It’s meant to be. VCs want
entrepreneurs to take their junior people seriously. (Which, by the way, entrepreneurs always
should: even though they can’t directly write checks, they can be extremely influential)
You can break down working your way up in VC into 3 challenges:
1. Getting a job in the first place. The two most common places to break into VC as a junior
person are after undergrad or business school. VCs are heavily biased toward certain top
schools. On the MBA side, the industry is dominated by Harvard and Stanford. Undergrad,
the VCs I know only recruit from Wharton, Harvard, Stanford and maybe a few other elite
schools. (Please don’t accuse me of elitism-I’m just reporting on elitism, not promoting it).
Even if you go to one of these fancy schools it’s still not easy to get a job. You need to
network like crazy. I did a whole bunch of volunteer research projects for VCs when I was
in business school. I came up with lists of investment ideas so when I got a few minutes
with a VC, I could show them I was obsessed with this stuff. Other things that help
you: computer science or other relevant technology background. Single best thing is to
have started a company (even if it didn’t succeed).

2. Going from non-check writer to check writer. This might even be harder than breaking into
VC. There is kind of a Catch-22 here: you can only gain credibility by having led deals,
yet you can’t lead deals until you’ve gotten credibility. Some partners are nice and let high
level junior people “virtually” lead deals, join boards etc so they can get credit. My advice
here is to try to get your hands on a checkbook, even if it means leaving a top tier VC and
going to a second tier one. Too many junior people hang around top tier firms waiting to
get promoted.

3. Once you get your hands on a checkbook, then you just need to find the next
Google/Facebook and invest before anyone else figures it out. ! ;)
If you really want to break into VC and aren’t just now graduating from a top school, my top suggestion
would be to go start a company. If you don’t have the stomach for that, the next best thing is to work
in a VC-backed portfolio company, hopefully in a role where you get some VC exposure.

And, finally, if you just want to work in finance, try to get a job at a hedge fund or a big bank. Breaking
into VC so hard that it’s only worth it if you really love startups.
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Non-linearity of technology adoption
(2009-09-10)

When I was in business school I remember a class where a partner from a big consulting firm was
talking about how they had done extensive research and concluded that broadband would never gain
significant traction in the US without government subsidies. His primary evidence was a survey of
consumers they had done asking them if they were willing to pay for broadband access at various price
points.
Of course the flaw in this reasoning is that, at the time, there weren’t many websites or apps that made
good use of broadband. This was 2002 – before YouTube, Skype, Ajax-enabled web apps and so
on. In the language of economics, broadband and broadband apps are complementary goods – the
existence of one makes the other more valuable. Broadband didn’t have complements yet so it wasn’t
that valuable.

Complement effects are one of the main reasons that technology adoption is non-linear. There are other
reasons, including network effects, viral product features, and plain old faddishness.
Twitter has network effects – it is more valuable to me when more people use it. By opening up the
API they also gained complement effects – there are tons of interesting Twitter-related products that
make it more useful. Facebook also has network effects and with its app program and Facebook
Connect gets complement effects.

You can understand a large portion of technology business strategy by understanding strategies around
complements. One major point: companies generally try to reduce the price of their products
complements (Joel Spolsky has an excellent discussion of the topic here). If you think of the consumer
as having a willingness to pay a fixed N for product A plus complementary product B, then each side
is fighting for a bigger piece of the pie. This is why, for example, cable companies and content
companies are constantly battling. It is also why Google wants open source operating systems to win,
and for broadband to be cheap and ubiquitous.
Clay Christensen has a really interesting theory about how technology “value chains” evolve over
time. Basically they typically start out with a single company creating the whole thing, or most of
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it. (Think of mobile phones or the PC). This is because early products require tight integration to
squeeze out maximum performance and usability. Over time, standard “APIs” start to develop
between layers, and the whole product gains performance/usability to spare. Thus the chain begins to
stratify and adjacent sections start fighting to commoditize one another. In the early days it’s not at
all obvious which segments of the chain will win. That is why, for example, IBM let Microsoft own
DOS. They bet on the hardware. One of Christensen’s interesting observations is, in the steady state,
you usually end up with alternating commoditized and non-commoditized segments of the chain.

Microsoft Windows & Office was the big non-commoditized winner of the PC. Dell did very well
precisely because they saw early on that hardware was becoming commodotized. In a commoditized
market you can still make money but your strategy should be based on lowering costs.

Be wary of analysts and consultants who draw lines to extrapolate technology trends. You are much
better off thinking about complements, network effects, and studying how technology markets have
evolved in the past.
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Google and newspapers: the false choice of opting out
(2009-09-12)

First let me say I love Google. I think Google created one of the greatest inventions of the past century
and continues to give back much more value to the world than they “capture” in revenue.

Secondly, I think Google itself has almost nothing to do with the decline of newspapers. That is due
to, among other things, 1) the newspapers losing their classified business to Craigslist and others, 2)
the internet making geography irrelevant and hence causing newspaper competition go from 1 or 2
papers per market to thousands.

That said, I am bothered by the arguments I hear in internet circles of the form:

Premise 1: X can stop working with Y at anytime. (NYTimes could opt out of Google search results
/ Google news at any time)

Premise 2: X would lose out if it did that (NYTimes would lose traffic and revenue if they opted out
of Google).

Conclusion: Hence Y is helping X. (Google is helping the NYTimes and the NYTimes should stop
whining.)
The conclusion doesn’t follow from the premises. The NYTimes might in fact be better off in a world
without Google. More specifically, they would be better off if the search engine market were
genuinely competitive.

The power dynamics between Google and the newspapers has the same dynamics of any buyersupplier market.

Newspapers, like all websites, are suppliers of content to Google. In most markets, with genuinely
competitive buyers and suppliers, the revenues are shared between buyers and suppliers in proportion
to their relative bargaining power. Their bargaining power depends on how fragmented each side of
the market is – how many genuine alternatives each company has.
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Normally there is some reasonable level of interdependence between buyers and suppliers, hence the
revenue split is positive and non-negligible. Pepsi and Coke are always jostling with their bottlers
about the percentage split but in the end each side usually makes a profit.

And in situations where the relative bargaining power is severely imbalanced, there are normally
business mechanisms for correcting the imbalance. For example, before Staples was founded, office
supply stores were mostly mom-and-pop shops that were tiny relative to their suppliers, and hence had
very little bargaining power. The central business concept behind creating Staples was to “roll up”
these shops and thereby increase their bargaining power with their suppliers. In doing so, they were
able lower their costs and increase their margins even while lowering their prices. One of the primary
reasons companies merge is to increase bargaining power with respect to buyers and suppliers.
As a “buyer” of web content, Google has incredible dominance, so much so that the price they pay for
that content is zero. If the NYTimes decided to opt out of Google tomorrow, Google users would
barely notice. (Perhaps the only content site that would matter and hence in theory could bargain with
Google would be Wikipedia – but even Wikipedia only accounts for ~2% of Google click
throughs). On the flip side, the NYTimes would see a massive decrease in traffic and hence ad
revenues. Google has so much power they can split 0% of the revenue for organic traffic (and of
course charge for paid links).
Now imagine a world where search engines are truly competitive. I know it’s hard – but imagine there
are say 20 search engines, each with 5% market share. And suppose they differ primarily according
to which content sites they index. (I am not saying I’d prefer this world – I’d actually hate it – but
please bear with me for the sake of argument). On the content side, suppose there are only a couple
of newspapers left – maybe the NYTimes, WSJ, USA Today, and the Financial Times (which, btw,
will probably be the case in a few years). In this situation the newspapers would have enough leverage
to get the search engines to pay them for inclusion in their organic listings. I know that in my own
case if two search engines were nearly identical except one included my favorite newspaper and the
other didn’t, I’d use the one that did. I suspect a lot of other people would make the same decision.

There is nothing inherently un-monetizable about newspaper content. Like all goods and services, if
newspaper content has value to people and is scarce (it’s not scarce today but as more newspapers go
out of business will become increasingly so), they can eventually generate sustainable revenue (albeit
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probably operating at a much smaller scale). The revenue can come either through consumers paying
directly or buyers like Google sharing revenues, or some combination thereof.

For the moment, and for the foreseeable future, newspapers (and all content sites) just happen to be in
a dreadful bargaining position with respect to Google.
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Entrepreneurs need to learn some law
(2009-09-13)
I recently wrote a post where I said entrepreneurs need to understand term sheets on their own, without
the assistance of lawyers. I got quite a bit of criticism for this, e.g.
@rafer Never ever sign a term sheet without your atty’s review. sry but
thats crazy talk @cdixon http://bit.ly/UOgiC myreblog http://bit.ly/cJ9d0
I’ll agree that entrepreneurs, especially first timers, should have lawyers review everything they
sign. But I stand behind my main point: you can’t outsource the understanding of key financing and
other legal documents to lawyers.
Here’s just one of many examples of why. A company I know was recently confronted with the
following trade off. Get a higher valuation with full ratchet anti-dilution or a lower valuation with
weighted average anti-dilution. The only way to assess this trade off is to understand what these terms
mean and try to compute the expected value of the two offers. In this particular case what matters is
the likelihood of a future down round. This is a business judgment, not a legal one, and the people
best able to make it are business people.
You also need to consider your personal utility function. For example, as a founder, I don’t care very
much about anti-dilution provisions because I figure in the cases where it matters I will already have
been fired and my equity crammed down.
My point is you can’t leave these judgements to lawyers. They don’t have the expertise to make these
expected value calculations nor do they understand how various scenarios affect the founders
personally.
Another common mistake entrepreneurs make is let their lawyers argue over terms that don’t
matter. This puts deals at risk and costs money. You need to understand what they are arguing over
to decide when it matters and when it doesn’t. You learn about these legal issues from experience, by
talking to lawyers, by talking to experienced advisors, and by reading blogs and books (every
entrepreneur should read The Entrepreneur’s Guide to Business Law).
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The inevitable showdown between Twitter and Twitter apps
(2009-09-14)
People usually think of business competition as occurring between substitutes – products that serve
similar functions for the user. Famous substitutes include Coke and Pepsi, and Macs and PCs.

In fact, especially in the technology sector, some of the most brutal competition has occurred
between complements. Products are complements when they are more valuable because of the
existence of one another – e.g. hotdogs and hotdog buns, PCs and operating systems.

There is inherent tension between complements. If a customer is willing to pay $2 for a hotdog plus
bun, the hotdog maker wants buns to be cheaper so he can capture more of the $2, or lower the price
of the bundle and thereby increase demand. (For a great primer on competition between complements,
I highly recommend this Joel Spolsky post. I’ve also been writing about complements, here and here).

Microsoft is famous for destroying companies that offer complementary products, either by bundling
complementary apps with Windows (Windows Media Player, MSN Messenger, IE) or aggressively
competing head-to-head against the most popular ones (Adobe, Intuit). The surviving 3rd party apps
are usually ones that are too small for Microsoft to care about. The best (selfish) economic situation
for a platform like Windows is lots of tiny complements that have little pricing power but that make
the platform itself more valuable.
One of Google’s main complements is the web browser and desktop operating systems, which is why
they built and open sourced the Chrome browser and OS. Google’s other big complement is broadband
access – hence their excursions into public Wifi and cellular spectrum.

So what does all of this have to do with Twitter? At some point, significant (non-VC) money will
enter the Twitter ecosystem. I have no idea whether this is will be by charging consumers, charging
businesses users, search advertising, sponsored tweets, licensing the twitter data feed, data from URL
shorteners, or something else. But history suggests that where there is so much user engagement,
dollars follow.
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For the sake of argument, let’s suppose Twitter’s eventual dominant business model is putting ads by
search results. Who gets the revenue when a user is searching on a 3rd party Twitter client? Even if
Twitter gets a portion of revenue from ads on 3rd party apps, there will always be an incentive for
them to create their own client app, or to “commodotize” the client app by, say, promoting an open
source version.
I’m not saying this will happen in the immediate future. First, Twitter and a lot of app makers* have
raised a lot of money, so aren’t under (much) pressure yet to generate revenues. Secondly, some of
the lucky Twitter apps will get acquired by Twitter. I think this is what many of their investors are
hoping for. But those that aren’t so lucky will eventually find their biggest competitor to be Twitter
itself, not the substitute product they see themselves as competing against today.

* when I say Twitter apps, I mean any product, website, or service that eventually makes money and
depends on Twitter’s API.
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Thanks…
(2009-09-17)
I got my first computer (TRS-80 Model 1) in 1980 at the age of 8. I got my second computer – an
Atari 800 – two years later. I was living in Springfield, Ohio. Very few people were interested in
computers in that area then. The only people that seemed to be were engineers at the nearby Air Force
base, Wright Patterson. Every month, I used to get my parents to drive me over to meet the engineers
there for Atari “user group” meetings.

Like most computer enthusiasts back then, I wanted to program video games. This of course was preinternet and before the PC boom, so information on computer programming was scarce. At the user
group meetings we would trade information as basic as what memory locations performed what
functions, or new techniques people had developed (vsync interrupt, page 6 techniques – old school
readers will know what I mean). After a while I was increasingly frustrated by the lack of technical
information so I decided to write a letter to Atari asking them for manuals. I got a hand written letter
back from Alan Kay, who was already quite famous at the time and was working at Atari, along with
a giant box full of manuals and technical documentation. I’ve never met the man but I give him a lot
of credit for my lifelong interest in computers.

I was reminded of this yesterday when I had the pleasure to meet with Om Malik. Om took time to
meet with me years ago when I was struggling to get SiteAdvisor off the ground. No other popular
bloggers would meet with me, but Om spent over an hour listening to me talk and giving me advice. I
was introduced to Om by Ron Conway who invested in my company despite the fact that the industry
experts he introduced me to as part of diligence hated my idea.
People never forget who helps them when they are struggling. It’s a cliche, perhaps, but true – and a
good thing to always keep in mind. Thanks Alan, Om, and Ron.
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Climbing the wrong hill
(2009-09-19)

I know a brilliant young kid who graduated from college a year ago and now works at a large
investment bank. He has decided he hates Wall Street and wants to work at a tech startup (good!). He
recently gave notice to his bosses, who responded by putting on a dog and pony show to convince him
to stay. If he stays at the bank, the bosses tell him, he’ll get a raise and greater responsibility. Joining
the technology industry, he’d be starting from scratch. He is now thinking that he’ll stay, despite his
convincing declaration that he has no long term ambitions in finance.
Over the years, I’ve run into many prospective employees in similar situations. When I ask them a
very obvious question: “What do you want to be doing in 10 years?” The answer is invariably “working
at or founding a tech startup” – yet most of them decide to remain on their present path and not join a
startup. Then, a few years later, they finally quit their job, but only after having spent years in an
industry they didn’t enjoy, and that didn’t really advance them toward their long term ambitions.

How can smart, ambitious people stay working in an area where they have no long term ambitions? I
think a good analogy for the mistake they are making can be found in computer science.
A classic problem in computer science is hill climbing. Imagine you are dropped at a random spot on
a hilly terrain, where you can only see a few feet in each direction (assume it’s foggy or something).
The goal is to get to the highest hill.

Consider the simplest algorithm. At any given moment, take a step in the direction that takes you
higher. The risk with this method is if you happen to start near the lower hill, you’ll end up at the top
of that lower hill, not the top of the tallest hill.
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A more sophisticated version of this algorithm adds some randomness into your walk. You start out
with lots of randomness and reduce the amount of randomness over time. This gives you a better
chance of meandering near the bigger hill before you start your focused, non-random climb.

Another and generally better algorithm has you repeatedly drop yourself in random parts of the terrain,
do simple hill climbing, and then after many such attempts step back and decide which of the hills
were highest.

Going back to the job candidate, he has the benefit of having a less foggy view of his terrain. He
knows (or at least believes) he wants to end up at the top of a different hill than he is presently
climbing. He can see that higher hill from where he stands.

But the lure of the current hill is strong. There is a natural human tendency to make the next step an
upward one. He ends up falling for a common trap highlighted by behavioral economists: people tend
to systematically overvalue near term over long term rewards. This effect seems to be even stronger
in more ambitious people. Their ambition seems to make it hard for them to forgo the nearby upward
step.

People early in their career should learn from computer science: meander some in your walk
(especially early on), randomly drop yourself into new parts of the terrain, and when you find the
highest hill, don’t waste any more time on the current hill no matter how much better the next step up
might appear.
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Software patents should be abolished
(2009-09-24)

The alleged societal benefit of patent law is that it creates a financial incentive to innovate. The
societal drawback is that it reduces competition, reduces the spread of innovation, and creates
deadweight legal costs.

Perhaps patents are necessary in the pharmaceutical industry. I know very little about that industry
but it would seem that some sort of temporary grants of monopoly are necessary to compel companies
to spend billions of dollars of upfront R&D.

What I do know about is the software/internet/hardware industry. And I am absolutely sure that if we
got rid of patents tomorrow innovation wouldn’t be reduced at all, and the only losers would be lawyers
and patent trolls.
Ask any experienced software/internet/hardware entrepreneur if she wouldn’t have started her
company if patent law didn’t exist. Ask any experienced venture investor if the non-existence of patent
law would have changed their views on investments they made. The answer will invariably be no
(unless their company was a patent troll or something related).

Yes, most venture-backed companies file patents (I have filed them myself), but this is because 1)
patents can have some defensive value, 2) they can grease the wheels of an acquisition (mostly because
big companies want a large patent portfolio for defensive purposes), and 3) occasionally failed startups
will get funded by investors whose intention is to go around suing people (hence providing “downside
value” for the initial investors).

Articles like this recent one in New York Times promote the urban myth that the main beneficiary of
patents are lone inventors whose idea is stolen by the big guys. I have no special knowledge of the
situation referred to, but I find it hard to believe in 1995 the idea of tying GPS to mobile devices wasn’t
obvious to anyone in the field. Almost all software and technology patents that I’ve ever come across
are similarly obvious to practitioners at that time. In theory obviousness is grounds for disallowing
patents, but in practice patent examiners grants tons of silly patents.
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Take the case of Blackberry and NTP. NTP is a “patent holding company” – a patent troll – whose
sole purpose is to sue people. Now, I’ve been around long enough to know that the idea of mobile
email is as old as email itself. What RIM did was they actually went and made it a reality. They
figured out how to make a simple device that people loved, how to market it, and how to convince
investors to give them money for what probably at the time seemed like an overwhelmingly difficult
project. The founders of RIM are the heroes of the story. They didn’t need to sue anyone because
they built a product and made money by actually selling a product people wanted.

How did having patents help society here? NTP never tried to build any products. No one is claiming
RIM took the idea from them. The only beneficiaries here are a company that never built anything
and a lot of lawyers.

Software/internet/hardware patents have no benefit to society and should be abolished.
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Yahoo should invest in products, not advertising
(2009-09-26)

For 10 years, Yahoo was my default home page. Now I can barely stand using the site. I still use it
for Finance and Flickr, but that’s it. The new home page design has windows popping up everywhere
and mind numbing celebrity gossip up top.
Now we learn Yahoo is going to spend $100 million on an advertising campaign. The slogan is “It’s
Y!ou” which sounds like one of those meaningless taglines invented by PR firms. I’m quite sure no
one will remember it and their money will be wasted (quick, name the tagline of any big tech
company).
By CEO Carol Bartz’s own admission, Yahoo is incredibly well known, especially outside of techie
circles:
When you get outside of New York City and Silicon Valley, everybody loves Yahoo…. We do great
things for [users] and we’re excited about what we are.
Yes, Yahoo has one of the best brands on the web. Which is precisely why they shouldn’t be
spending $100M on branding. That’s the last thing Yahoo needs. What they need are new
technologies, new revenue streams, and new products that people love. If they can’t build those
things themselves, then they should acquire them. They’re coasting on inertia right now. As we saw
with AOL and countless other tech companies before them, that inertia will be lost if they fail to
innovate.

I think the Yahoo-Bing search deal is a great thing for startups as it potentially makes search
competitive again. But as a longtime Yahoo user it makes me kind of sad. Between the branding
campaign and the search deal, it feels like Yahoo has thrown in the towel.
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Online advertising is all about purchasing intent
(2009-09-27)

A while ago I dug up this quote from Business Week from 2000:
But how will Google ever make money? There’s the rub. The company’s adamant refusal to use banner
or other graphical ads eliminates what is the most lucrative income stream for rival search engines.
Although Google does have other revenue sources, such as licensing and text-based advertisements,
the privately held company’s business remains limited compared with its competitors’.

We now know what people were missing back then and why Google generates such massive revenues
from advertising. The lesson is that the RPMs* of online ads are directly proportional to the degree**
to which the user has purchasing intent. This is why when you search Google for “cameras” you’ll
see ads everywhere (and those advertisers are paying high CPCs), but when you search for “Abraham
Lincoln’s birthday” Google doesn’t even bother to show ads at all.
This is also why Nextag will have revenues this year in the ballpark of Facebook’s revenues, even
though Nextag gets a fraction of the visits:

Screen shot 2009-09-27 at 9.33.10 AM

79 | P a g e

Jump In.
When people talk about search being a great business model (for, say, Twitter), they should distinguish
between search with puchasing intent, which is an incredible business model, and search without
purchasing intent, which is a terrible one.

This may change as brand advertising moves to the web. But for now web advertising is dominated
by “direct response” ads, and those are all about purchasing intent.
* RPMs = revenue per thousand impressions – can we please agree to start saying RPMs instead of
CPMs or eCPMs? :)

** degree being how close the user is to actually purchasing multiplied by the profit margin on what
they are purchasing
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What if online business model innovation is slowing down?
(2009-09-28)
There is a widely held assumption that new business models will continue to emerge online – that
statements like “how will Twitter ever make money?” will look as silly in 10 years as
similar statements made 10 years ago about Google look now.

There is no question that, if they wanted to, Twitter could make tens of millions of dollars tomorrow,
by, say, running ads or by licensing data feeds. The big question is whether Twitter and other social
media sites will figure out how to make Google-scale money and not just Facebook-scale
money. Google and Facebook get (ballpark) the same number of monthly visits to their
sites. Facebook made hundreds of millions of dollars last year and reportedly lost money. Google
made over $22B last year with huge profit margins.

The optimistic view (which I tend to hold myself) says that where people spend time, money will
follow. If people are spending all their time on Facebook and Twitter, the Proctor and Gamble’s of
the world will eventually find an effective way to shift the bulk of their ad spending online. The tacit
assumption in this view is that the next 15 years will see as much business model innovation as the
last 15 years.

On the other hand, what if we are mostly done creating big new business models for the web? History
suggests that business model innovation is rapid right after the advent of a new medium and then slows
down considerably. If indeed it is slowing down, social media could end up like instant messaging –
incredibly popular but basically lousy at monetizing.
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The new economy
(2009-09-28)
According to the Business Insider, Facebook is “‘Beating The S— Out Of Its Numbers’ Thanks To
Zynga’s Virtual Goods.” I wanted to try to understand this new, emerging economy.

It all starts when a user sees an ad on Facebook:

Screen shot 2009-09-28 at 1.40.41 PM

After clicking and installing the app, she gets a little farm where she can grow tomatoes and such.

Screen shot 2009-09-28 at 1.43.08 PM
Game seems pretty fun. But she runs out of seeds, and wants more. So she goes shopping for virtual
goods.
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Screen shot 2009-09-28 at 1.39.17 PM
Let’s say our protagonist is too young to have a credit card, so she decides instead to buy coins by
signing up for a free offer.

Screen shot 2009-09-28 at 1.39.25 PM

She decides to download a toolbar. Free greeting cards seem like fun.

Screen shot 2009-09-28 at 1.39.56 PM
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The download puts an Ask.com search toolbar in the user’s browser. Ask.com makes money off search
ads. Ask probably paid $1 to $2 for the install. Some portion of that goes to Zynga, and then back to
Facebook when Zynga advertises.
Farmville apparently does not advertise on Ask.com:

Screen shot 2009-09-28 at 2.03.02 PM

Thereby preventing the entire new internet economy from imploding in an endless cycle of circularity.
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Why content sites are getting ripped off
(2009-09-29)

A commenter on my blog the other day (Tim Ogilvie) mentioned a distinction that I found really
interesting between intent generation and intent harvesting. This distinction is critical for
understanding how internet advertising works and why it is broken. It also helps explain why sites
like the newspapers, blogs, and social networks are getting unfairly low advertising revenues.
Today’s link economy is built around purchasing intent harvesting. (Worse still, it’s all based on last
click intent harvesting- but that is for another blog post). Most of this happens on search engines or
through affiliate programs. Almost no one decides which products to buy based on Google searches
or affiliate referrers. They decide based on content sites – Gizmodo, New York Times, Twitter,
etc. Those sites generate intent, which is the most important part of creating purchasing intent, which
is directly correlated to high advertising revenues.

But content sites have no way to track their role in generating purchasing intent. Often intent
generation doesn’t involve a single trackable click. Even if there were some direct way to measure
intent generation, doing so would be seen by many today as a blurring of the the advertising/editorial
line. So content sites are left only with impression-based display ads, haggling over CPMs without a
meaningful measurement of their impact on generating purchasing intent.

All of this has caused a massive shift in revenues from the top to the bottom of the purchasing funnel
– from intent generators to intent harvesters. Somehow this needs to get fixed.
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Twitter killed RSS (and that’s a bad thing)
(2009-09-29)
I’ve used Google Reader religiously since it launched. I’m a few days away from quitting it
forever. Pretty much every blog I read tweets the titles of their posts along with a link. Better yet, the
people I follow retweet their favorite links, providing a very efficient way for me to discover new
articles to read and publishers to follow.
Contrary to all the uninformed handwringing about how Twitter is making people dumb, I find I’m
reading more long form blog and newspaper content than ever. And the stuff I’m reading is more
interesting and relevant. That’s a good thing.

Meanwhile, Google Reader has been desperately adding social features such as sharing starred posts
and automatically recommending blogs. These features are clumsy and won’t save Reader, or RSS,
from its inevitable decline.
Although I’m generally happier as a user, I think all of this is bad for the internet. Twitter isn’t an
open protocol. It’s a private company with a profit motive that has a history of unreliable service.
Moreover, URL shorteners – a byproduct of Twitter – are effectively creating a second layer DNS
service that is far less secure and reliable.

I know that many people have been calling for an open alternative to Twitter for a long time. I support
them, but I’m afraid it’s too late. The network effects of Twitter’s social graph are just too strong. Not
to mention its brand momentum. But the biggest reason Twitter has won is that mainstream users
don’t care enough about these “principled” objections to switch. Do you think Ashton or Oprah cares
about open protocols? I doubt it.
But someday they will care – when the internet is less open, less reliable and less secure.
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Why does it matter that Twitter is supplanting RSS?
(2009-10-01)
The other day I claimed that Twitter is supplanting RSS, and that long term that’s a bad thing. Andrew
Weissman had a very reasonable response:
Twitter is the most open application people are currently using. It’s open on the way in and the way
out. The variety of applications using the Twitter api are astounding in that they cover many use cases.
Given that, why will Ashton and Oprah someday care?
The problem is Twitter isn’t really open. For Twitter to be truly open, it would have to be possible to
use “Twitter” without an any way involving Twitter the institution. Instead, all data goes through
Twitter’s centralized service.

Today’s dominant core internet services – the web (HTTP), email

(SMTP), and subscription messaging (RSS) - are open protocols that are distributed across millions of
institutions. If Twitter supplants RSS, it will be the first core internet service that has a single, forprofit gatekeeper.
Why would this matter to Ashton or Oprah? Imagine if Microsoft Exchange server wasn’t just an
instantiation of SMTP but was a centralized service that all email had to pass through. A single
institution is never as reliable as a system distributed across millions of institutions. Nor is it as secure
– for example, a distributed denial-of-service attack can much more easily bring down one service than
the entire internet.

But most importantly, having one company control a core internet service hinders competition and
therefore innovation. To continue the Microsoft Exchange analogy – do you think in that world we
would have such a diverse email ecosystem if everyone had to go through Microsoft to build stuff?
And this is all true while we are still living in the fantasy land where everything involving Twitter is
free. At some point Twitter will need to make lots of money to justify their valuation. Then we can
really assess the impact of having a single company control a core internet service.
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The problem with online “local” businesses
(2009-10-02)
One of the most popular areas for startups today is “local.” I probably see a couple of business plans
a week that involve local search, local news, local online advertising, etc.
Here’s the biggest challenge with local. Let’s say you create a great service that users love and it gets
popular. Yelp has done this. Maybe Foursquare, Loopt etc. will do this. Now you want to make
money. It’s very hard to charge users so you want to charge local businesses instead.
The problem is that, for the most part, these local business either don’t think of the web as an important
medium or don’t understand how to use it. Ask you nearest restaurant owner or dry cleaner about
online advertising. They don’t see it as critical and/or are confused about it. Even Google has barely
monetized local.

People who have been successful monetizing local have done it with outbound call centers.

The

problem with that approach is it’s expensive. Even if you succeed in getting local businesses to pay
you, it often costs you more to acquire them than you earn over the lifetime of the relationship.

To add insult to injury, local businesses often have very high churn rates. I have heard that the average
is as high as 40%. Anyone who has done “lifetime customer value analysis” can tell you how that
ruins the economics of recurring revenue businesses.

Hopefully this will change in time as local businesses come to see the web as a critical advertising
medium and understand how to make it work for them. But for now, monetizing local is a really tough
slog.
* This is what I hear from industry sources. If readers have better numbers or sources I’d love to hear
them.
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The importance of asking people questions
(2009-10-06)
Andy Weissman’s blog has the tagline “Maximizing the serendipity around you.” It’s a good
philosophy. I think one of the simplest ways to do this is to ask people lots of questions when you
meet them. I’m surprised how often people fail to do this. Besides being good manners, it’s also an
efficient way to learn about the world and sometimes make important discoveries and connections.
About 6 years ago, when I was working at Bessemer as junior investor, I was at a dinner with a group
of friends and acquaintances. The guy sitting next to me was a business school student who spent most
of the dinner talking about how he was trying to get a job in venture capital. He never bothered to ask
me what I did for a living and I never mentioned it.
Now, I wasn’t a particularly important venture capitalist, but getting a job in the industry is all about
meeting as many people who work in it as you can. The fact that he happened to be sitting next to one
was potentially serendipitous – had he only bothered to ask questions.
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Man and superman
(2009-10-10)

There are two broad philosophical approaches to explaining the forces that drive world events. The
first one is sometimes called the Great man theory, neatly summarized by the quote ”the history of the
world is but the biography of great men.” This view was famously espoused by the philosopher Hegel
and later Nietzche, who called such great people Ubermenchen (“supermen”).

The alternative view argues that history is largely determined by a complex series of societal, political,
institutional, technological and other forces. This view argues that great people are more a product of
their time than the times are a product of them.

You can apply these theories to companies, in particular to the founders of technology companies who
keep their companies great long after their “natural” life cycle. Most successful companies start with
one great product and ride its growth but fail to pull off a second act.
The companies that defy this natural cycle are invariable run by “supermen” (or women). Akio Morita
founded Sony in 1946 and was a very active CEO until 1994. At the time he left, Sony had a $40B
market cap. Today it is valued at $28B. Akio had an incredible run of hit products: the first transistor
radio, the first transistor television, the Walkman, the first video cassette recorder, and the compact
disc. Akio ran Sony based on his intuitions. For example, he ignored focus groups that hated the
Walkman, saying:
“\We don’t ask consumers what they want. They don’t know. Instead we apply our brain power to what
they need, and _will_ want, and make sure we’re there, ready”

Steve Jobs co-founded Apple in 1976. He was pushed out in in May 1985 when the company was
valued at about $2.2B. He returned in 1996 when Apple was worth $3B. Today it is worth
$169B. Jobs famously micromanages every product detail and like Akio makes decisions based on
intuitions.

Bill Gates was the co-founder and CEO of Microsoft, building it to an astounding $470B market
cap. Under him, Microsoft had multiple acts, among them: DOS, Windows, Office, and enterprise
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server software. Since Steve Ballmer became CEO, the company’s value has declined to $223B. I’m
sure Steve Ballmer is a smart and passionate guy, but he’s no superman.

Some observers like the author Jim Collins think great companies are all about culture, not a singularly
great leader. Collin’s “built to last” case study companies included Circuit City and Fannie Mae, both
of which have been catastrophic failures. His “portfolio” has underperformed to S&P.

It is convenient to think you can take greatness and bottle it up and sell it in a book. In fact, life is
unfair: there are geniuses and then there are the rest of us. When great leaders go away, so does the
greatness of their companies.
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Understanding your market
(2009-10-11)
Some startups become huge sensations without requiring any active marketing – YouTube, Skype, and
Twitter come to mind. However, the vast majority of successful startups gained adoption through
marketing: PR, SEO, partnerships, paid marketing, and so on. My strong suggestion would be to hope
for the former but plan for the latter.

Marketing is a huge topic. Here I just want to make the point that, for starters, you need to figure out
two things: 1) how information and influence flows in your market, and 2) when and where people
use and/or purchase your product.
I’ll use my last startup, SiteAdvisor, as an example. SiteAdvisor (now called McAfee SiteAdvisor) is
a consumer security product. Most consumers don’t learn about security products on their
own. Instead, they rely on their “family/friend sysadmin” (smartest computer person they
know). These family sysadmins read technical websites and magazines. In order to reach this
audience, we performed studies on data we had collected, which led to lots of coverage, which raised
our profile and bolstered our credibility.

Now to when and where people buy security products. Most people only think about security when
1) they buy a new computer, 2) they first get internet access, or 3) they get a virus or other security
problem. The last case is actually pretty rare, so most companies focus on 1 and 2. How do you reach
people at those moments? Through “channels” – in particular PC makers (“OEMs”) and internet
providers (“ISPs”). (For public market people: focusing on these two channels was McAfee’s big
insight in the 2000′s and how they made a comeback versus Symantec who dominates retail).
Most people don’t talk to their friends about security products so it’s very hard to do mass word-ofmouth marketing. (Exceptions would be the beginning of the spyware epidemic around 2001-2 when
AdAware got super popular via word of mouth). So you have to understand and pitch to these
channels. These observations are specific to consumer security, but every startup should have a similar
theory of how to market their product.
•

Site Advisor
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What carries you up will also bring you down
(2009-10-13)

In Rules of Thumb, Alan Weber quotes legendary venture capitalist John Doerr discussing the original
business plans for companies he invested in such as Google, Intuit, and Amazon:

In every case you can find the one sentence or paragraph that describes their unique business model
advantage. It could be their unique distribution system or the retailing model. It’s the factor that
accounts for their success. It turns out the factor that explains their success at the beginning is what
accounts for their failure later.
As a former philosophy student, I was reminded of Aristotle’s concept of “hamartia,” sometimes
known as a “fatal flaw”:
In Aristotle’s understanding, all tragic heroes have a “hamartia,” but this is not inherent in their
characters, for then the audience would lose respect for them and be unable to pity them; likewise, if
the hero’s failing were entirely accidental and involuntary, the audience would not fear for the
hero. Instead, the character’s flaw must result from something that is also a central part of their virtue,
which goes somewhat awry, usually due to a lack of knowledge.
It’s an interesting exercise to apply this principle to technology companies:
1. Google’s strength is its uber-engineering mindset. This seems to increasingly be a liability
as the web becomes ever more social.
2. Yahoo’s strength was its breadth. Now they call it the “peanut butter” problem.
3. AOL’s strength was being a closed garden. As users became internet savvy, they were no
longer afraid of venturing outside of it.
4. Apple’s strength lies in its genius, authoritarian leader. Apple’s decline will begin when he
leaves (sadly).
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5. Facebook’s strength is authenticity and privacy – your friends are (mostly) your real friends,
and only they see your activity. Facebook has been trying to respond to Twitter’s rise with
“open” features like the public micro-messaging. It remains to be seen whether they can
successfully go against their own core strengths. I’m skeptical, but give them credit for
trying.
6. Twitter’s strength is its simplicity and openness. Will its openness be its downfall? For
example, will Twitter end up fighting its apps? Or will it be its simplicity?
This principle also implies how to use incumbents’ strengths against them (sometimes called the “Judo
Strategy”). In the chess game of competitive strategy, you can usually bet that incumbents won’t make
moves that undermine their core strengths – until it’s too late.
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What’s the relationship between cost and price?
(2009-10-16)
What’s the relationship between price – the ability to charge for your product – and cost – how much
it costs you to produce it?
Price is a function of supply and demand. Notice the word “cost” doesn’t occur there. It is true that
cost is, over the long term, a lower bound for price – otherwise you’d go out of business. It is also true
that high upfront fixed costs can create barriers to entry and therefore lower supply.

The only case in which price is determined by (variable) costs is in a commoditized market. A market
is commoditized when competing products are effectively interchangeable and therefore customers
make decisions based solely on price. In commoditized markets, price tends to converge toward cost.

In non-commoditized markets, variable costs have no effect on price. Most information technology
companies are not commoditized, therefore variable cost and price are unrelated. That is why there
can exist companies like Google and Microsoft that are so insanely profitable. If the cost of producing
and distributing a copy of Microsoft Office dropped tomorrow, there is no reason to think that would
affect their pricing. The most profitable industry historically has been pharmaceuticals, because they
are effectively granted monopolies, via patents, reducing the supply of a given drug to one.
There are two ways people get confused about cost and price – a rudimentary way and a more advanced
way. The rudimentary way is confusing fixed and variable costs. People who gripe about the
price/cost gap of SMS messages seem to not realize the telecom industry is like the movie industry in
that they make huge upfront investments but have relatively low marginal costs. I, for one, have
always thought movies are a great deal – they spend $100M making a movie, I pay $12 to see it. It
would be silly to compare how much you pay to see a movie to the variable cost of projecting the
movie.

The more advanced way people get confused about cost and price is to think that because costs are
dropping, prices will necessarily follow. For example, the cost of distributing newspapers has dropped
almost to zero. This is not the primary cause of the downfall of the newspaper industry. The downfall
of newspapers has been caused by a number of things – losing the classifieds business was huge – but
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mainly because when newspapers went online and were no longer able to partition the market
geographically, supply in each region went up by orders of magnitudes. Once the majority of
newspapers go out of business causing supply to go way down, pricing power should return to the
survivors.
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Dow 10,000 and economic reflexivity
(2009-10-17)
People who criticize Obama’s economic policies forget that, around the beginning of this year, a lot
of serious people thought we were entering a second Great Depression. Here are the Google
News mentions of the words “Great Depression” (in blue) and “economic recovery” (in red) over the
last three years:

Screen shot 2009-10-17 at 4.16.11 PM
Moreover, most experts thought we were being led into a Great Depression not by “fundamentals” but
by the collapse of the financial system.

Back around when Obama proposed his bank bailout plan (which was mostly an extension of Bush
and

Bernanke’s

plan)

he

was

widely criticized.

The

consensus

criticism

was

succinctly summarized by Nobel Laureate Joseph Steiglitz:

Paying fair market values for the assets will not work. Only by overpaying for the assets will the banks
be adequately recapitalized. But overpaying for the assets simply shifts the losses to the government.
In other words, the Geithner plan works only if and when the taxpayer loses big time.

Around this time, I happened to bump into an old friend who was working at a hedge fund where his
full-time job was trading these so-called toxic assets (CDSs, CDOs, etc). I asked him the trillion dollar
question: what did he think the “fair market value” for these assets was? Were they worth, say, 80
cents on the dollar as the banks were claiming, or 20 cents on the dollar as the bidders in the market
were offering.
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His answer: These assets are essentially bets on home mortgages, which in turn are dependent on
housing prices, which in turn are dependent on the economy, which in turn is highly dependent on
whether the banks stay solvent, which is dependent on what these assets are worth.

This circularity is not unique to these particular assets. As George Soros has argued for decades, all
economic systems are profoundly circular, a property that he calls reflexivity.

The bank bailouts were extremely distasteful in many ways. Lots of underserving people got
rich. Institutions that should have failed didn’t. Dangerous “moral hazard” precedents were set. But
the fact remains: by altering perceptions, the Bush/Obama/Bernanke plan seems to have turned the
second Great Depression into “merely” a bad recession.
The Dow passed the symbolic milestone of 10,000 recently. People who say it’s an illusion and
doesn’t reflect economic fundamentals don’t understand that in economics, perception and
fundamentals are inextricably linked.
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If Verizon’s Droid is good, that’s bad for the wireless ecosystem
(2009-10-18)
I carry around an iPhone and a Blackberry Tour. I know that’s ridiculous. The iPhone is a great device
on an awful network; the Tour is an awful device on a great network. If the rumors are true and the
Verizon “Droid” is a great device on a great network, I’ll be the first in line to get one. But for the
wireless ecosystem as a whole, it would be a bad thing.
Some people are saying a great Droid would mean more competition amongst handsets. But you can’t
really choose a handset – you choose a handset-carrier pair. The real innovation inhibitor in the cellular
world has been the power of the carriers to dictate what devices you can use and what apps go on those
devices. Just ask an entrepreneur who tried to create handsets or cellular apps. They are completely
beholden to the whims of the carriers.
Apple has gotten very close to breaking the carrier stranglehold – just look at how many people put up
with AT&T’s atrocious network to have one. Had Verizon capitulated and accepted Apple’s
presumably stringent terms in order to carry the iPhone, we might have finally started to see a true
decoupling of handsets from carriers.
Finally, don’t think just because the Droid runs Android it’s going to be truly open. Verizon knows a
truly open OS – one that allows you to run Google Voice, Skype, 3rd party SMS apps – would make
their network a dumb pipe. They’ve shown in the past they won’t let that happen.
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The challenge of creating a new category
(2009-10-20)

One of the hardest things to do as a startup is to create a new category. Bloggers and press have a
natural tendency to “pigeonhole” – to group startups into cleanly delineated categories, and then do
side-by-side comparisons, comment on the “horserace” between them, and so forth.

At my last startup, SiteAdvisor, we were at first consistently pigeonholed as an anti-phishing toolbar,
even though what we did was help search engine users avoid spyware, spam, and scams, which (for
various technical reasons) had almost no functional overlap with anti-phishing toolbars. My cofounder at Hunch, Caterina Fake, had a similar experience at Flickr. Early on, people compared Flickr
to existing photo sharing websites – Shutterfly, Ofoto, SnapFish - and found Flickr lacking in features
around buying prints, sending greeting cards, etc.

Pigeonholing is one reason startups should actually welcome direct competitors. It was only once a
direct competitor to SiteAdvisor appeared that people started treating “web safety” as its own category
(Walt Mossberg was the first one to legitimize the category with this article).

At my current startup, Hunch, being pigeonholed as a so-called Answers site is one of our
main marketing challenges. Hunch is a user-generated website similar to Wikipedia except, instead of
creating encyclopedia entries, contributors create decision trees that help other users make choices and
decisions. For example, about 50 computer enthusiasts came together to create this decision tree about
computer laptops that helps users with less expertise find the right laptop. Hunch gets smarter over
time as more people contribute to it. So far, about 10,000 users have made 115,000 contributions to
the site. Last month, our third month after launch, over 600,000 unique visitors used those
contributions to make decisions.

Many of the initial reviews of Hunch accurately reflected that Hunch is trying to create a new category
of website. Nevertheless, the tendency to pigeonhole Hunch as an Answers site remains. Answers
sites allow users to ask a question and get back direct answers from other people. There are many
Answer sites including Yahoo Answers, Mahalo Answers, Vark, Answerbag, and ChaCha. These are
all excellent and useful services – but have as much to do with Hunch as Ofoto had to do with Flickr.

104 | P a g e

Jump In.
There is no easy solution to avoid being pigeonholed. All you can do is consistently, straightforwardly
describe what you do, and then keep beating that drum over and over until the message gets through.
•
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•

Startup Advice
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The ideal startup career path
(2009-10-22)
For most people I know who join or start companies, the primary goal is not to get rich – it is to work
on something they love, with people they respect, and to not be beholden to the vagaries of the marketin other words, to be independent. The reality is being independent often means having made money
and/or being able to raise money from others.

A while back, I posted about how I recommend thinking about non-founder option grants. In the
comments, Aaron Cohen made the point that given today’s “good” exit sizes and standard equity
grants, most non-founders will not gain independence even in the (non-extreme) good cases:

Most startup employees need to realize they are on a journey and that in addition to making a few
hundred thousand dollars on a good outcome they are learning how to become more senior at the next
company. Real wealth creation will take founding, seniority, or staggeringly large exits.
As Aaron said, you shouldn’t think of joining a startup as just joining a company. You should think of
it as joining the startup career path. This career path could mean starting a company as your first job. It
could also mean working at a few startups and then starting a company. (In my view, if your goal is
to start a company, it is mostly a waste of time to work anywhere but a startup – with the possible
exception of a short stint in venture capital).

Maybe you will make some money working at a startup, but more importantly you will hopefully work
for founders and managers who are smart and willing to mentor you and eventually fund or help you
fund your startup.
The startup world is extremely small. If you’re smart, work really hard, and act with integrity, people
will notice. Contrary to popular wisdom, you will actually have more job stability than working at a
big company. And hopefully you’ll go on to start your own company, gain independence, and then
help others do the same.
•
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•
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Twelve months notice
(2009-10-23)

Generally speaking, there are two approaches to relating to other people in the business world. The
first approach is transactional and legalistic: work is primarily an exchange of labor for money, and
agreements are made via contracts. Enforcement is provided by organizations, especially the legal
system. The second approach relies on trust, verbal agreements, reputation and norms, and looks to
the community to provide enforcement when necessary.

In the startup world, the latter approach dominates. It is almost unheard of, for example, to see
entrepreneurs or VCs sue each other. The ones who do tend to leave the startup world, either by choice
or by having ruined their reputation. It is very rare to see someone in the startup world break a verbal
agreement. And, in most cases, employees and employers show loyalty far beyond what is seen in
larger companies or what is economically “rational.” (Most startups do spend considerable legal fees
on financing, employee, and IP documents, but that is mostly because they know that those are
necessary if they decide to sell themselves to a large company where the legalistic approach
dominates.)

For this reason, if you are an employee working at a startup where the managers are honest, inclusive
and fair, you should disregard everything you’ve learned about proper behavior from people outside
of the startup world.
For example, let’s suppose you are a two years out of college and have a job at a startup. You like
your job but decide you want to go to graduate school. The big company legalistic types will tell you
to secretly send in your applications, and, if you get accepted and decide to attend, give your boss two
weeks notice.

What you should instead do is talk to your boss as soon as you are seriously considering graduate
school. Give them twelve months notice. Any good startup manager won’t fire you, and in fact will
go out of her way to help you get into school and get a good job afterwards. They will appreciate your
honesty and the fact that you gave them plenty of time to find a replacement.
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(Now don’t get me wrong: if you work for bosses who have a legalistic, transactional mindset, by all
means give two weeks notice. I gave 4 months notice once to a boss with that mindset and was duly
punished for it. But hopefully if you are at a startup you work with people who have the startup,
relationship-centric mindset.)

This way of relating to other people is one of the main things people are talking about when they talk
about “startup culture.” It is why so many people coming from other industries have difficulty fitting
into startups (especially people coming from Wall Street where the transactional mindset is at its most
extreme). I personally find the community approach a much nicer way to operate, and try to only
professionally associate myself with people who prefer that approach as well.

•

Professional Development

•

Startup Community

•

Startup Culture

109 | P a g e

Jump In.
Obama: stock picker, or confidence builder?
(2009-10-23)

Screen shot 2009-10-23 at 7.05.10 AM
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Embrace the medium
(2009-10-27)
An obvious but surprisingly under-practiced design principle is to “embrace the medium.” Applied to
software, this means building applications that take advantage of the strengths of the platform instead
of trying to mimic the strengths of another platform.

iPhone and Wii games provide many stark abuses of this principle. Call of Duty is perhaps the single
best franchise on the XBox and PS3, but the Wii version is almost unplayable. They basically just
did a straight port of the game, with worse graphics and using the Wiimote as a shaky aiming
device. It’s not an accident that the best Wii games are made exclusively for the Wii (and that most
of those games are made by Nintendo itself).
iPhone games are perhaps even worse violators of the “embrace the medium” principle. Recently I
was thinking about downloading Madden 2010, but as soon as I saw the screenshots I knew I’d hate
it:

Screen shot 2009-10-26 at 8.03.58 AM

You can see they are trying to force the XBox/PS3 control scheme onto a device with completely
different set strengths and weaknesses. The iPhone’s strengths are: touchscreen, gestures,
accelerometer, networked, always with you. Its weaknesses: no buttons, small screen, poor
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graphics/processor (compared to consoles). The best games – Flight Control, Spider, Rolando – are
designed from scratch to take advantage of the iPhone’s strengths. Take Flight Control as an example:

Screen shot 2009-10-26 at 8.10.04 AM
You guide the planes by mapping their routes with your finger. It’s such a simple, elegant and fun
game, and one that could only exist on the iPhone. It embraces the iPhone-ness instead of fighting it.
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The most important question to ask before taking seed money
(2009-10-30)

There is a certain well respected venture capital firm (VC) that has a program for fledgling
entrepreneurs. The teams that are selected get a desk, a small stipend, and advice for a few months
from experienced VCs. I could imagine back when I was starting my first company thinking this was
a great opportunity – especially the advice part.
Here’s the problem. A few years into the program, approximately 25 teams have gone through it. The
sponsoring VC funded one team and passed on the other 24. None of those other 24 have gotten
financing from anyone else. Why? Because once you go through the program and don’t get funded
by the sponsoring VC, you are perceived by the rest of the investor community as damaged goods.

Most early stage investors are bombarded with new deals. There is no way they could meet with all
of them, or even spend time seriously reading their investor materials. In order to filter through it all,
they rely heavily on signals. The person referring you to them is a very big signal. Your team’s bios
is a very big signal. And if you were in the seed program of a VC who has a multi-hundred million
dollar fund and who decided to pass, that is a huge signal.
Meanwhile, the unsuspecting entrepreneurs think: “I was at a prestigious VC this summer – this will
look great on our bios and company deck.” The truth is exactly the opposite: the better the VC, the
stronger the negative signal when they pass.

Thus, the most important question to ask before taking seed money is: How many companies that the
sponsor passed on went on to raise money from other sources?
The best programs don’t have sponsors who are even capable of further funding the company. Y
Combinator simply doesn’t do follow ons, so there is no way they can positively or negatively signal
by their follow on actions. (Although now that they have taken money from Sequoia people are worried
that Sequoia passing could be seen as a negative signal. I just invested in a Y Combinator company
and was reassured to see Sequoia co-investing). Other seed programs lie somewhere in between —
they aren’t officially run by big VCs but they do have big VCs associated with them so there is some
signaling effect. (I would call this the “hidden sponsor” problem. I didn’t realize the extent of it until
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I got emails responding to my earlier seed program posts from entrepreneurs who had been burned by
it).

The most dangerous programs are the ones run by large VCs. I would love for someone to prove me
wrong, but from my (admittedly anecdotal) knowledge, no companies that have been in large VC seed
programs where the VC then stopped supporting the company went on to raise more money from other
sources.
As has been widely noted, startups – especially internet-related ones – require far less capital today
than they did a decade ago. The VC industry has responded by keeping their funds huge but trying to
get options on startups via seed programs. Ultimately the VC industry will be forced to adapt by
shrinking their funds, so they can invest in seed deals with the intention of actually making money on
those investments, instead of just looking for options on companies in which they can invest “real
money.” In the meantime, however, a lot of young entrepreneurs are getting an unpleasant
introduction to the rough-and-tumble world of venture capital.

Disclosure: I am biased because as an early stage investor I sometimes compete with these programs.
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How to select your angel investors
(2009-11-03)
I’ve seen a number of situations recently that are something like the following. A VC firm signs a
term sheet with an early stage company. Let’s say it’s a $2M round. The VC and entrepreneurs decide
to set aside $500K for small investors (individual investors or micro-VCs). Because it’s a “hot” deal,
there is way more small investor interest than there is capacity (the round is “oversubscribed”), and
the entrepreneur needs to decide which investors are in and which are out.
The most common mistake entrepreneurs make is to base their choice solely on the investors’
“celebrity” value (by “celebrity” I generally mean in the TechCrunch sense, not the People magazine
sense). Picking celebrity angels might help you get a little more buzz when you announce the financing
and a few SUL tweets, but that’s about it. A startup is a long trip — what you should care about is
whether, through the ups and downs and after the buzz dies down, the investors will actually roll up
their sleeves and help you.
That isn’t to say that being a celebrity and being helpful are mutually exclusive. Ron Conway is a
celebrity (in the startup world) and is one of the hardest working investors I know. But there are other
celebrity investors who I’m a co-investor with in a few companies who literally don’t respond to the
founder’s emails. And these are successful companies where the founder sends them only occasional
emails about really important issues.

The second biggest mistake is picking angels that benefit the lead VC. A lot of times when VCs guide
entrepreneurs to certain investors what they are really doing is “horse trading” – they want you to let
in so and so, because so and so got them into another deal, or will help them get into future deals.
It’s also smart to pick a varied group of people. If you want a few celebrities to create some buzz,
fine. You should also pick some people who are connectors – who can introduce you to key people
when you need it (varying connectors by geography and industry can also be helpful). Also very
important are active entrepreneurs who can (and will) give you practical advice about hiring, product
development, financing etc.
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Finally, don’t spend too much time agonizing over this. One particularly silly situation I was involved
with was where the CTO had invited me to invest but then the CEO decided he wanted to put me
through multiple interviews before he’d let me in. He probably spent a day of his time deciding
whether to give me some tiny fraction of the round. Eventually he dinged me because I wasn’t famous,
but at that point I was frankly kind of relieved since the CEO seemed to have such a bad sense of how
to prioritize his time.

Disclosure: This post is entirely self serving, as I consider myself a non-celebrity but hard working
small investor.
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Presenting Founder Collective
(2009-11-09)
As readers of this blog know, I’m a huge fan of the startup and venture capital world but also
a sometimes critic of how the venture capital industry works. For a long time I’ve wanted to do more
than talk about this and actually start a new kind of venture firm, designed the right way from the
ground up.
Last year two friends of mine who are both very successful, serial entrepreneurs — Eric
Paley and Dave Frankel — were brainstorming ideas for what to do next when the thought occurred:
why not make their next startup a new kind of venture firm, the kind we had wished existed back when
we started our first companies?

So this is what we, along with a bunch of other serial entrepreneurs, decided to do. We call our new
firm Founder Collective. Joining us are Mark Gerson (founder of Gerson Lehrman Group), Zach
Klein (co-founder

of Vimeo/Connected

Ventures), Bill

Trenchard (co-founder

of LiveOps),

and Micah Rosenbloom (co-founder of Brontes). We expect to add more founders over time.
We think of ourselves as part of a new wave venture firms led by Y Combinator, First Round, Maples,
Ron Conway/Baseline, and Betaworks, among others, that have adapted to a world where venture
capital is abundant but authentic seed capital and, more importantly, mentorship from experienced
entrepreneurs, is scarce. We have many similarities to these firms and also some differences:
1. We have a small fund – approximately $40M – and intend to keep it that way. This means
seed investments are our entire business — they are not options on future financings. Hence
our interests and the founders’ interests are aligned. This also means we are happy with
smaller exits if that’s what the entrepreneur wants to do.

2. Each person involved in Founder Collective is an entrepreneur, most of them currently
running startups full time (my full-time job is CEO/co-founder of Hunch).
3. We believe the best people to predict the future — and create it — are fellow entrepreneurs,
not former bankers drawing graphs and developing abstract theses.
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4. We try to be respectful. We’ve all sat in countless meetings where VCs show up late, email
while you are presenting, and generally act arrogant and dismissive. We try really hard not
to be like that.
5. We’ll make investments anywhere in the world but tend to favor our home turf – New York
City and Cambridge, MA. New York is a hotbed for online media and advertising startups.
In Cambridge, there is a constant flow of ideas coming out of places like MIT that just need
a little capital and guidance.
We realize the word “Collective” sounds a bit radical, even socialist. This is deliberate. While we have
an actual fund — we are not just a group of angel investors — we also have a unique structure where
active entrepreneurs lead investments, work hard to help their investments succeed, and share in the
profits when they do.

Think of it as peer-to-peer venture capital.
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Pitch yourself, not your idea
(2009-11-14)

There is a widespread myth that the most important part of building a great company is coming up
with a great idea. This myth is reflected in popular movies and books: someone invents the Post-it
note or cocktail umbrellas and becomes an overnight millionaire. It is also perpetuated by experienced
business people who, for the most part, don’t believe it. Venture capitalists often talk about “the best
way to pitch your idea” and “honing your elevator pitch.” Most business schools have business plan
contests which are essentially beauty pageants for startup ideas. All of this reinforces the myth that
the idea is primary.
The reality is ideas don’t matter that much. First of all, in almost all startups, the idea changes – often
dramatically – over time. Secondly, ideas are relatively abundant. For every decent idea there are very
likely other people who’ve also thought of it, and, surprisingly often, are also actively pitching
investors. At an early stage, ideas matter less for their own sake and more insofar as they reflect the
creativity and thoughtfulness of the team.

What you should really be focused on when pitching your early stage startup is pitching yourself and
your team. When you do this, remember that a startup is primarily about building something. Hence
the most important aspect of your backgrounds is not the names of the schools you attended or
companies you worked at – it’s what you’ve built. This could mean coding a video game, creating a
non-profit organization, designing a website, writing a book, bootstrapping a company –
whatever. The story you should tell is the story of someone who has been building stuff her whole life
and now just needs some capital to take it to the next level.

Of course a great way to show you can build stuff is to build a prototype of the product you are raising
money for. This is why so many VCs tell entrepreneurs to “come back when you have a demo.” They
aren’t wondering whether your product can be built – they are wondering whether you can build it.
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The importance of institutional redundancy
(2009-11-20)

Every system built by a single institution has points of failure that can bring the entire system
down. Even in organizations that have tried hard for internal redundancy – for example, Google and
Amazon have extremely distributed infrastructures – there will always be system-wide shared
components, architectures, or assumptions that are flawed. The only way to guarantee there aren’t is
to set up completely separate, competing organizations – in other words, new institutions.

This insight has practical implications when building internet services. One thing I learned from
my Hunch co-founder Tom Pinckney is, if you really care about having a reliable website, always host
your servers at two data centers, owned by different companies, on networks owned by different
companies, on separate power grids, and so forth. Our last company, SiteAdvisor, handled billions of
requests per hour but never went down when the institutions we depended on went down – which was
surprisingly often. (We did have downtime, but it was due to our own flawed components,
assumptions etc.).

The importance of institutional redundancy is profoundly more important when applied to the internet
at large. The US government originally designed the internet to be fully decentralized so as to
withstand large-scale nuclear attack. The core services built on top of the internet – the web (HTTP),
email (SMTP), subscription messaging (RSS) – were made similarly open and therefore distributible
across institutions. This explains their remarkable system-wide reliability. It also explains why we
should be worried about reliability when core internet services are owned by a single company.

The principle of not depending on single institutions applies beyond technology. Every institution is
opaque to outsiders, with single points of failure, human and otherwise. For example, one of the
primary lessons of the recent financial crisis is that the most important form of diversification is across
institutions, not, as the experts have told us for decades, across asset classes. The Madoff fraud was
one extreme, but there were plenty of cases of lesser fraud and countless cases of poor financial
management, most of which would have been almost impossible to anticipate by outsiders.
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Some thoughts on SEO
(2009-12-01)
“SEO” (==”Search Engine Optimization”) is a term widely used to mean “getting users to your site
via organic search traffic.” I don’t like the term at all. For one thing, it’s been frequently associated
with illicit techniques like link trading and search engine spamming. It is also associated with
consultants who don’t do much beyond very basic stuff your own developers should be able to do. But
the most pernicious aspect to the phrase is that the word “optimization” suggests that SEO is a finishing
touch, something you bolt on, instead of central to the design and development of your site.
Unfortunately, I think the term is so widespread that we are stuck with it.
SEO is extremely important because normal users – those who don’t live and breath technology – only
type a few of their favorite websites directly into the URL bar and for everything else go to search
engines, most likely Google*. In the 90s, people talked a lot about “home pages” and “site flow.” This
matters if you are getting most of your traffic from people typing in your URL directly. For most
startups, however, this isn’t the case, at least for the first few years. Instead, the flow you should be
thinking about is users going to Google, typing in a keyphrase and landing on one of your internal
pages.

The biggest choice you have to make when approaching SEO is whether you want to be a Google
optimist or a Google pessimist**. Being an optimist means trusting that the smart people in the core
algorithm team in Mountain View are doing their job well – that, in general, good content rises to the
top.
The best way to be a Google optimist is to think of search engines as information marketplaces –
matchmakers between users “demanding” information and websites “supplying” it. This means
thinking hard about what users are looking for today, what they will be looking for in the future, how
they express those intentions through keyphrases, where there are gaps in the supply of that
information, and how you can create content and an experience to fill those gaps.
All this said, there does remain a technical, “optimization” side to SEO. Internal URL structure, text
on your landing pages, and all those other things discussed by SEO consultants do matter. Luckily,
most good SEO practices are also good UI/UX practices. Personally I like to do all of these things in
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house by asking our programmers and designers to include search sites like SEOMoz, Search Engine
Land, and Matt Cutts in their daily reading list
* I’m just going to drop the illusion here that most people optimize for anything besides
Google. ComScore says Google has ~70% market share but everyone I know gets >90% of their
search traffic from Google. At any rate, in my experience, if you optimize for Google, Bing/Yahoo
will give you SEO love about a 1-6 months later.

** Even if you choose to be a pessimist, I strongly recommend you stay far away from so-called black
hat techniques, especially schemes like link trading and paid text ads that are meant to trick
crawlers. Among other things, this can get your site banned for life from Google.
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Does a VC’s brand matter?
(2009-12-05)

Suppose you are in the enviable position of choosing between offers from multiple VC firms. How
much should you weigh the brand of the VCs when making your decision? I think the answer is: a
little, but a lot less than most people assume.

First, let me say the quality of the individual partner making the offer matters a lot. However, in my
experience, there is a only rough correlation between a VC’s brand and the quality of the individual
partners there. There are toxic partners at brand name firms, and great partners at lesser known firms.
There are only two situations I can think of where the firm’s brand really matters. First, if you manage
to raise money from a particular set of the top 5 or so firms, you are almost guaranteed to be able to
raise money later at a higher valuation from other firms. In fact, there are VC firms whose explicit
business model is simply to follow those top firms.
The other way a VC firm’s brand can help is by giving you credibility when recruiting employees. This
matters especially if you are a first-time entrepreneur whose company is at an early stage. It matters a
lot less if you’re a proven entrepreneur or your company already has traction.
In my opinion that’s about it in terms of the importance of the VC’s brand. Too many entrepreneurs
get seduced into thinking they’ve accomplished something significant by raising money from a name
brand VC. Also, remember that if you are raising a seed round, the better the firm is, the worse it can
actually be for you if that firm decides not to participate in follow on rounds.

•

Pitching

•

Raising Capital

123 | P a g e

Jump In.
Why did Skype succeed and Joost fail?
(2009-12-08)
Skype and Joost are interesting companies to compare – they are about as close as you can get to one
of those sociological studies that track identical twins who are raised separately. Skype was a
spectacular success.

Joost never got traction and was shut down. Both were started by Nicklas

Zennstrom and Janus Friis, two of the great technology visionaries of our time. Both were big ideas,
trying to disrupt giant, slow-moving incumbents.

There are likely multiple reasons for their different outcomes. Joost had day-to-day management that
didn’t have much startup experience. The P2P technology that required a download made sense for
chat but not for video. The companies were started at different times: Skype when there was far less
investment in – and therefore competition among – consumer internet products.
But the really important difference was that Joost’s product had a critical input that depended on a
stubborn, backward-thinking industry – video content owners. Whereas Skype could brazenly threaten
the industry it sought to disrupt, Joost had to get their blessing. Eventually the content companies
licensed some content to Joost, but not nearly enough to make it competitive with cable TV or other
new platforms like Hulu and iTunes.
Real life, non-techie users care almost exclusively about “content.” They want to watch American
Idol and listen to Jay-Z. They don’t really care how that content is delivered or what platform it’s on.
Which is why Joost failed, and why so many video and music-related startups have struggled. Skype,
on the other hand, didn’t have significant dependencies on other companies – its content, like its
technology, was truly peer to peer.
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Search and the social graph
(2009-12-14)

Google has created a multibillion-dollar economy based on keywords. We use keywords to find things
and advertisers use keywords to find customers. As Michael Arrington points out, this is leading to
increasing amounts of low quality, keyword-stuffed content. The end result is a very spammy internet.
(It was depressing to see Tim Armstrong cite Demand Media, a giant domain-name owner and robotic
content factory, as a model for the new AOL.)
Some people hope the social web — link sharing via Twitter, Facebook etc — will save us. Fred
Wilson argues that “social beats search” because it’s harder to game people’s social graph. Cody
Brown tweeted:
On Twitter you have to ‘game’ people, not algorithms. Look how many followers
@demandmedia has. A lot less then you guys: @arrington @jason

These are both sound points. Lost amid this discussion, however, is that the links people tend to share
on social networks – news, blog posts, videos – are in categories Google barely makes money on. (The
same point also seems lost on Rupert Murdoch and news organizations who accuse Google of profiting
off their misery).
Searches related to news, blog posts, funny videos, etc. are mostly a loss leaders for Google. Google’s
real business is selling ads for plane tickets, dvd players, and malpractice lawyers. (I realize this might
be depressing to some internet idealists, but it’s a reality). Online advertising revenue is directly
correlated with finding users who have purchasing intent. Google’s true primary competitive threats
are product-related sites, especially Amazon. As it gets harder to find a washing machine on Google,
people will skip search and go directly to Amazon and other product-related sites.
This is not to say that the links shared on social networks can’t be extremely valuable. But most likely
they will be valuable as critical inputs to better search-ranking algorithms. Cody’s point that it’s harder
to game humans than machines is very true, but remember that Google’s algorithm was always meant
to be based on human-created links. As the spammers have become more sophisticated, the good guys
have come to need new mechanisms to determine which links are from trustworthy humans. Social
125 | P a g e

Jump In.
networks might be those new mechanisms, but that doesn’t mean they’ll displace search as the primary
method for navigating the web.
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Google’s feature creep
(2009-12-17
Microsoft used to be considered the king of feature creep. Here was Microsoft Word when it was most
cluttered:

thumb-paperclipinterference
I don’t use any of Microsoft’s software anymore, but from what I hear they’ve toned down the feature
creep a lot in recent versions of Windows and Word.

Google has been adding so many new features to its results page, they are starting to feel like the new
Microsoft. Here’s an approximation of what Google used to look like (I couldn’t find an image of
actual Google 1998 SRPs — anyone have one?)
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bbc-google-search
And here is Google today:

Screen shot 2009-12-17 at 11.35.35 AM
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Options on the left, ads on top and on the right, news results up top, images, and buttons to vote results
up/down and annotate them. But worst of all are the new scrolling “real time” results. The static
image I’ve embedded doesn’t do justice to how annoying this is. Random, out-of-context, and mostly
asinine fragments of conversations scrolling by. I think it might be Google’s Clippy.
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Anatomy of a bad search result
(2009-12-19)

In a post last week, Paul Kedrosky noted his frustration when looking for a new dishwasher using
Google. I thought it might be interesting to do some forensics to see which sites rank highly and why.

Paul started by querying Google with the phrase dishwasher reviews:

Screen shot 2009-12-18 at 11.36.20 PM
Pretty much every link on this page has an interesting story to tell about the state of the web. I’ll just
focus here on the top organic (non-sponsored) result:

http://www.consumersearch.com/dishwasher-reviews

clicking through this link takes you here:
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Screen shot 2009-12-18 at 11.41.17 PM

Consumersearch is owned by About.com, which in turn is owned by the New York Times.

So how did consumersearch.com get the top organic spot? Most SEO experts I talk to (e.g. SEOMoz‘s
Rand Fishkin) think inbound links from a large number of domains still matter far more than other
factors. One of the best tools for finding inbound links is Yahoo Site Explorer (which, sadly,
is supposed to be killed soon). Using this tool, here’s one of the sites linking to the dishwasher section
of Consumersearch:

http://www.whirlpooldishwasher.net/
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Screen shot 2009-12-18 at 11.50.38 PM
(Yes, this site’s CSS looks scarily like my own blog – that’s because we both use a generic WordPress
template).
This site appears has two goals: 1) fool Google into thinking it’s a blog about dishwashers and 2) link
to consumersearch.com.

Who owns this site? The Whois records are private. (Supposedly the reason Google became a domain
registrar a few years ago was to peer behind the domain name privacy veil and weed out sites like this.)
I spent a little time analyzing the “blog” text (it’s actually pretty funny – I encourage you to read it). It
looks like the “blog posts” are fragments from places like Wikipedia run through some obfuscator
(perhaps by machine translating from English to another language and back?). The site was
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impressively assembled from various sources. For example, the “comments” to the “blog entries” were
extracted from Yahoo Answers:

Screen shot 2009-12-18 at 11.57.33 PM

Here is the source of this text on Yahoo Answers:

Screen shot 2009-12-18 at 11.57.58 PM
The key is to have enough dishwaster-related text to look like it’s a blog about dishwashers, while also
having enough text diversity to avoid being detected by Google as duplicative or automatically
generated content.
So who created this fake blog? It could have been Consumersearch, or a “black hat” SEO consultant,
or someone in an affiliate program that Consumersearch doesn’t even know. I’m not trying to imply
that Consumersearch did anything wrong. The problem is systematic. When you have a multibillion
dollar economy built around keywords and links, the ultimate “products” optimize for just
that: keywords and links. The incentive to create quality content diminishes.
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Google should open source what actually matters: their search ranking algorithm
(2009-12-22)

Websites live or die based on how a small group of programmers at Google decide their sites should
rank in Google’s main search results. As the “router” of the vast majority of traffic on the internet,
Google’s secret ranking algorithm is probably is the most powerful piece of software code on the
planet.

Google talks a lot about openness and their commitment to open source software. What they are really
doing is practicing a classic business strategy known as “commoditizing the complement“*.

Google makes 99% of their revenue by selling text ads for things like plane tickets, dvd players and
malpractice lawyers. Many of these ads are syndicated to non-Google properties. But the anchor that
gives Google their best “inventory” is the main search engine at Google.com. And the secret sauce
behind Google.com is the algorithm for ranking search results. If Google is really committed to
openness, it is this algorithm that they need to open source.

The alleged argument against doing so is that search spammers would be able to learn from the
algorithm to improve their spamming methods. This form of argument is an old argument in the
security community known as “security through obscurity.” Security through obscurity is a technique
generally associated with companies like Microsoft and is generally opposed as ineffective and risky
by security experts. When you open source something you give the bad guys more info, but you also
enlist an army of good guys to help you fight them.
Until Google open sources what really matters – their search ranking algorithm – you should dismiss
all their other open-source talk as empty posturing. And millions of websites will have to continue
blindly relying on a small group of anonymous engineers in charge of the secret algorithm that
determines their fate.

* You can understand a large portion of technology business strategy by understanding strategies
around complements. One major point: companies generally try to reduce the price of their products
complements (Joel Spolsky has an excellent discussion of the topic here). If you think of the consumer
as having a willingness to pay a fixed N for product A plus complementary product B, then each side
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is fighting for a bigger piece of the pie. This is why, for example, cable companies and content
companies are constantly battling. It is also why Google wants open source operating systems to win,
and for broadband to be cheap and ubiquitous. [link to full post]
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Why the web economy will continue growing rapidly
(2009-12-26)
Here’s the really good news for the web economy over the next decade. Consumers are spending more
and more time online, yet only about 10% of all advertising dollars are spent there.
Let’s assume that, over time, ad spending on a medium becomes roughly proportional to the time
consumers spend using that medium. I doubt there are any technologists reading this blog who doubt
that in five years most people in industrialized countries will spend 50% or more of their “media time”
on the web. This means there are hundreds of billions of ad revenues waiting to move to the web.

Advertising is usually divided into two categories: direct-response and brand advertising. Directresponse advertising tries to get users to take immediate action. Brand advertising tries to build up
positive associations over time in people’s minds. In the past decade, we saw a massive shift of direct
response advertising to the web. The main beneficiary of this shift has been Google. We saw far less
of a shift of brand advertising to the web.

It is therefore very likely that most of this new ad spending will be brand advertising. This is why
Google, Yahoo and Microsoft are all so intensely focused on display advertising. It is why they paid
huge premiums to acquire Doubleclick, Right Media, and Avenue A.

Right now there are lots of inhibitors to brand advertising dollars flowing onto the web. Among them
1) most of the brand dollars are controlled by ad agencies, who seem far more comfortable with
traditional media channels, 2) it is hard to know where your online advertising is appearing and
whether it is effective, 3) banner ads seem extremely ineffective and are often poorly targeted, 4) big
brand advertisers seem scared of user-generated content, today’s major source of ad inventory growth.

But economic logic suggests these problems will be figured out, because advertisers have no choice
but to go where the consumers are.
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Are people more willing to pay for digital goods on mobile devices?
(2009-12-27)
Mary Meeker’s
[

Screen shot 2009-12-27 at 11.51.24 AM
](images/screen-shot-2009-12-27-at-11-51-18-am.png)

The assertion seems to be that there is something special about the mobile internet that compels people
to pay for things they wouldn’t pay for on the desktop internet. It is this same thinking that has
newspapers and magazines hoping the Kindle or a tablet device might be their savior.
It is certainly true that today people are paying for things on iPhones and Kindles that they aren’t
paying for on the desktop internet. Personally, I’ve bought a bunch of iPhone games that I would have
expected to get for free online. I also paid for the New York Times and some magazines on my Kindle
that I never paid for on my desktop.
But longer term, the question is whether this is because of something fundamentally – and sustainably
– different about mobile versus desktop or whether it is just good old fashioned supply and demand.
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I think we are in the AOL “walled garden” days of the mobile internet. Demand is far outpacing supply,
so consumers are paying for digital goods. I don’t pay for news or simple games on the desktop internet
because there are so many substitutes that my willingness to pay is driven down to zero.

What are the arguments that the mobile internet is sustainably different than the desktop internet? One
of the main ones I’ve heard is habit: digital goods providers made a mistake in the 90′s by giving stuff
away for free. Now people are habituated to free stuff on the desktop internet. Mobile is a chance to
start over.

I think this habit argument is greatly overplayed. The same argument has been made for years by the
music industry: “kids today think music should be free” and so on. Back in the 90s, I bought CDs, not
because I was habituated to paying for music, but because there was no other reasonably convenient
way to get it. If tomorrow you waved a magic wand and CD’s were once again the only way kids could
buy the Jonas Brothers and Taylor Swift, they’d pay for them. It’s the fact that there are convenient
and free substitutes that’s killing the music industry, not consumers’ habits.
As the supply of mobile digital goods grows — the same way it did on the desktop internet —
consumers’ willingness-to-pay will drop and either advertising will emerge as the key driver of mobile
economic growth or the mobile economy will disappoint. I was going to buy a Chess app for my iPhone
this morning but when I searched and found dozens of free ones I downloaded one of those. At some
point there will be lots of Tweetie, Red Laser, and Flight Control substitutes and they too will be free.
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What’s the right amount of seed money to raise?
(2009-12-28)

Short answer: enough to get your startup to an accretive milestone plus some fudge factor.
“Accretive milestone” is a fancy way of saying getting your company to a point at which you can raise
money at a higher valuation. As a rule of thumb, I would say a successful Series A is one where good
VCs invest at a pre-money that is at least twice the post-money of the seed round. So if for your seed
round you raised $1M at $2M pre ($3M post-money valuation), for the Series A you should be shooting
for a minimum of $6M pre (but hopefully you’ll get significantly higher).

The worst thing a seed-stage company can do is raise too little money and only reach part way to a
milestone. Pitching new investors in that case is very hard; often the only way keep the company alive
is to get the existing investors to reinvest at the last round valuation (“reopen the last round”). The
second worst thing you can do is raise too much money in the seed round (most likely because big
funds pressure you to do so), hence taking too much dilution too soon.
How do you determine what an accretive milestone is? The answer is partly determined by market
conditions and partly by the nature of your startup. Knowing market conditions means knowing which
VCs are currently aggressively investing, at what valuations, in what sectors, and how various
milestones are being perceived. This is where having active and connected advisors and seed investors
can be extremely helpful.

Aside from market conditions, you should try to answer the question: what is the biggest risk your
startup is facing in the upcoming year and how can you eliminate that risk? You should come up with
your own answer but you should also talk to lots of smart people to get their take (yet another
reason not to keep your idea secret).
For consumer internet companies, eliminating the biggest risk almost always means getting “traction”
– user growth, engagement, etc. Traction is also what you want if you are targeting SMBs
(small/medium businesses). For online advertising companies you probably want revenues. If you are
selling to enterprises you probably want to have a handful of credible beta customers.
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The biggest mistake founders make is thinking that building a product by itself will be perceived as an
accretive milestone. Building a product is only accretive in cases where there is significant technical
risk – e.g. you are building a new search engine or semiconductor.
Now to the “fudge factor.” Basically what I’d recommend here depends on what milestones you are
going for and how experienced you are at developing and executing operating plans. If you are going
for marketing traction, that almost always takes (a lot) longer than people expect. You should think
about a fudge factor of 50% (increasing the round size by 50%). You should also have alternative
operating plans where you can “cut the burn” to get more calendar time on your existing raise (“extend
the runway”). If you are just going for product milestones and are super experienced at building
products you might try a lower fudge factor.

The most perverse thing that I see is big VC funds pushing companies to raise far more money than
they need to (even at higher valuations), simply so they can “put more money to work“. This is one
of many reasons why angels or pure seed funds are preferable seed round investors (bias alert: I
am one of them!).
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What’s strategic for Google?
(2009-12-30)
Google seems to be releasing or acquiring new products almost daily. It’s one thing for a couple of
programmers to hack together a side project. It’s another thing for Google to put gobs of time and
money behind it. The best way to predict how committed Google will be to a given project is to figure
out whether it is “strategic” or not.

Google makes 99% of their revenue selling text ads for things like airplane tickets, dvd players, and
malpractice lawyers. A project is strategic for Google if it affects what sits between the person clicking
on an ad and the company paying for the ad. Here is my rough breakdown of the “layers in the stack”
between humans and the money:
Human - device – OS – browser – bandwidth – websites - ads – ad tech – relationship to advertiser –
$$$

At each layer, Google either wants to dominate it or commoditize it. (For more on the strategic move
known as commoditizing the complement, see here, here and here). Here’s my a brief analysis of the
more interesting layers:

Device: Desktop hardware already commoditized. Mobile hardware is not, hence Google Phone
(Nexus One).

OS: Not commoditized, and dominated by archenemy (Microsoft)!! Hence Android/Google Chrome
OS is very strategic. Google also needs to remove main reasons people choose Windows. Main reasons
(rational ones – ignoring sociological reasons, organizational momentum etc) are Office (hence Google
Apps), Outlook (hence Gmail etc), gaming (look for Google to support cross-OS gaming frameworks),
and the long tail of Windows-only apps (these are moving to the web anyways but Google is trying to
accelerate the trend with programming tools).

Browser: Not commoditized, and dominated by arch enemy! Hence Chrome is strategic, as is alliance
with Mozilla, as are strong cross-browser standards that maintain low switching costs.
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Bandwidth: Dominated by wireless carriers, cable operators and telcos. Very hard for Google to
dominate without massive infrastructure investment, hence Google is currently trying
to commoditize/weaken via 1) more competition (WiMAX via Clearwire, free public Wi-Fi) 2)
regulation (net neutrality).
Websites/search (“ad inventory”): Search is obviously dominated by Google. Google’s syndicated ads
(AdSense) are dominant because Google has the highest payouts since they have the most advertisers
bidding. This in turn is due largely to their hugely valuable anchor property, Google.com. Acquired
Youtube to be their anchor property for video/display ads, and DoubleClick to increase their publisher
display footprint. On the emerging but fast growing mobile side, presumably they bought AdMob for
their publisher relationships (versus advertiser relationships where Google is already dominant). The
key risks on this layer are 1) people skip the ads altogether and go straight to, say, Amazon to buy
things, 2) someone like Facebook or MS uses anchor property to aggressively compete in syndicated
display market.

Relationships to advertisers: Google is dominant in non-local direct-response ads, both SMB self serve
and big company serviced accounts. They are much weaker in display. Local advertisers (which
historically is half of the total ad market) is still a very underdeveloped channel – hence (I presume)
the interest in acquiring Yelp.
This doesn’t mean Google will always act strategically. Obviously the company is run by humans who
are fallible, emotional, subject to whims, etc. But smart business should be practiced like smart chess:
you should make moves that assume your opponents will respond by optimizing their interests.
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The next big thing will start out looking like a toy
(2010-01-03)

One of the amazing things about the internet economy is how different the list of top internet properties
today looks from the list ten years ago. It wasn’t as if those former top companies were complacent –
most of them acquired and built products like crazy to avoid being displaced.
The reason big new things sneak by incumbents is that the next big thing always starts out being
dismissed as a “toy.” This is one of the main insights of Clay Christensen’s “disruptive technology”
theory. This theory starts with the observation that technologies tend to get better at a faster rate than
users’ needs increase. From this simple insight follows all kinds of interesting conclusions about how
markets and products change over time.
Disruptive technologies are dismissed as toys because when they are first launched they “undershoot”
user needs. The first telephone could only carry voices a mile or two. The leading telco of the time,
Western Union, passed on acquiring the phone because they didn’t see how it could possibly be useful
to businesses and railroads – their primary customers. What they failed to anticipate was how rapidly
telephone technology and infrastructure would improve (technology adoption is usually non-linear due
to so-called complementary network effects). The same was true of how mainframe companies viewed
the PC (microcomputer), and how modern telecom companies viewed Skype. (Christensen has many
more examples in his books).

This does not mean every product that looks like a toy will turn out to be the next big thing. To
distinguish toys that are disruptive from toys that will remain just toys, you need to look at products
as processes. Obviously, products get better inasmuch as the designer adds features, but this is a
relatively weak force. Much more powerful are external forces: microchips getting cheaper, bandwidth
becoming ubiquitous, mobile devices getting smarter, etc. For a product to be disruptive it needs to be
designed to ride these changes up the utility curve.
Social software is an interesting special case where the strongest forces of improvement are users’
actions. As Clay Shirky explains in his latest book, Wikipedia is literally a process – every day it is
edited by spammers, vandals, wackos etc., yet every day the good guys make it better at a faster rate.
If you had gone back to 2001 and analyzed Wikipedia as a static product it would have looked very
much like a toy. The reason Wikipedia works so brilliantly are subtle design features that sculpt the
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torrent of user edits such that they yield a net improvement over time. Since users’ needs for
encyclopedic information remains relatively steady, as long as Wikipedia got steadily better, it would
eventually meet and surpass user needs.
A product doesn’t have to be disruptive to be valuable. There are plenty of products that are useful
from day one and continue being useful long term. These are what Christensen calls sustaining
technologies. When startups build useful sustaining technologies, they are often quickly acquired or
copied by incumbents. If your timing and execution is right, you can create a very successful business
on the back of a sustaining technology.

But startups with sustaining technologies are very unlikely to be the new ones we see on top lists in
2020. Those will be disruptive technologies – the ones that sneak by because people dismiss them as
toys.
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Speculation on Apple’s purchase of Quattro Wireless
(2010-01-05)

Apple has entered the online advertising business for the first time with its purchase of Quattro
Wireless. They are now also competing head-to-head against Google in the mobile advertising market.

Mobile ads will be displayed to users either in a web browser or in a mobile application. Thanks to the
iPhone and now Android, web browsing on mobile devices is becoming just like web browsing on the
desktop. Sites are often running the same HTML – and the same ads – whether the browser is on the
desktop or mobile web. Thus, if an ad network supplies ads to the nytimes desktop version, they’ll also
supply ads to the nytimes mobile version. The battle for web publishers on mobile browser-based ads
would seem to be the same battle already happening on the desktop web. This battle is dominated by
Google, Yahoo, Microsoft etc. and I can’t imagine Apple is trying to seriously enter the battle at this
late stage.
Thus, Apple’s interest in Quattro must be about ads in mobile applications. Apple is currently in a very
strong position with respect to app developers, given their tight control over the dominant app platform.
How could Google supplant them there? For one thing, Android and other platforms could gain
significant market share. But Google could threaten Apple even on ads in iPhone apps. Unless Apple
forced developers to use their ad network, iPhone app developers would select the ad network that
provided the highest payouts, which – as with all ad networks – would depend heavily on which had
the most advertisers.

So the Quattro purchase seems to be mostly about Apple getting a base of mobile advertisers
(not publishers) that will allow them to offer competitive payouts on mobile app ads (not mobile
browser-based ads).

•

Acquisitions

•

Apple

•

Online Advertising

146 | P a g e

Jump In.
Shutting down
(2010-01-09)
I’ve seen a number of situations recently where entrepreneurs decided to shut their startups down while
they still had cash in the bank. (Contrary to popular mythology, I’ve never seen a case where investors
forced an early-stage startup to shut down before they ran out of cash — it has always been
voluntary). Shutting down is an incredibly hard thing to do. It takes great maturity and intellectual
honesty to realize things aren’t going the way you hoped and that it might be better to just close shop
and do something else.

How entrepreneurs handle shutting down is very important. First, try to return as much capital to your
investors as you can (after paying off employees and other important debts – but don’t waste money
on an expensive legal process). Second, if you’ve developed IP, spend a few months trying to sell it to
recover as much capital as you can (often investors will offer a “carve out” to incentivize entrepreneurs
since the likely return to investors will be under total number of preferences). Don’t go off starting a
new venture before you’ve properly closed down your current one (I’ve seen this twice recently – very
bad form). Finally, for your own learning as well as your reputation, write a detailed post-mortem
about what went right and wrong and send it to your investors, and then try to follow up with in-person
discussions.
Here’s the good news. One of the great things about angel and venture investors is that failure is
accepted, as long as you do it in the right way. Venture investors will often fund entrepreneurs who’ve
lost their money in the past. They understand that if you build an interesting product and, say, market
forces turn dramatically against you, that’s a risk they took — and the type of risk they will take a
again. Also, entrepreneurs tend to be judged by their wins (max() function), not their average. You’d
be surprised how many entrepreneurs have failures in their past that no one remembers once they have
some success.

•
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Security through diversity
(2010-01-12)

Someone asked me the other day whether I thought the United States was vulnerable to a large scale
“cyber” attack. While I have no doubt that any particular organization can be compromised, what
comforts me at the national level is the sheer diversity of our systems. We have – unintentionally –
employed a very effective defensive strategy known as “security through diversity.”
Every organization’s IT system is composed of multiple layers: credential systems, firewalls, intrusion
detection systems, tripwires, databases, web servers, OS builds, encryption schemes, network
topologies, etc. Due to a variety of factors — competitive markets for IT products, lack of standards,
diversity of IT managers’ preferences — most institutions make independent and varied choices at
each layer. This, in turn, means that each insitution requires a customized attack in order to be
penetrated. It is therefore virtually impossible for a single software program (virus, worm) to infiltrate
a large portion of them.

On the web, a particular form of uniformity that can be dangerous are the centralized login systems
like Facebook Connect. But this is preferable to the current dominant “single sign on system”: most
regular people use the same weak password over and over for every site because it’s too hard to
remember more than that (let along multiple strong passwords). This means attackers only need to
penetrate one weak link (like the recent Rock You breach), and they get passwords that likely work on
many other sites (including presumably banking and other “important” sites). At least with Facebook
Connect there is a well funded, technically savvy organization defending its centralized repository of
passwords.
I first heard the phrase “security through diversity” from David Ackley who was working on creating
operating systems that had randomly mutated instances (similar ideas have since become standard
practice, e.g. stack and address space randomization). It struck me as a good idea and one that should
be built into systems intentionally. But meanwhile we get many of the benefits unintentionally. The
same factors that frustrate you when you try to transfer your medical records between doctors or
network the devices in your house are also what help keep us safe.
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Collective knowledge systems
(2010-01-17)

I think you could make a strong argument that the most important technologies developed over the last
decade are a set of systems that are sometimes called “collective knowledge systems”.

The most successful collective knowledge system is the combination of Google plus the web. Of
course Google was originally intended to be just a search engine, and the web just a collection of
interlinked documents. But together they provide a very efficient system for surfacing the smartest
thoughts on almost any topic from almost any person.

The second most successful collective knowledge system is Wikipedia. Back in 2001, most people
thought Wikipedia was a wacky project that would at best end up being a quirky “toy” encyclopedia.
Instead it has become a remarkably comprehensive and accurate resource that most internet users
access every day.
Other well-known and mostly successful collective knowledge systems include “answer” sites like
Yahoo Answers, review sites like Yelp, and link sharing sites like Delicious. My own
company Hunch is a collective knowledge system for recommendations, building on ideas originally
developed by “collaborative filtering” pioneer Firefly and the recommendation systems built into
Amazon and Netflix.

Dealing with information overload

It has been widely noted that the amount of information in the world and in digital form has been
growing exponentially. One way to make sense of all this information is to try to structure it after it is
created. This method has proven to be, at best, partially effective (for a state-of-the-art attempt at doing
simple information classification, try Google Squared).

It turns out that imposing even minimal structure on information, especially as it is being created, goes
a long way. This is what successful collective knowledge systems do. Google would be vastly less
effective if the web didn’t have tags and links. Wikipedia is highly structured, with an extensive
organizational hierarchy and set of rules and norms. Yahoo Answers has a reputation and voting system
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that allows good answers to bubble up. Flickr and Delicious encourage user to explicitly tag items
instead of trying to infer tags later via image recognition and text classification.
Importance of collective knowledge systems
There are very practical, pressing needs for better collective knowledge systems. For example, noted
security researcher Bruce Schneier argues that the United States’ biggest anti-terrorism intelligence
challenge is to build a collective knowledge system across disconnected agencies:

What we need is an intelligence community that shares ideas and hunches and facts on their versions
of Facebook, Twitter and wikis. We need the bottom-up organization that has made the Internet the
greatest collection of human knowledge and ideas ever assembled.

The same could be said of every organization, large and small, formal and and informal, that wants to
get maximum value from the knowledge of its members.

Collective knowledge systems also have pure academic value. When Artificial Intelligence was first
being seriously developed in the 1950′s, experts optimistically predicted they’d create machines that
were as intelligent as humans in the near future. In 1965, AI expert Herbert Simon predicted that
“machines will be capable, within twenty years, of doing any work a man can do.”

While AI has had notable victories (e.g. chess), and produced an excellent set of tools that laid the
groundwork for things like web search, it is nowhere close to achieving its goal of matching – let alone
surpassing – human intelligence. If machines will ever be smart (and eventually try to destroy
humanity?), collective knowledge systems are the best bet.

Design principles
Should the US government just try putting up a wiki or micro-messaging service and see what
happens? How should such a system be structured? Should users be assigned reputations and tagged
by expertise? What is the unit of a “contribution”? How much structure should those contributions be
required to have? Should there be incentives to contribute? How can the system be structured to “learn”
most efficiently? How do you balance requiring up front structure with ease of use?

These are the kind of questions you might think are being researched by academic computer scientists.
Unfortunately, academic computer scientists still seem to model their field after the “hard sciences”
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instead of what they should modeling it after — social sciences like economics or sociology. As a
result, computer scientists spend a lot of time dreaming up new programming languages, operating
system architectures, and encryption schemes that, for the most part, sadly, nobody will every use.
Meanwhile the really important questions related to information and computer science are mostly
being ignored (there are notable exceptions, such as MIT’s Center for Collective Intelligence). Instead
most of the work is being done informally and unsystematically by startups, research groups at large
companies like Google, and a small group of multi-disciplinary academics like Clay Shirky and
Duncan Watts.

•

Computer Science

•

Google

•

Security

152 | P a g e

Jump In.

Techies and normals
(2010-01-22)
There are techies (if you are reading this blog you are almost certainly one of them) and there are
mainstream users – some people call them “normals” (@caterina suggested “muggles”). A lot of
people call techies “early adopters” but I think this is a mistake: techies are only occasionally good
predictors of which tech products normals will like.

Techies are enthusiastic evangelists and can therefore give you lots of free marketing. Normals, on the
other hand, are what you need to create a large company. There are three main ways that techies and
normals can combine to embrace (or ignore) a startup.

1. If you are loved first by techies and then by normals you get free marketing and also scale. Google,
Skype and YouTube all followed this chronology. It is startup nirvana.

2. The next best scenario is to be loved by normals but not by the techies. The vast majority of
successful consumer businesses fall into this category. Usually the first time they get a lot of
attention from the tech community is when they announce revenues or close a big financing. Some
recent companies that fall in this category are Groupon, Zynga, and Gilt Group. Since these
companies don’t start out with lots of free techie evangelizing they often acquire customers through
paid marketing.
(My last company – SiteAdvisor – was a product tech bloggers mostly dismissed even as normals
embraced it. When I left the company we had over 150 million downloads, yet the first time the word
“SiteAdvisor” appeared on TechCrunch was a year after we were acquired when they referred to
another product as “SiteAdvisor 2.0″.)

3. There are lots of products that are loved just by techies but not by normals. When something is
getting hyped by techies, one of the hardest things to figure out is whether it will cross over to normals.
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The normals I know don’t want to vote on news, tag bookmarks, or annotate web pages. I have no
idea whether they want to “check in” to locations. A year ago, I would have said they didn’t want to
Twitter but obviously I was wrong. Knowing when something is techie-only versus techie-plusnormals is one of the hardest things to predict.
•
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How to disrupt Wall Street
(2010-01-23)
Sarah Lacy has a very interesting post on TechCrunch where she argues that the internet is finally
starting to disrupt Wall Street. I’d love nothing more than to see Wall Street get disrupted by the
Internet.

While I agree on the big picture, I disagree with some of her specifics. She cites Mint and Square as
examples of startups that potentially disrupt Wall Street. As I see it, these companies have merely built
nice UI’s to Wall Street: Mint connects to your banks and Square to Visa and Mastercard and the bank
that issued the credit card. If people at farmers’ markets use credit cards instead of cash, that means
more money for Wall Street, not less.

I would argue the best way to try to disrupt Wall Street is to look at how it currently makes money and
attack it there. Here are some of the big sources of revenue.
1. Retail banks. Retail banks make money on fees and by paying low interest rates on deposits
and then doing stuff with those deposits (buying stocks, mortgages, issuing credit cards,
etc) that gets them a much higher return. To disrupt them you need to get people to stop
depositing money in them. Zopa and Prosper are trying to do that. Unfortunately the
regulatory system seems to strongly favor the incumbents.

2. Credit cards. Charging 20% interest rates (banks) and skimming pennies off every
transaction (Visa and Mastercard) is a very profitable business. Starting a new payment
company that doesn’t depend on the existing banks and credit card companies could be
disruptive. Paypal seems to have come the closest to doing this.
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3. Proprietary trading. A big trend over the last decade is for more of big banks’ profits to
come from “proprietary trading” – which basically means operating big hedge funds inside
banks (this trend is one of the main causes of the financial crisis and why the new “Volcker
rule” is potentially a very good thing). For example, most of Goldman Sachs’ recent
massive profits came from proprietary trading. Basically what they do is hire lots of
programmers and scientists to make money on fancy trading algorithms. (Regrettably, I
spent the first four years of my career writing software to help people like Goldman do
this). Given that the stock market was flat over the last decade and hedge funds made
boatloads of money, the loser in this game are mostly unsophisticated investors (e.g. my
parents in Ohio). Any website that encourages unsophisticated investors to buy specific
stocks is helping Wall Street. Regular people should buy some treasury bonds or maybe an
S&P 500 ETF and be done with it. That would be a huge blow to Wall Street.

4. Trading. The more you trade stocks, the more Wall Street makes money. The obvious
beneficiaries are the exchanges – NYSE, NASDAQ etc. There were attempts to build new
exchanges in the 90′s like Island ECN. The next obvious beneficiaries are brokers like
Fidelity or E-Trade. But the real beneficiaries aren’t the people who charge you explicit
fees; it’s the people who make money on your trading in other ways. For example, the hot
thing on Wall Street is right now is high frequency “micro structure” trading strategies,
which is basically a way to skim money off the “bid-ask spread” from trades made by less
sophisticated investors.
5. Investment banking. Banks make lots of money on “services” like IPOs and big mergers.
A small way to attack this would be to convince tech companies (Facebook?) to IPO without
going via Wall Street (this is what Wit Capital tried to do). Regarding mergers, there have
been endless studies showing that big mergers only enrich CEOs and bankers, yet they
continue unabated. This is part of the massive agency problem on Wall Street and can
probably only change with a complete regulatory overhaul.

6. Research. Historically, financial research was a loss leader used to sell investment banking
services. After all the scandals of the 90′s, new regulations put in stronger walls between
the research and banking. As a result, banks cut way back on research. In its place expert
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networks like Gerson Lehrman Group rose up. LinkedIn and Stocktwits are possible future
disrupters here.

7. Mutual fund management. Endless studies have shown that paying fees to mutual funds is
a waste of money. Maybe websites that let your peers help you invest will disrupt these
guys. I think a much better way to disrupt them is to either not invest in the stock market or
just buy an ETF that gives you a low-fee way to buy the S&P 500 index.
This is by no means an exhaustive list and I have no idea how to solve most of these problems. But I’d
love to see the financial industry be one of the next areas of internet innovation.
Payments
•

Wall Street
Incumbents
(2010-01-26)
Almost every startup has big companies (“incumbents”) that are at some point potential acquirers or
competitors. For internet startups that primarily means Google and Microsoft, and to a far lesser extent
Yahoo and AOL. (And likely more and more Apple, Facebook and even Twitter?).
The first thing to try to figure out is whether what you are building will eventually be on the
incumbent’s product roadmap. The best way to do predict this is to figure out whether what you are
doing is strategic for the company. (I try to outline what I think is strategic for Google here). Note that
asking people who work at the incumbents isn’t very useful – even they don’t know what will be
important to them in, say, two years.

If what you are doing is strategic for the incumbents, be prepared for them to enter the market at some
point. This could be good for you if you build a great product, recruit a great team, and are happy with
a “product sale” or “trade sale” – usually sub $50M. If you are going for this size outcome, you should
plan your financing strategy appropriately. Trade sales are generally great for bootstrapped or seedfunded companies but bad if you have raised lots of VC money.
If your product is strategic for the incumbent and you’re shooting for a bigger outcome, you probably
need to either 1) be far enough ahead of the curve that by the time the big guys get there you’re already
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entrenched, or 2) be doing something the big guys aren’t good at. Google has been good at a surprising
number of things. One important area they haven’t been good at (yet) is software with a social
component (Google Video vs YouTube, Orkut vs Facebook, Knol vs Wikipedia, etc).

The final question to ask is whether your product is disruptive or sustaining (in the Christensen
sense). If it’s disruptive, you most likely will go unnoticed by the incumbents for a long time (because
it will look like a toy to them). If the your technology is sustaining and you get noticed early you
probably want to try to sell (and if you can’t, pivot). My last company, SiteAdvisor, was very much a
sustaining technology, and the big guys literally told us if we didn’t sell they’d build it. In that case,
the gig is up and you gotta sell.
•
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Should Apple be more open?
(2010-01-28)
It is almost religious orthodoxy in the tech community that “open” is better than “closed.” For example,
there have widespread complaints about Apple’s “closed” iPhone app approval process. People also
argue Apple is making the same strategic mistake all over again versus Android that it made versus
Windows*. The belief is that Android will eventually beat the iPhone OS with an “open” strategy
(hardware-agnostic, no app approval process) just as Windows beat Apple’s OS in the 90′s.

With respect to requiring apps to be approved, consider the current state of the iPhone platform. There
are over 100,000 apps and thus far not a single virus, worm, spyware app etc. (I don’t count utterly
farfetched theoretical scenarios). As a would-be iPhone developer, I can report firsthand that the Apple
approval process is a nightmare and should be overhauled. But what’s the alternative? Before the
iPhone, getting your app on a phone meant doing complicated and expensive business development
deals with wireless carriers. At the other end of the spectrum: If the iPhone OS were completely open,
would we really have better apps? What apps are we missing today besides viruses?
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With respect to the strategic issue of tightly integrating the iPhone/iPad software and hardware, a
strong case can be made that Apple’s “closed” strategy is smart. Clay Christensen has given us the
only serious theory I know of to predict when it’s optimal for a company to adopt an open versus
closed strategy for (among other things) operating systems. The basic idea is that every new tech
product starts out undershooting customer needs and then – because technology gets better faster than
customers needs go up - eventually “overshoots” them. (PC’s have overshot today – most people don’t
care if the processors get faster or Windows adds new features). Once a product overshoots, the basis
of competition shifts from things like features and performance to things like price.

The key difference today between desktop computers and mobile devices is that mobile devices still
have a long way to go before customers don’t want more speed, more features, better battery life,
smaller size, etc. Just look at all the complaints yesterday about the iPad - that it lacks multitasking, a
camera, is too heavy, has poor battery life, etc. This despite the fact that Apple is now even building
their own semiconductors (!) to squeeze every last bit of performance out of the iPad. Until mobile
devices compete mainly on price (probably a decade from now), tight vertical integration will produce
the best device and is likely the best strategy.
*It’s worth noting that Steve Jobs wasn’t the one who screwed up Apple. Jobs co-founded Apple in
1976. He was pushed out in in May 1985 when the company was valued at about $2.2B. He returned
in 1996 when Apple was worth $3B. Today it is worth $187B.
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Being friendly has become a competitive advantage in VC
(2010-01-29)

Over the last decade or two, the supply of venture capital dollars has increased dramatically at the
same time as the cost of building tech startups has sharply decreased. As a result, the balance of power
between capital and startups has shifted dramatically.

Some VCs understand this. The ones that do try to stand out by, among other things, 1) going out and
finding companies instead of expecting them to come to them, 2) working hard on behalf of existing
investments to establish a good reputation, and 3) just being friendly, decent people. Believe it or not,
until recently, #3 was pretty rare.
As a seed investor in about 30 companies, I’ve been part of many discussions with entrepreneurs about
which VC’s they want to pitch for their next financing round. More and more, I’ve heard entrepreneurs
say something like “I don’t want to talk to that firm because they are such jerks.” In almost all cases
these are well-known, older firms who come from the era when capital was scarce.
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Every experienced entrepreneur I know has a list of “toxic” VCs they won’t deal with. (Often because
of horror stories like the “partner ambush“). There are so many VCs out there that you can do this and
still have plenty of VCs to pitch to get a fair price for your company and only deal with decent, helpful
investors. It sounds kind of crazy, but being a reasonably nice person has become a competitive
advantage in venture capital.
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Institutional failure
(2010-01-30)

The TV show The Wire is an incredibly instructive lesson on how the modern world works (besides
being a great work of art). The recurring theme is how individuals with good intentions are stymied
by large institutions. As the show’s creator says:
The Wire is a Greek tragedy in which the postmodern institutions are the Olympian forces. It’s the
police department, or the drug economy, or the political structures, or the school administration, or
the macroeconomics forces that are throwing the lightning bolts and hitting people in the ass for no
reason. In much of television, and in a good deal of our stage drama, individuals are often portrayed
as rising above institutions to achieve catharsis. In this drama, the institutions always prove larger,
and those characters with hubris enough to challenge the postmodern construct of American empire
are invariably mocked, marginalized, or crushed. Greek tragedy for the new millennium, so to speak.
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What’s amazing about the show is you see in a very realistic and compelling way how, say, 1) the well
intentioned mayor needs to get the crime numbers down to get his school reform passed so 2) he
pressures the (well-intentioned) police chief to do so, 3) who in turn cuts off a (well-intentioned)
investigation that wasn’t going to yield short term metrics, 4) which emboldens the gang leader being
investigated, 5) who recruits a sympathetic high school student into a life of crime. And so on.

This blog is mostly about startups so let me tell a true Wire-like startup story. There is a large, publiclytraded company we’ll call BigCo. BigCo has a new CEO who is under heavy scrutiny and expected to
get the stock price up over the next few fiscal quarters. Wall Street analysts who follow BigCo value
the stock at a multiple of earnings, which are driven by Operating Expenses (“OpEx”), which are
ongoing expenses versus “one time” expenses like acquisitions (called “CapEx”). (If you read analyst
reports, you’ll see that stocks are generally considered, correctly or not, to have key financial drivers.
The stock price is often those drivers times a “multiple” which in turn is often determined by the
company’s expected growth rate). The “smart money” like hedge funds may or may not believe these
analysts’ models, but they know other people believe them so place their bets according to how they
think these numbers will move (see Keynes on the stock market as a “beauty contest”). (Financial
academics who believe in “efficient markets” would say none of this is possible but anyone who’s
actually participated in these markets knows the academics are living in fantasy land.)
All this means the CEO is fixated on growing BigCo’s revenues while keeping operating expenses
down. A great way to do this is through acquisitons, which analysts consider one-time expenses
(CapEx). Let’s say BigCo is currently growing at 20%, but their multiple suggests they need to grow
at 30%. So the M&A team goes out and looks for companies they can acquire growing at, say, 50%,
to get the average up. BigCo spends lavishly to buy these companies since the costs can be considered
CapEx. They even have elaborate dinners and incur other large expenses that can be counted as part
of the acquisition. Once the deal is closed they immediately start planning how to cut operating
expenses from the newly acquired company. They decide the best way is to move the engineering
offshore. This rips the heart out of the engineering-driven culture and as a result morale drops, product
quality falls, and key people quit. But the short term revenues are up and operating expenses down, so
BigCo’s CEO keeps her job and makes a lot of money off her stock options.
The winners here are the people who understand the system and play it cynically (hedge funds, BigCo’s
CEO & board, perhaps the acquired company’s founders & investors). The losers are everyone else –
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the company’s customers, the employees who lose their jobs, and the stock market investors who don’t
understand the game is rigged.

•
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The NYC tech scene is exploding
(2010-02-01)

The pace of innovation in the New York area is very impressive right now. Some of the top entrepenuers
in the country are building and scaling companies in the NY ecosystem - Ron Conway, yesterday in an
email to me (published with his permission)
With the announcement of Roger Ehrenberg’s new fund – IA Venture Strategies – NYC now has
another top-tier seed fund. I’ve had the pleasure of investing with Roger a number of times. He’s not
only a great investor but also a huge help to the companies he invests in. It’s great that he’s going to
be even more active and I hope to work with him a lot more in the future.
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The NYC tech scene is exploding. There are tons of interesting startups. I’m an investor in a bunch
and started one (Hunch) so won’t even try to enumerate them as any list will be extremely biased (other
people have tried). I will say that one interesting thing happening is the types of startups are
diversifying beyond media (HuffPo, Gawker) to more “California-style” startups (Foursquare, Boxee,
Hunch).

In terms of investors, NYC now has a number of seed investors / micro-VCs: IA Capital
Partners, Betaworks, and Founder Collective (FC – which I am part of – has made 7 seed investments
in NYC since we started last year). The god of seed investing, Ron Conway, who I quote up top, has
recently decided to become extremely active in NYC. One of the nice things about having small funds
is we don’t need to invest millions of dollar per round so we all frequently invest together.

NYC also has mid sized funds like Union Square (in my opinion and a lot of people in the industry
they have surpassed Sequoia as the best VC in the country). We also have First Round, who very
smartly hired the excellent Charlie (“Chris”) O’Donnell as their NYC guy.

Then we have the big VCs who have also been increasing their activity in NYC. Locally, we have
Bessemer (Skype, LinkedIn, Yelp) and RRE. Boston firms that are very active and positive influences
here include: Polaris (Dog Patch Labs), Spark, Matrix, General Catalyst, and Flybridge. Finally, some
excellent California firms like True Ventures have made NYC their second home.
The one thing we really need to complete the ecosystem is a couple of runaway succesesses. As
California has seen with Paypal, Google, Facebook etc, the big successes spawn all sorts of interesting
new startups when employees leave and start new companies. They also set an example for younger
entrepreneurs who, say, start a social networking site at Harvard and then decide to move.
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Selling to enterprises
(2010-02-06)

For some reason when you are selling information technology, big companies are referred to as
“enterprises.” I’m guessing the word was invented by a software vendor who was trying to justify a
million-dollar price tag. As a rule of thumb, think of enterprise sales as products/services that cost
$100K/year or more.

I am by no means an expert in enterprise sales. Personally, I vastly prefer marketing (one-to-many)
versus sales (one-to-one), hence only start companies making consumer or small business products
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(advertising based or sub-$5000 price tags). But I have been involved in a few enterprise companies
over the years. Here’s the main thing I’ve observed. Almost every enterprise startup I’ve seen has a
product that would solve a problem their prospective customers have. But that isn’t the key question.
The key question is whether it solves a problem that is one of the prospective customer’s top immediate
priorities. Getting an enterprise to cough up $100K+ requires the “buy in” of many people, most of
whom would prefer to maintain the status quo. Only if your product is a top priority can you get
powerful “champions” to cut through the red tape.

My rule of thumb is that every enterprise (or large business unit within an enterprise) will, at best, buy
1-3 new enterprise products per year. You can have the greatest hardware/software in the world, but
if you aren’t one of their top three priorities, you won’t be able to profitably sell to them.
One final note: enterprise-focused VC’s sometimes refer to products priced between (roughly) $5k and
$100K as falling in the “valley of death.” Above $100K, you might be able to make a profit given the
cost of sales. Below $5k you might be able to market your product, hence have a very low cost of
sales. In between, you need to do sales but it’s hard to do it profitably. Your best bet is a “channel”
strategy; however, for innovative new products that is often a lot like trying to push a string.
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Every time an engineer joins Google, a startup dies
(2010-02-11)

VC returns over the last decade have been poor. The cause is widely agreed to be an excess of venture
capital dollars to worthy startups. Observers seem to universally assume that the solution is for the VC
industry to downsize.

For example, Fred Wilson says about VC:
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You cannot invest $25bn per year and generate the kinds of returns investors seek from the asset class.
If $100bn per year in exits is a steady state number, then we need to work back from that and determine
how much the asset class can manage…. I think “back to the future” is the answer to most of the
venture capital asset class problems. Less capital in the asset class, smaller fund sizes, smaller
partnerships, smaller deals, and smaller exits

Similarly, Bill Gurley writes:

There are many reasons to believe that a reduction in the size of the VC industry will be healthy for
the industry overall and should lead to above average returns in the future.

All of these analyses start with the assumption that aggregate venture-backed exits (acquisition and
IPOs) will remain roughly constant. I don’t see why we need to accept that assumption. The aggregate
value of venture-backed startups, like all valuations, is a function of profits generated (or predicted to
be generated). In technology, profits are driven by innovation. I don’t see any reason we should assume
venture-backed innovation can’t be dramatically increased.
For example, innovation has varied widely across times and places – the most innovative region in the
world for the last 50 years being Silicon Valley. What if, say, Steve Jobs hadn’t grown up in Silicon
Valley? What if he had gone to work for another company? Does anyone really think Apple – and all
the innovation and wealth it created – would exist if Jobs hadn’t happened to grow up in a culture that
was so startup friendly? Jobs is obviously a remarkable person, but there are probably 100 Steve Jobs
born every year. The vast majority just never have a chance or give a thought to starting a revolutionary
new company.
Some people blame our education system, or assume that there is some fixed number of entrepreneurs
born every year. I think the problem is cultural. As much as we like to think of our culture as being
entrepreneurial, the reality is 99% of our top talent doesn’t seriously contemplate starting companies.
Colleges crank out tons of extremely smart and well-educated kids every year. The vast majority go
into “administrative” careers that don’t really produce anything – law, banking and consulting. Most
of the rest join big companies. As I’ve argued many times before, big companies (with a few notable
exceptions) aren’t nearly as successful as startups at creating new products. The bigger the company,
the more likely it suffers from agency issues, strategy taxes, and myopia. But most of all: nothing is
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more motivating and inspiring than the sense of ownership and self-direction only a startup can
provide.

Whenever I see a brilliant kid decide to join Goldman Sachs, McKinsey, or Google, I think to myself:
a startup just died, and as a result our world is a little less wealthy, innovative, and interesting.
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Don’t be creative about the wrong things
(2010-02-16)

When founding a tech startup, there are certain areas where you should spend time trying to be
creative/innovative. Generally these should be: product, recruiting, marketing etc. One slightly
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disturbing trend I’ve noticed is founders trying to creative about stuff like legal terms that really are
better left in their “default” form.
Here’s my advice: hire a “default” law firm like Gunderson and take their “default” advice. Yes, you
should form a C corp in Delaware of CA or wherever they tell you; yes you should have 4 year vesting
with a 1 year cliff; yes founders should have vesting; yes your deal terms should be plain vanilla. Etc.
These things are time tested and you are far more likely to screw things up than create value by
tinkering with them. Also, they are just not what you should be spending your time on.
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A massive misallocation of online advertising dollars
(2010-02-19)
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In an earlier blog post, I talked about how sites that generate purchasing intent (mainly “content” sites)
are being under-allocated advertising dollars versus sites that harvest purchasing intent (search
engines, coupon sites, comparison shopping sites, etc). As a result, most content sites are left haggling
over CPM-based brand advertising instead of sponsored links for the bulk of their revenue.

But there is an additional problem: even among sites that monetize via sponsored links there is a large
overallocation of advertising spending on links that are near the “end of the purchasing process” (or
“end of the funnel”). For example, an average camera buyer takes 30 days and clicks on approximately
3 sponsored links from the beginning of researching cameras to actually purchasing one. Yet in most
cases only the last click gets credit, by which I mean: 1) if it’s an affiliate (CPA) deal, it is literally
usually the case that only the last affiliate (the site that drops the last cookie) gets paid, 2) if it’s a CPC
or CPM deal, most advertisers don’t properly track the users across multiple site visits so simply
attribute conversion to the most recent click, causing them to over-allocate to end-of-funnel links 3) if
it’s a non-sponsored link (like Google natural search links) the advertiser might over-credit SEO when
in fact the natural search click was just the final navigational step in a long process that involved
sponsored links along the way.

What this means is there are two huge misallocations of advertising dollars online: the first from intent
generators to intent harvesters; the second from intent harvesters that are at the beginning or middle of
the purchasing process to those at the end of the purchasing process. This is not just a problem for
internet advertisers and businesses – it affects all internet users. Where advertising dollars flow,
money gets invested. It is well known that content sites are suffering, many are even on their way to
dying. Additionally, product/service sites that started off focusing on research are forced to move more
and more toward end-of-funnel activities. Take a look at how sites like TripAdvisor and CNET have
devoted increasing real estate to the final purchasing click instead of research. For the most part, you
don’t get paid for the actual research since it’s too high in the funnel.

As with all large problems, this misallocation of advertising dollars also presents a number of
opportunities. One opportunity is for advertisers to correctly attribute their spending by tracking users
through the entire purchasing process (in the case of cameras, the full 30 days and multiple sponsored
clicks). Very likely, these sites are currently overpaying end-of-funnel sites (e.g. coupon sites) and
underpaying top-of-funnel sites (e.g. research sites). There is also an opportunity for companies that
provide technology to help track this better. Finally, if over time advertising dollars do indeed shift to
169 | P a g e

Jump In.
being correctly allocated, this will allow research sites to be pure research sites, content sites to be pure
content sites, etc instead of everyone trying to clutter their sites with repetitive, “last click”
functionality.
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It’s not East Coast vs West Coast, it’s about making more places like the Valley
(2010-02-27)
I’ve written a few times about what seems to be an exploding tech scene in NYC. This is sometimes
interpreted as arguing that NYC is a better place to start a company than the Valley. Most recently,
Matt Mireles seems to be addressing people like me with his critique of the NYC startup scene (he
makes some good points as does Caterina Fake in her response).
I’ve never meant my arguments to be about where it is better to start a company. California is a
phenomenal place to start a tech company. NYC is a great place as well. (Note to Matt – it’s hard for
first time founders everywhere). To me, the important question isn’t which place is better, but rather
how we import the things that make the Valley great into NYC. As I said last year:
New York City has many of the same strengths as Silicon Valley – merit-driven capitalism, the embrace
of newcomers and particularly immigrants, and a consistent willingness to reinvent itself. Silicon
Valley will always be the mecca of technology, but now that people here are getting back to, as Obama
says, making things, New York City has a shot at becoming relevant again in the tech world.

I spent the past week in California and had the honor of meeting some legendary venture investors. I
was deeply impressed: they are legends for a reason. Of course, they are incredibly smart and hard
working and all of that, but most impressively, it was clear that they truly believe in making big bets
on ambitious, seemingly wacky ideas to try to change the world. Every VC has this rhetoric on their
website, but – at least in my experience – most just want to make incremental money on incremental
technologies. (Side note: I noticed that the more powerful the VC, the more likely they were to pay
close attention, show up on time, and not bring phones/computers into meetings. I guess when you
are changing the world, emails can wait an hour for a response).
California should be NYC’s role model and ally. The enemy should be people and institutions who
make money but don’t actually create anything useful. In NYC, this mostly means Wall Street, along
with the Wall Street mindset that sometimes infects East Coast VC’s (emphasis on financial
engineering, needing to see metrics & “traction” vs betting on people and ideas, etc).
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Matt should do what’s best for his company. God knows it’s hard enough doing a startup – you don’t
need to carry the weight of reinvigorating a region on your back as well. That might mean moving to
California. Meanwhile, forward-thinking investors and founders in NYC will continue trying to make
things that change the world – in other words, trying to make NYC more like the Valley.
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News is a lousy business for Google too
(2010-03-07)

There is a widespread myth that search engines have taken profits away from news websites. A few
months ago, Rupert Murdoch said: “Google has devised a brilliant business model that avoids paying
for news gathering yet profits off the search ads sold around that content.”
The reality is that news is a lousy business. Period. Even Google doesn’t make money on it. For
example, here are Google’s search results for the phrase “afghanistan war”:

Screen shot 2010-03-07 at 2.16.53 PM

173 | P a g e

Jump In.
Notice there aren’t any ads on the page. This is because ads for “afghanistan war” generate such low
revenues per query that Google doesn’t think it’s worth hurting the user experience with a cluttered
page. Google can afford to do this on news queries (along with many other categories of queries)
because their real business is selling ads on queries where the user likely has purchasing intent. Big
money-making categories include travel, consumer electronics and malpractice lawyers. News queries
are loss leaders.
It’s an historical accident that hard news categories like international and investigative reporting were
part of profitable businesses. The internet upended this model by 1) providing a new delivery method
for classified ads (mainly Craigslist), 2) increasing the supply of newspapers from 1-2 per location to
thousands per location, thereby driving the willingness-to-pay for news dramatically down, and 3)
unbundling news categories, making cross subsidization increasingly hard.

The internet exposed hard news for what it is: a lousy standalone business. Google arguably
contributed to this in many indirect ways, including by helping users find substitute news sources. But
the idea that Google takes profits directly from newspapers is simply misinformed.
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The importance of investor signaling in venture pricing
(2010-03-11)

Suppose there is a pre-profitable company that is raising venture financing. Simple, classical economic
models would predict that although there might be multiple VCs interested in investing, at the end of
the financing process the valuation will rise to the clearing price where the demand for the company’s
stock equals the supply (amount being issued).

Actual venture financings work nothing like this simple model would predict. In practice, the
equilibrium states for venture financings are: 1) significantly oversubscribed at too low a valuation, or
2) significantly undersubscribed at too high a valuation.

Why do venture markets function this way? Pricing in any market is a function of the information
available to investors. In the public stock markets, for example, the primary information inputs are
“hard metrics” like company financials, industry dynamics, and general economic conditions. What
makes venture pricing special is that there are so few hard metrics to rely on, hence one of the primary
valuation inputs is what other investors think about the company.

This investor signaling has a huge effect on venture financing dynamics. If Sequoia wants to invest,
so will every other investor. If Sequoia gave you seed money before but now doesn’t want to follow
on, you’re probably dead.
Part of this is the so-called herd mentality for which VC’s often get ridiculed. But a lot of it is very
rational. When you invest in early-stage companies you are forced to rely on very little information.
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Maybe you’ve used the product and spent a dozen hours with management, but that’s often about it.
The signals from other investors who have access to information you don’t is an extremely valuable
input.

Smart entrepreneurs manage the investor signaling effect by following rules like:
- Don’t take seed money from big VCs – It doesn’t matter if the big VC invests under a different name
or merely provides space and mentoring. If a big VC has any involvement with your company at the
seed stage, their posture toward the next round has such strong signaling power that they can kill you
and/or control the pricing of the round.
- Don’t try to be clever and get an auction going (and don’t shop your term sheet). If you do, once the
price gets to the point where only one investor remains, that investor will look left and right and see
no one there and might get cold feet and leave you with no deal at all. Save the auction for when you
get acquired or IPO.
- Don’t be perceived as being “on the market” too long. Once you’ve pitched your first investor, the
clock starts ticking. Word gets around quickly that you are out raising money. After a month or two,
if you don’t have strong interest, you risk being perceived as damaged goods.

- If you get a great investor to lead a follow-on round, expect your existing investors to want to invest
pro-rata or more, even if they previously indicated otherwise. This often creates complicated situations
because the new investor usually has minimum ownership thresholds (15-20%) and combining this
with pro-rata for existing investors usually means raising far more money than the company needs.

Lastly, be very careful not to try to stimulate investor interest by overstating the interest of other
investors. It’s a very small community and seed investors talk to each other all the time. If you are
perceived to be overstating interest, you can lose credibility very quickly.
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Developing new startup ideas
(2010-03-14)
If you want to start a company and are working on new ideas, here’s how I’ve always done it and how
I recommend you do it. Be the opposite of secretive. Create a Google spreadsheet where you list
every idea you can think, even really half-baked ones. Include ideas you hear about (make sure you
keep track of who had which idea so you can credit them/include them later).

Then take the spreadsheet and show it to every smart person you can get a meeting with and walk
through each idea. Talk to VCs, entrepreneurs, potential customers, and people working at big
companies in relevant industries. You’ll be surprised how much you’ll learn. The odds that someone
will hear an idea and go start a competitor are close to zero. The odds you’ll learn which ideas are
good and bad and how to improve them are very high.

Every conversation will contain some signal and some noise. Separating the two is tricky. Here are
some broad rules of thumb I’ve developed for how to filter feedback based to the profession of the
person giving it to you.
1. Employees at relevant big companies. These people are great at providing facts (“Google
has 100 people working on that problem”) but their judgment about the quality of startup
ideas is generally bad. They tend to have goggles on that makes them think every good idea
in their industry is already being built within their company. For example, every security
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industry person I talked to thought SiteAdvisor was a bad idea. (If it wasn’t, they think,
someone at McAfee or Symantec company would have already built it!)

2. VCs. VCs are good at telling you about similar companies in the past and present and
critiquing your idea in an “MBA-like” way: will it scale? what are the economics? what is
the best marketing strategy? I would listen to them on these topics but pretty much ignore
whether they think your idea is good or bad.
3. Potential customers. If your product is B2B, remember you’ll be selling to that person 2-3
years from now and by then the world and their priorities will likely have radically
changed. If your product is B2C, it’s interesting to hear how regular consumers think about
your product but often they really need to use it fully built and in the proper context to really
judge it.

4. Entrepreneurs. This is the one group I listen to without a filter.

Even though I have no intention of starting a new company for a long time (if ever), I still keep my
idea spreadsheet and update it periodically. Some of the ideas I wrote down a few years ago are now
companies started by other people (some successful, some not). A few I had the chance to invest in.
It’s interesting to compare my notes and ratings of each idea with how those companies have actually
performed. I also keep a list of “on the beach” ideas in case I have time in between startups. These are
mostly non-profit ideas. I don’t know if I’ll ever get to those but they are particularly fun to think
about.

* Thanks to James Cham for inspiring & contributing ideas to this post!
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Stickiness is bad for business
(2010-03-25)

It is common to hear entrepreneurs and investors talk about the high level of engagement (what we
used to call “stickiness”) of their website. They quite rightly believe that it’s better to have a more
engaging user experience, as that generally means happy users. Unfortunately, the dominant
advertising model on the web – Cost per Click (CPC) – rewards un-sticky websites. As Randall
Lucas said in response to one of my earlier posts:

The paradox, it seems is this: in a pay-per-click driven world, site visitors who want to stay on your
site — due to it having the once-much-lauded quality of “stickiness” — are worth much less than those
who want to flee your site because it’s clearly not valuable, and hence will click through to somewhere
else.

Facebook recently became the most visited site on the web. Yet their revenues are rumored to around
$1B – about 1/30 of what Google’s revenues will be this year. Google has the perfect revenuegenerating combination: people come to the site often, leave quickly, and often have purchasing
intent. Facebook has tons of visitors but they generally come to socialize, not to buy things, and they
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rarely click on ads that take them to other sites. Facebook is like a Starbucks where everyone hangs
out for hours but almost never buys anything.

The revenue gap between sites like Facebook and Google should narrow over time. Cost-per-click
search ads are extremely good at harvesting intent, but bad at generating intent. The vast majority of
money spent on intent-generating advertising — brand advertising — still happens offline. Eventually
this money will have to go where people spend time, which is increasingly online, at sites like
Facebook. Somehow Coke, Tide, Nike, Budweiser etc. will have to convince the next generation to
buy their mostly commodity products. Expect the online Starbucks of the future to have a lot more –
and more effective – ads.
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Capitalism just like Adam Smith pictured it
(2010-03-27)

From far away, things that are very different look alike. I grew up in a family of musicians and English
professors. To them, the entire financial industry seemed corrupt. When I worked in finance – first on
Wall Street and then in venture capital – I saw that the reality was much more nuanced. Some finance
is productive and useful and some is corrupt and parasitic.

Most financial markets start out with a productive purpose. Derivatives like futures and options started
out as a way for companies to reduce risk in non-core areas, for example for airlines to hedge their
exposure to oil prices and transnationals to hedge their exposure to currency fluctuations. The sellers
of these derivatives were aggregators who pooled risk, much like insurance companies do. The overall
effect was a net reduction in risk to our economy without hampering growth and returns.

Then speculators entered the market, creating more complicated derivative products and betting with
borrowed money. This was defended as a way to increase liquidity and efficiency. But it came at the
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cost of making the system more complicated and susceptible to abuse. Worst of all, these so-called
innovations increased the overall risk to the system, something we saw quite vividly during the recent
financial crisis.

Venture capital is a shining example of capitalism just like Adam Smith pictured it, where private vice
really does lead to public virtue. Consider, for example, two of the largest areas of venture investment:
biotech and cleantech. Here we see the best and brightest – top science graduates from places like
MIT and Stanford – devoting their lives to curing cancer and developing new energy sources. These
students may be motivated by good will, but need not be, since they will also get rich if they succeed.

A strong case can be made that the financial industry needs significantly more regulation, particularly
around big banks and derivatives markets. But it would be a tragic mistake to create regulations that
hinder angel investing and venture capital. From the outside, VC and Wall Street might appear similar,
but the closer you get, the more you understand how different they really are.
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Size markets using narratives, not numbers
(2010-04-03)
Anyone who has pitched VCs knows they are obsessed with market size. If you can’t make the case
that you’re addressing a possible billion dollar market, you’ll have difficulty getting VCs to invest.
(Smaller, venture-style investors like angels and seed funds also prioritize market size but are usually
more flexible – they’ll often invest when the market is “only” ~$100M). This is perfectly rational
since VC returns tend to be driven by a few big hits in big markets.

For early-stage companies, you should never rely on quantitative analysis to estimate market size.
Venture-style startups are bets on broad, secular trends. Good VCs understand this. Bad VCs don’t,
and waste time on things like interviewing potential customers and building spreadsheets that estimate
market size from the bottom-up.
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The only way to understand and predict large new markets is through narratives. Some popular current
narratives include: people are spending more and more time online and somehow brand advertisers
will find a way to effectively influence them; social link sharing is becoming an increasingly
significant source of website traffic and somehow will be monetized; mobile devices are becoming
powerful enough to replace laptops for most tasks and will unleash a flood of new applications and
business models.
As an entrepreneur, you shouldn’t raise VC unless you truly believe a narrative where your company
is a billion dollar business. But deploying narratives is also an important tactic. VCs are financiers —
quantitative analysis is their home turf. If you are arguing market size with a VC using a spreadsheet,
you’ve already lost the debate.
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Underhyping your startup
(2010-04-06)

I recently tweeted:
New early-stage start up trend: get big quietly, so you don’t tip off potential competitors.

Chris Sacca agreed:
@cdixon Agreed. As of this morning, I have four companies who don’t want investors mentioning that
they’ve been funded.
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Business Insider took these tweets to mean “Stealth mode is back.” But that’s actually not what I
meant. The companies I’m referring to (and I think Chris is referring to) are publicly launched,
acquiring users and generating revenue. They are modeling themselves after Groupon, where the first
time the VC community / tech press gets excited about them, they are already so successful that it’s
hard for competitors to jump in.

This trend strikes me as a response to the fact that 1) raising money from certain investors can be such
a strong signal that it triggers massive investor/tech press excitement, 2) things are “frothy” now –
meaning lots of smart people are starting companies and easily raising lots of money, 3) word seems
to travel faster than ever about interesting startups, and 4) there are big companies like Facebook and
Google who are good at fast following.
I don’t know what to call this but it’s not stealth mode. Maybe “underhype” mode?
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Twitter and third-party Twitter developers
(2010-04-10)
I can’t remember the last time the tech world was so interesting. First, innovation is at an all time
high. Apple, Google, Facebook, Twitter and even Microsoft (in the non-monopoly divisions) are
making truly exciting products. Second, since the battles are between platforms, the strategic issues
are complex, involving complementary network effects.
Twitter’s moves this week were particular interesting. A lot of third-party developers were unhappy.
I think this is mainly a result of Twitter having sent mixed signals over the past few years. Twitter’s
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move into complementary areas was entirely predictable – it happens with every platform provider.
The real problem is that somehow Twitter had convinced the world they were going to “let a thousand
flowers bloom” – as if they were a non-profit out to save the world, or that they would invent some
fantastic new business model that didn’t encroach on third-party developers. This week Twitter finally
started acting like what it is: a well-financed company run by smart capitalists.

This mixed signaling has been exacerbated by the fact that Twitter has yet to figure out a business
model (they sold data to Microsoft & Google but this is likely just one-time R&D purchases). Maybe
Twitter thinks they know what their business model is and maybe they’ll even announce it soon. But
whatever they think or announce will only truly be their business model when and if it delivers on their
multi-billion dollar aspirations. It will likely be at least a year or two before that happens.

Normally, when third parties try to predict whether their products will be subsumed by a platform, the
question boils down to whether their products will be strategic to the platform. When the platform has
an established business model, this analysis is fairly straightforward (for example, here is my strategic
analysis of Google’s platform). If you make games for the iPhone, you are pretty certain Apple will
take their 30% cut and leave you alone. Similarly, if you are a content website relying on SEO and
Google Adsense you can be pretty confident Google will leave you alone. Until Twitter has a
successful business model, they can’t have a consistent strategy and third parties should expect erratic
behavior and even complete and sudden shifts in strategy.
So what might Twitter’s business model eventually be? I expect that Twitter search will monetize
poorly because most searches on Twitter don’t have purchasing intent. Twitter’s move into mobile
clients and hints about a more engaging website suggest they may be trying to mimic Facebook’s
display ad model. (Facebook’s ad growth is being driven largely by companies like Zynga who are in
turn monetizing users with social games and virtual goods. Hence it’s no surprise that a Twitter
investor is suggesting that developers create social games instead of “filling holes” with URL
shorteners etc.) Facebook’s model depends on owning “eyeballs,” which is entirely contradictory to
the pure API model Twitter has promoted thus far. So if Twitter continues in this direction expect a
lot of angst among third-party developers.
Hopefully Twitter “fills holes” through acquisitions instead of internal development. Twitter was a
hugely clever invention and has grown its user base at a staggering rate, but on the product
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development front has been underwhelming. Buying Tweetie seemed to be a tacit acknowledgement
of this weakness and an attempt to rectify it. Acquisitions also have the benefit of sending a positive
signal to developers since least some of them are embraced and not just replaced.
What’s Facebook doing during all of this? Last year, Facebook seemed to be frantically copying
Twitter – defaulting a lot of information to public, creating a canonical namespace, etc. Now that
Twitter seems to be mimicing Facebook, Facebook’s best move is probably just to sit back and watch
the Twitter ecosystem fight amongst itself. As Facebooker Ivan Kirigin tweeted yesterday: “I suppose
when your competition is making huge mistakes, you should just stfu.”

Disclosure: As with everything I write, I have a ton of conflicts of interest, some of which are
listed here.
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The tradeoff between open and closed
2010-04-25)
When having the “open vs closed” debate regarding a technology platform, a number of distinctions
need to be made. First, what exactly is meant by “open.” Here’s a great chart from a paper by Harvard
professor Tom Eisenmann (et al).:
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Screen shot 2010-04-25 at 11.18.00 AM
(Eisenmann acknlowledges the iPhone isn’t fully open to the end user – in the US you need to use
AT&T, etc. I would argue the iPhone is semi-open to the app developer and mobile app development
was effectively closed prior to the iPhone. But the main point here is that platforms can be open &
closed in many different ways, at different levels, etc.)

The next important distinction is whose interest you are considering when asking what and when to
open or close things. I think there are at least 3 interesting perspectives:

The company: Lots of people have written about this topic (Clay Christensen, Joel Spolsky, more
Eisenmann here). In a nutshell, there are times when a company, acting solely in its self-interest,
should close things and other times they should open things. As a rule of thumb, a company should
close their core assets and open/commoditize complementary assets. Google’s search engine is their
core asset and therefore Google should want to keep it closed, whereas the operating system is a
complement that they should commoditize (my full analysis of what Google should want to own vs
commoditize is here). Facebook’s social graph is their core asset so it’s optimal to close it and not
interoperate with other graphs, whereas marking up web pages to be more social-network friendly
(open graph protocol) is complementary hence optimal for FB to open. (With respect to social graphs
interoperating (e.g. Open Social), it’s generally in the interest of smaller graphs to interoperate and
larger ones not to – the same is true of IM networks). Note that I think there is absolutely nothing
wrong with Google and Facebook or any other company keeping closed or trying to open things
according to their own best interests.
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The industry: When I say “what is good for the industry” I mean what ultimately creates the most
aggregate industry-wide shareholder value. I assume (hope?) this also yields the maximum
innovation. As an active tech entrepreneur and investor I think my personal interests and the tech
industry’s interests are mostly aligned (hence you could argue I’m talking my book). Unfortunately
it’s much easier to study open vs. closed strategies at the level of the firm than at the level of an
industry, because there are far more “split test” cases to study. What would the world be like if email
(SMTP) were controlled by a single company? I would tend to think a far less innovative and wealthy
one. There are a number of multibillion dollar industries built on email: email clients, webmail
systems, email marketing, anti-spam, etc. The downside of openness is that it’s very hard to upgrade
SMTP since you need to get so many parties to agree and coordinate. So, for example, it has taken
forever to add basic anti-spam authentication features to SMTP. Twitter on the other hand can
unilaterally add useful new things like their recent annotations feature.
Here’s what Professor Eisenmann said when I asked him to summarize the state of economic thinking
on the topic:

With respect to your question about the impact of open vs closed on the economy, the hard-core
economists cited in my book chapter have a lot to say, but it all boils down to “it depends.” Closed
platform provides more incentive for innovation because platform owner can collect and redistribute
more rent and can ensure that there’s a manageable level of competition in any given application
category. Open platform harnesses strong network effects, attracting more application developers,
and thus stimulates lots of competition. There’s some interesting recent work that suggests that
markets may evolve in directions that favor the presence of one strong closed player plus one strong
open player (consider: Windows + Linux; iPhone + Android). In this scenario, society/economy gets
best of both approaches.

Society: I tend to think what is good for the tech industry is generally good for society. But others
certainly have different views. Advocates of openness are often accused of being socialist
hippies. Maybe some are. I am not. I care about the tech industry. I think it’s reasonable to question
whether moves by large industry players are good or bad for the industry. Unfortunately most of the
debate I’ve seen so far seems driven by ideology and name calling.
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Old VC firms: get ready to be disrupted
(2010-05-02)

If the U.S. economy were a company, the VC industry would be the R&D department. The financing
for the VC industry comes from so-called LPs (Limited Partners) – mostly university endowments,
pension funds, family funds, and funds-of-funds.

These LPs wield tremendous power, yet very few of them understand how startups or venture capital
actually works. I was reminded of this recently when I saw this quote from a prominent fund-offunds, justifying their investment in a 30-year old venture firm:
“As the amount of money raised by venture firms shrinks, older firms that were around before the dotcom bubble will benefit,” said Michael Taylor, a managing director at HarbourVest. “These firms
have track records, brand names and knowledge about how to avoid making mistakes that younger
firms do not necessarily have,” he said.
These older firms do often have track records – they’ve survived precisely because at one point they
delivered good returns. But it’s a mistake to assume that — because VC brands and institutional
knowledge persist – past returns will predict future returns. Here’s why.

VC brand names do not persist. From the perspective of VCs and entrepreneurs, VC brands rise and
fall very quickly. Given the excess supply of venture dollars, top tier entrepreneurs are frequently
selecting their investors, not vice versa. The VCs most sought after are mostly new firms: big firms
like Andreesson Horowitz, Union Square Ventures, and First Round, and micro-VCs like Floodgate
(fka Maples), Betaworks, and Ron Conway.
VC firms don’t accrue institutional knowledge. VC returns are driven by partners, not
firms. Studies have shown this, as will a quick perusal of the big exits at prominent VC firms. When
key partners switch firms or become less active, VC firms retain very little residual value. Some
service firms — for example consulting firms like McKinsey — invest heavily in accruing institutional
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knowledge by developing proprietary methodologies and employee apprenticeship programs. VCs
develop no real IP and rarely have serious apprenticeship programs.
There is an old saying among big company CIOs that “no one gets fired for buying IBM.” It’s much
easier for a fund-of-fund partner to defend investments based on a VC’s track records. It’s a safe but
bad strategy.
To intelligently invest in VC firms, you need to roll up your sleeves and dive deep into the startup
world. You need to learn about the startups themselves, assess the entrepreneurs, use their products,
analyze market dynamics – all things that good VCs and entrepreneurs do. If you want to understand
a VCs brand and abilities don’t look at their track record in the 90s – ask today’s entrepreneurs. The
answer will likely surprise you.

Unfortunately, very few LPs do this. As a result, a massive amount of R&D capital is being
misallocated.
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Facebook, Zynga, and buyer-supplier hold up
(2010-05-08)

The brewing fight between Facebook and Zynga is what is known in economic strategy circles as
“buyer-supplier hold up.” The classic framework for analyzing a firm’s strategic position is Michael
Porter’s Five Forces. In Porter’s framework, Zynga’s strategic weakness is extreme supplier
concentration – they get almost all their traffic from Facebook.
It is in Facebook’s economic interest to extract most of Zynga’s profits, leaving them just enough to
keep investing in games and advertising. Last year’s reduced notification change seemed like one
move in this direction as it forced game makers to buy more ads instead of getting traffic organically.
This probably hurt Zynga’s profitability but also helped them fend off less well-capitalized rivals.
Facebook could also hold up Zynga by entering the games business itself, but this seemed unlikely
since thus far Facebook has kept its features limited to things that are “utility like.”
The way Facebook now seems to be holding up Zynga – requiring Zynga to use their payments system
– is particularly clever. First, payments are still very much a “utility like” feature, and arguably one
that benefits the platform, so it doesn’t come across as flagrant hold up. It is also clever because –
assuming Facebook has insight into Zynga’s profitability – Facebook can charge whatever percentage
gets them an optimal share of Zynga’s profits.
The risk for Zynga is obvious — if they don’t diversify their traffic sources very soon, they are left
with a choice between losing profits and losing their entire business. But there is a risk for Facebook
as well. If buyers of traffic (e.g. app makers) fear future hold up, they are less likely to make
investments in the platform. The biggest mistake platforms make isn’t charging fees (Facebook) or
competing with complements (Twitter), it’s being inconsistent. Apple also charges 30% fees but
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they’ve been mostly consistent about it. App makers feel comfortable investing in the Apple platform
and even having most of their business depend on them in a way they don’t on Facebook or Twitter.
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Facebook is about to try to dominate display ads the way Google dominates text ads
(2010-05-15)

It is customary to divide online advertising into two categories: direct response and brand advertising.
I prefer instead to divide it according to the mindset of users: whether or not they are actively looking
to purchase something (i.e. they have purchasing intent).*

When users are actively looking to purchase something, they typically go to search engines or ecommerce sites. Through advertising or direct sales, these sites harvest intent. Google and Amazon
are the biggest financial beneficiaries of intent harvesting.

When the user is not actively looking to buy something, the goal of an online ad is to generate intent.
The intent generation market is still fairly fragmented and will grow rapidly over the next few years
as brand advertising increasingly moves online. P&G – which alone spends almost $4B/year on brand
advertising – needs to convince the next generation of consumers that Crest is better than Colgate. This
is why Google paid such a premium for Doubleclick, Yahoo for Right Media, and Microsoft for
aQuantive (MS’s biggest acquisition ever).

In 2003, Google introduced AdSense, a program to syndicate their intent harvesting text ads beyond
Google’s main property Google.com. The playbook they followed was: use their popular website to
build a critical mass of advertisers; then use that critical mass to run an off-property network that offers
the highest payouts to publishers. AdSense became so dominant that competitors like Yahoo quit the
syndicated ad business altogether. Today, Google has such a powerful position that they don’t disclose
percentage revenue splits to publishers and extract the vast majority of the profits.
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It is widely believed that Facebook will soon follow the AdSense playbook by introducing an offproperty ad network. They’ll try to use their strong base of advertisers to dominate intent generating
ads the way AdSense dominated intent harvesting ads.

But to win the intent generation ad battle, data is as important as a critical mass of advertisers. For
intent harvesting, users simply type what they are looking for into a search box. For intent generating
ads, you need to use data to make inferences about what might influence the user.
This is what the introduction of the Facebook Like button is all about. Intent generating ads – which
mostly means displays ads – have notoriously low click through rates (well below 1%). Attempts to
improve these numbers through demographics have basically failed. Many startups are having success
using social data to target ads today. But the holy grail for targeting intent generating ads is taste data
– which basically means what the user likes. Knowing, for example, that a user liked Avatar is an
incredibly useful datapoint for targeting an Avatar 2 ad.
Publishers who adopt Facebook’s Like feature may get more traffic and perhaps a better user
experience as a result. But they should hope the intent generation ad market doesn’t end up like the
intent harvesting ad market – with one dominant player commanding the lion’s share of the profits.

* Most text ads are about intent harvesting and most display ads are about intent generation, but they
are not coreferential distinctions. For example, with techniques like “search retargeting” (you do a
Google search for washing machines and the later on another site see a display ad for washing
machines), sometimes intent harvesting is delivered through display ads.
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While Google fights on the edges, Amazon is attacking their core
(2010-05-22)

Google is fighting battles on almost every front: social networking, mobile operating systems, web
browsers, office apps, and so on. Much of this makes sense, inasmuch as it is strategic for them to
dominate or commoditize each layer that stands between human beings and online ads. But while they
are doing this, they are leaving their core business vulnerable, particularly to Amazon.
When legendary VC John Doerr quit Amazon’s board a few months ago, savvy industry observers like
TechCrunch speculated that Google might begin directly competing with Amazon:

[Google] competes with Amazon in a number of areas, particularly web services and big data. And
down the road, Google may compete directly in other ways as well. Froogle was a flop, but don’t think
Google doesn’t want a bigger chunk of ecommerce revenue from people who begin their product
searches on their search engine.*
In fact, Google and Amazon’s are already direct competitors in their core businesses. Like Amazon,
Google makes the vast majority of its revenue from users who are looking to make an online purchase.
Other query types – searches related to news, blog posts, funny videos, etc. – are mostly a loss leaders
for Google.
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The key risk for Google is that they are heavily dependent on online purchasing being a two-stage
process: the user does a search on Google, and then clicks on an ad to buy something on another site.
As long as the e-commerce world is sufficiently fragmented, users will prefer an intermediary like
Google to help them find the right product or merchant. But as Amazon increasingly dominates the ecommerce market, this fragmentation could go away along with users’ need for an intermediary.**

Moreover, Google’s algorithmic results for product searches are generally poor. (Try using Google to
decide what dishwasher to buy). These poor results might actually lead to short term revenue increases
since the sponsored links are superior to the unsponsored ones. But long term if Google continues
producing poor product search results and Amazon continues consolidating the e-commerce market,
Google’s core business is at serious risk.
—
* Froogle (and Google Products) have been unsuccessful most likely because Google has had no
incentive to make them better: they make plenty of money on these queries already on a CPC basis,
and would likely make less if they moved to a CPA model.

** Most Amazon Prime customers probably already do skip Google and go directly to Amazon. I
know I do.

195 | P a g e

Jump In.
•

Amazon

•

Google

•

Online Advertising

•

Product Strategy

There are three New York Cities
(2010-06-04)

There are roughly three New Yorks.

There is, first, the New York of the man or woman who was born here, who takes the city for granted
and accepts its size and turbulence as natural and inevitable.

Second, there is the New York of the commuter—the city that is devoured by locusts each day and spat
out each night.

Third, there is the New York of the person who was born somewhere else and came to New York in
quest of something. Of these three trembling cities the greatest is the last—the city of final destination,
the city that is a goal. It is this third city that accounts for New York’s high-strung disposition, its
poetical deportment, its dedication to the arts, and its incomparable achievements. Commuters give
the city its tidal restlessness; natives give it solidity and continuity; but the settlers give it passion. And
whether it is a farmer arriving from Italy to set up a small grocery store in a slum, or a young girl
arriving from a small town in Mississippi to escape the indignity of being observed by her neighbors,
or a boy arriving from the Corn Belt with a manuscript in his suitcase and a pain in his heart, it makes
no difference: each embraces New York with the intense excitement of first love, each absorbs New
York with the fresh eyes of an adventurer, each generates heat and light to dwarf the Consolidated
Edison Company.

Here is New York, E. B. White, 1949
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Steve Jobs single-handedly restructured the mobile industry
(2010-06-06)

With the introduction of the iPhone, Steve Jobs achieved something that might be unique in the history
of business: he single-handedly upended the power structure of a major industry. In the US, before
the iPhone, the carriers (Verizon, AT&T, Sprint, T-Mobile) had an ironclad grip on the rest of the
value chain – particularly, handset makers and app makers.

Ask anyone who ran or invested in a mobile app startup pre-iPhone (I invested in one myself). Since
the carriers had all the power, getting any distribution (which usually meant getting on the handset
“deck”) meant doing a business development deal with the carriers. Business development in this case
meant finding the right people at those companies, sending them iPods, taking them to baseball games,
and basically figuring out ways to convince them to work with you instead of the 5,000 other people
sending them iPods and baseball tickets. The basis of competition was salesmanship and capital, not
innovation or quality.

The carriers had so much power because consumers made their purchasing decisions by choosing a
carrier first and a handset second. Post-iPhone, tens of millions of people started choosing handsets
over carriers. People like me suffer through AT&T’s poor service and aggressive pricing because I
love the iPhone so much.
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I’ve talked to a number of mobile app startups lately who say their former contacts at the carriers are
shell shocked: no one is knocking on their doors anymore. I guess they have to buy their own iPods
and baseball tickets now.

Yes, Apple has rejected some apps for seemingly arbtrary or selfish reasons and imposed aggressive
controls on developers. But the iPhone also paved the way for Android and a new wave of handset
development. The people griping about Apple’s “closed system” are generally people who are new to
the industry and didn’t realize how bad it was before.
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Inside versus outside financings: the nightclub effect
(2010-06-08)

At some point in the life of a venture-backed startup there typically arises a choice between doing an
inside round, where the existing investors lead the new financing, or an outside round, where new
investors lead the new financing. At this point interesting game-theoretic dynamics arise among
management, existing investors, and prospective new investors.
If the company made the mistake of including big VCs in their seed round, they’ll face this situation
raising their Series A. If the company was smart and only included true seed investors in their initial
round, they won’t face this issue until their Series B.
Here’s a typical situation. Say the startup raised a Series A at a $15M post-money valuation and is
doing pretty well. The CEO offers the existing VCs the option of leading an inside round but the
insiders are lukewarm and suggest the CEO go out to test the financing market. The CEO does so and
gets offers from top-tier VCs to invest at a significant step up, say, $30M pre. The insiders who
previously didn’t want to do an inside round are suddenly really excited about the company because
they see that other VCs are really excited about the company.
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This is what I call the nightclub effect*. You think your date isn’t that attractive until you bring him/her
to a nightclub and everyone in the club hits on him/her. Consequently, you now think your date is
really attractive.

Now the inside investors have 3 choices: 1) Lead the financing themselves. This makes the CEO look
like a jerk that used the outsiders as stalking horses. It might also prevent the company from getting a
helpful, new VC involved. 2) Do pro-rata (normally defined as: X% of round where X is the %
ownership prior to round). This is theoretically the best choice, although often in real life the math
doesn’t work since a top-tier new VC will demand owning 15-20% of the company which is often
impossible without raising a far bigger round than the company needs. (When you see headscratchingly large Series B rounds, this is often the cause). 3) Do less than pro-rata. VCs hate this
because they view pro-rata as an option they paid for and especially when the company is “hot” they
want to exercise that right. The only way to get them down in this case is for management to wage an
all out war to force them to. This can get quite ugly.
I’ve come to think that the best solution to this is to get the insiders to explicitly commit ahead of time
to either leading the round or being willing to back down from their pro-rata rights for the right new
investor. This lets the CEO go out and find new investors in good faith without using them as stalking
horses and without wasting everyone’s time.
* don’t miss @peretti’s response.
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Designing products for single and multiplayer modes
(2010-06-12)

The first million people who bought VCRs bought them before there were any movies available to
watch on them. They just wanted to “time shift” TV shows – what we use DVRs for today. Once there
were millions of VCR owners it became worthwhile for Hollywood to start selling and renting movies
to watch on them. Eventually watching rented movies became the dominant use of VCRs, and time
shifting a relatively niche use. Thus, a product that eventually had very strong network effects* got its
initial traction from a “standalone use” – where no other VCR owners or complementary products
needed to exist.

I was talking to my friend Zach Klein recently who referred to products as having single player and
multiplayer modes. I like Zach’s terminology because: 1) it is borrowed from video games where a lot
of thought has gone into making these modes compelling in distinct ways, 2) the word “mode” reminds
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us that people can switch from moment to moment – that even when a product is primarily social or
networked and has reached critical mass it might still be useful to offer a single player mode.

Many products that we think of as strictly multiplayer also have single player modes. In many cases
this single player mode helped adoption in the early stages when the network effects were not yet
strong. For example, you could use Flickr just to store photos privately if you wanted to. I thought of
Foursquare as strictly multiplayer until my Hunch cofounder Tom Pinckney told me he uses it solely
to keep track of restaurants he’s gone to so he’ll remember which ones to go back to. For some products
it’s really hard to imagine single player modes. This is true of pure communication products like Skype
and perhaps also social networks like Facebook (although apps like games seem to have provided
single player modes for Facebook).

* Products with so-called networks effects get more valuable when more people use them. Famous
examples are telephones and social networks. Network effects can be your friend or your enemy
depending on whether your product has reached critical mass. Getting to critical mass in network
effect markets is sometimes called overcoming the “chicken and egg problem.” More here.
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Pivoting
(2010-06-14)
My Hunch cofounders and I frequently ask ourselves: “If we were to start over today, would we build
our product the same way we had so far?” This exercise is meant to counter a number of common
cognitive biases, such as:

1. The sunk costs trap. People tend to overvalue past investments when making forward-looking
investment decisions. From the rumors I’ve heard, Joost was a company that fell into the sunk
costs trap. In the beginning, their p2p architecture was their main differentiator. Thus they
invested a lot in building p2p infrastructure and required users to download a software client.
When browser-based web video companies like Hulu and YouTube surpassed them, Joost
switched to a browser-based client but still required a special plugin so they could maintain their
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p2p architecture. In fact, the problem the p2p architecture was solving – reducing bandwidth costs
– had, in the meantime, become a secondary basis of competition. By the time Joost finally
discarded the p2p model, it was too late.

2. The Bridge on the River Kwai syndrome. This is when entrepreneurs fall so in love with their
engineering project qua engineering project that they lose site of the larger mission. Former
engineers (like me) are particularly susceptible to this as we often get excited about technology
for its own sake. Many products can be built much more quickly and cheaply by settling for good
technology plus a bunch of hacks – human editing, partnerships, using 3rd party software – versus
creating a perfect technology from scratch. At my last company, SiteAdvisor, we made the
decision up front to build a non-perfect system that did 99% of what a much more expensive,
“perfect” technological solution would have done. The software wasn’t always pretty – to the
annoyance of some of our engineers – but it worked.

3. Solving the wrong problem. Location-based social networks have been around for years.
Foursquare came along just a year ago and has seemingly surpassed its predecessors. The other
companies built elaborate infrastructures: e.g they partnered with wireless carriers so that users’
locations could be tracked in the background without having to “check-in”. Foursquare built a
relatively simple app that added some entertaining features like badges and mayorships. It turned
out that requiring users to manually check in was not only easier to build but also appealing as
users got more control over their privacy. Foursquare’s competitors were solving the wrong
problem.
Ask yourself: if you started over today, would you build the same product? If not, consider significant
changes to what you are building. The popular word for this today is “pivoting” and I think it
is apropos. You aren’t throwing away what you’ve learned or the good things you’ve built. You are
keeping your strong leg grounded and adjusting your weak leg to move in a new direction.
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Builders and extractors
(2010-06-19)
Tim O’Reilly poses a question every entrepreneur and investor should consider: are you creating more
value for others than you capture for yourself? Google makes billions of dollars in annual profits, but
generates many times that in productivity gains for other people. Having a positive social contribution
isn’t limited to non-profit organizations – non-profits just happen to have a zero in the “value capture”
column of the ledger. Wall Street stands at the other extreme: boatloads of value capture and very little
value creation.
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I think of people who aim to create more value than they capture as “builders” and people who don’t
as “extractors.” Most entrepreneurs are natural-born builders. They want to create something from
nothing and are happy to see the benefits of their labor spill over to others. Sadly, the builder mindset
isn’t as widespread among investors. I recently heard a well-known Boston VC say: “There are 15
good deals a year and our job is to try to win those deals” – a statement that epitomizes the passive,
extractor mindset. The problem with VC seed programs is they not only fail to enlarge the pie, they
actually shrink it by making otherwise fundable companies unfundable through negative signaling.
The good news is there is a large – and growing – class of investors with the builder mindset. Y
Combinator and similar mentorship programs are true builders: their startups probably wouldn’t have
existed without them (and the founders might have ended up at big companies). There are also lots of
angel and seed investors who are builders. A few that come to mind: Ron Conway, Chris Sacca, Mike
Maples (Floodgate), Roger Ehrenberg, Keith Rabois, Ken Lehrer, Jeff Clavier, Betaworks, Steve
Anderson, and Aydin Senkut. There are also VCs who are builders. Ones that I’ve worked with directly
recently include Union Square, True, Bessemer, Khosla, Index, and First Round.

Given that there is a surplus of venture money, entrepreneurs and seed investors now have the luxury
of choosing to work with builders and avoid extractors. Hopefully over time this will weed out the
extractors.
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Competition is overrated
(2010-06-26)
Your #1 competitor starting out will always be the BACK button, nothing else. – Garry Tan
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Suppose you have an idea for a startup, and then do some research only to discover there are already
similar products on the market. You become disheartened and wonder if you should abandon your
idea.

In fact, the existence of competing products is a meaningful signal, but not necessarily a negative
one. Here are some things to consider.

1. Almost every good idea has already been built. Sometimes new ideas are just ahead of their
time. There were probably 50 companies that tried to do viral video sharing before
YouTube. Before 2005, when YouTube was founded, relatively few users had broadband
and video cameras. YouTube also took advantage of the latest version of Flash that could
play videos seamlessly.
Other times existing companies simply didn’t execute well. Google and Facebook launched long after
their competitors, but executed incredibly well and focused on the right things. When Google launched,
other search engines like Yahoo, Excite, and Lycos were focused on becoming multipurpose “portals”
and had de-prioritized search (Yahoo even outsourced their search technology).

2. The fact that other entrepreneurs thought the idea was good enough to build can be a
positive signal. They probably went through some kind of vetting process like talking to
target users and doing some market research. By launching later, you can piggyback off the
work they’ve already done. That said, you do need to be careful not to get sucked into
groupthink. For example, many techies follow the dictum “build something you would use
yourself,” which leads to a glut of techie-centric products. There are tons Delicious and
Digg clones even though it’s not clear those sites have appeal beyond their core techie
audience.
3. That other people tried your idea without success could imply it’s a bad idea or simply that
the timing or execution was wrong. Distinguishing between these cases is hard and where
you should apply serious thought. If you think your competitors executed poorly, you
should develop a theory of what they did wrong and how you’ll do better. Group buying
had been tried a hundred times, but Groupon was the first to succeed, specifically by using
coupons to track sales and by acquiring the local merchants first and then getting users
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instead of vice versa. If you think your competitor’s timing was off, you should have a
thesis about what’s changed to make now the right time. These changes could come in a
variety of forms: for example, it could be that users have become more sophisticated, the
prices of key inputs have dropped, or that prerequisite technologies have become widely
adopted.
Startups are primarly competing against indifference, lack of awareness, and lack of understanding —
not other startups. For web startups this means you should worry about users simply not coming to
your site, or when they do come, hitting the BACK button.
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It’s not that seed investors are smarter – it’s that entrepreneurs are
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(2010-07-05)
Paul Kedrosky recently speculated that there might be seed fund “crash” looming. Liz Gannes
followed up by suggesting seed investors are a fad akin to reality-TV celebrities:
In many ways, what [prominent seed funds] are saying is that they’re just smarter, and as such will
outlast all the copycat and wannabe seed funders as well as the stale VCs with a fresh coat of paint.
But then — Kim Kardashian is the only one who can make a living tweeting. At some point it will be
quite obvious whether the super angels’ investments and strategy succeed or fail.
Here’s the key point these analyses overlook: It’s not the seed investors who are smarter – it’s
the entrepreneurs. Consider the case of the last company I co-founded, SiteAdvisor. We raised our
first round of $2.6M at a $2.5M pre-money valuation. After the first round of funding, investors owned
56% of the company. Moreover, the $2.6M came in 3 tranches: $500K, another $500K, and then
$1.6K. To get the 2nd and 3rd tranches we had to hit predefined milestones and re-pitch the VC
partnerships. Had we instead raised the first $1M from seed funds, we would have been free to raise
the remaining money at a higher valuation. In fact, after we spent less than $1M building the product,
we raised more money at a $16M pre-money valuation. We never even touched the $1.6M third tranche
even though it caused us to take significant dilution\. This was a very common occurrence before the
rise of seed funds, due to VCs pressuring entrepreneurs to raise more money than they needed so the
VCs could “put more money to work.” When SiteAdvisor was eventually acquired, we had spent less
than a third of the money we raised. Compare the dilution we actually took to what we could have
taken had we raised seed before VC:
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Screen shot 2010-07-05 at 3.55.44 PM
Professional seed funds barely existed back then, especially on the East Coast. And even if they did,
I’m not sure I would have been savvy enough to opt for them over VCs. I thought the brands of the
big VCs would help me and didn’t really understand the dynamics of fund raising.* Today,
entrepreneurs are much savvier, thanks to the proliferation of good advice on blogs, via mentorship
programs, and a generally more active and connected entrepreneur community. For example, Founder
Collective recently backed two Y-Combinator startups who decided to raise money exclusively from
seed investors despite having top-tier VCs throwing money at them at higher valuations. These were
“hot” companies who had plenty of options but realized they’d take less start-to-exit dilution by raising
money from helpful seed investors first and VCs later.

Will there be there a seed fund crash? Seed fund returns are highly correlated with VC returns which
are highly correlated with public markets and the overall economy. I have no idea what the state of the
overall economy will be over the next few years. Perhaps it will crash and take VCs and seed funds
down with it. But I do have strong evidence that prominent seed funds will outperform top-tier VC
funds, because I know the details of their investments, and that their portfolios contain the same
companies as top-tier VCs except the they invested in earlier rounds at significantly lower
valuations. So unless these prominent seed funds were incredibly unlucky picking companies (and
since they are extremely diversified I highly doubt that), their returns will significantly beat top-tier
VC returns.
* Note that we have nothing but gratitude toward the SiteAdvisor VCs – Rob Stavis at Bessemer and
Hemant Taneja at General Catalyst. They offered what was considered a market deal at the time and
supported us when (almost) no one else would.
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Graphs
(2010-07-22)
It has become customary to use “graph” to refer to the underlying data structures at social networks
like Facebook. (Computer scientists call the study of graphs “network theory,” but on the web the word
“network” is used to refer to the websites themselves).

A graph consists of a set of nodes connected by edges. The original internet graph is the web itself,
where webpages are nodes and links are edges. In social graphs, the nodes are people and the edges
friendship. Edges are what mathematicians call relations. Two important properties that relations can
either have or not have are symmetry (if A ~ B then B ~ A) and transitivity (if A ~ B and B ~ C then
A ~ C).
Facebook’s social graph is symmetric (if I am friends with you then you are friends with me) but not
transitive (I can be friends with you without being friends with your friend). You could say friendship
is probabilistically transitive in the sense that I am more likely to like someone who is a friend’s friend
then I am a user chosen at random. This is basis of Facebook’s friend recommendations.
Twitter’s graph is probably best thought of as an interest graph. One of Twitter’s central innovations
was to discard symmetry: you can follow someone without them following you. This allowed Twitter
to evolve into an extremely useful publishing platform, replacing RSS for many people. The Twitter
graph isn’t transitive but one of its most powerful uses is retweeting, which gives the Twitter graph
what might be called curated transitivity.
Graphs can be implicitly or explicitly created by users. Facebook and Twitter’s graphs were explicitly
created by users (although Twitter’s Suggested User List made much of the graph de facto implicit).
Google Buzz attempted to create a social graph implicitly from users’ emailing patterns, which
didn’t seem to work very well.
Over the next few years we’ll see the rising importance of other types of graphs. Some examples:
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Taste: At Hunch we’ve created what we call the taste graph. We created this implicitly from questions
answered by users and other data sources. Our thesis is that for many activities – for example deciding
what movie to see or blouse to buy – it’s more useful to have the neighbors on your graph be people
with similar tastes versus people who are your friends.
Financial Trust: Social payment startups like Square and Venmo are creating financial graphs – the
nodes are people and institutions and the relations are financial trust. These graphs are useful for
preventing fraud, streamlining transactions, and lowering the barrier to accepting non-cash payments.

Endorsement: An endorsement graph is one in which people endorse institutions, products, services
or other people for a particular skill or activity. LinkedIn created a successful professional graph and
a less successful endorsement graph. Facebook seems to be trying to layer an endorsement graph on
its social graph with its Like feature. A general endorsement graph could be useful for purchasing
decisions and hence highly monetizable.

Local: Location-based startups like Foursquare let users create social graphs (which might evolve into
better social graphs than what Facebook has since users seem to be more selective friending people in
local apps). But probably more interesting are the people and venue graphs created by the check-in
patterns. These local graphs could be useful for, among other things, recommendations, coupons, and
advertising.

Besides creating graphs, Facebook and Twitter (via Facebook Connect and OAuth) created identity
systems that are extremely useful for the creation of 3rd party graphs. I expect we’ll look back on the
next few years as the golden age of graph innovation.
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The bowling pin strategy
(2010-08-21)

A huge challenge for user-generated websites is overcoming the chicken-and-egg problem: attracting
users and contributors when you are starting with zero content. One way to approach this challenge is
to use what Geoffrey Moore calls the bowling pin strategy: find a niche where the chicken-and-egg
problem is more easily overcome and then find ways to hop from that niche to other niches and
eventually to the broader market.

Facebook executed the bowling pin strategy brilliantly by starting at Harvard and then spreading out
to other colleges and eventually the general public. If Facebook started out with, say, 1000 users
spread randomly across the world, it wouldn’t have been very useful to anyone. But having the first
1000 users at Harvard made it extremely useful to Harvard students. Those students in turn had friends
at other colleges, allowing Facebook to hop from one school to another.
Yelp also used a bowling pin strategy by focusing first on getting critical mass in one location – San
Francisco – and then expanding out from there. They also focused on activities that (at the time) social
networking users favored: dining out, clubbing and shopping. Contrast this to their direct
competitors that were started around the same time, were equally well funded, yet have been far less
successful.
How do you identify a good initial niche? First, it has to be a true community – people who have
shared interests and frequently interact with one another. They should also have a particularly strong
need for your product to be willing to put up with an initial lack of content. Stack Overflow chose
programmers as their first niche, presumably because that’s a community where the Stack Overflow
founders were influential and where the competing websites weren’t satisfying demand. Quora chose
technology investors and entrepreneurs, presumably also because that’s where the founders were
influential and well connected. Both of these niches tend to be very active online and are likely to have
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have many other interests, hence the spillover potential into other niches is high. (Stack
Overflow’s cooking site is growing nicely – many of the initial users are programmers who crossed
over).

Location based services like Foursquare started out focused primarily on dense cities like New York
City where users are more likely to serendipitously bump into friends or use tips to discover new
things. Facebook has such massive scale that it is able to roll out its LBS product (Places) to 500M
users at once and not bother with a niche strategy. Presumably certain groups are more likely to use
Facebook check-ins than others, but with Facebook’s scale they can let the users figure this out instead
of having to plan it deliberately. That said, history suggests that big companies who rely on this “carpet
bombing strategy” are often upended by focused startups who take over one niche at a time.
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Good bizdev cannibalizes itself
(2010-08-28)

A few successful websites were built almost entirely through viral growth. The vast majority, however,
started off by partnering with other, already successful websites. Even Google began by partnering
with Yahoo. As superior as Google’s search algorithm was, it was very hard to get the masses to switch
to a new search engine.

In the web 1.0 world (approximately pre-2004), integrating two web services involved lots of manual
work, such as negotiating legal contracts and custom technical integration. Creating these kinds of
partnerships is usually referred to as “business development” or “BizDev” (personally, I usually just
call it “BD”). In the web 2.0 world, it became common for websites to create fully functional, selfservice API’s with standardized legal terms. This made it possible to drastically reduce the friction of
integrating services. My Hunch cofounder Caterina Fake coined the term “BizDev 2.0″ to refer to this
idea (and of course Flickr was a pioneer of super robust APIs).

There is no question that removing legal and technical hurdles is a win for everyone (except lawyers).
However, unless your service is extremely high profile and its value is easily understood, it still needs
to be marketed to potential partners. Many websites won’t consider using a self-service API until
they’ve seen it working on other sites with measurable results. So how do you overcome this particular
kind of chicken-and-egg problem?
During his interview process, Hunch’s Shaival Shah, said something that struck a chord with me: he
didn’t want to be called “VP BizDev” because, he said, a good BizDev person makes BizDev
irrelevant. The idea is to create a number of BizDev 1.0 partnerships while simultaneously building
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and marketing a full service API. If you can do BizDev 1.0 with some number of (ideally high profile)
websites and demonstrate that it is valuable to them (ideally quantitatively), you can then scale your
service BizDev 2.0 style. Maybe this could be called BizDev 1.5.

Shaival wrote up a much more detailed post on self-cannibalizing BizDev that is well worth reading.
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Converts versus equity deals
(2010-08-31)

There has been a debate going on the past few days over whether seed deals should be funded using
equity or convertible notes (converts). Paul Graham kicked it off by noting that all the financings in
the recent YC batch were converts. Prominent investors including Mark Suster and Seth
Levine weighed in (I highly recommend reading their posts). While this debate might sound technical,
at its core it is really about a difference in seed investing philosophy.
I am a proponent of convertibles, but only with a cap (I’ve written about the problems of convertibles
without caps before and never invest in them). I believe that pretty much every other seed investor
who advocates converts also assumes they have a cap. So any discussion of convertibles without caps
seems to me a red herring.

There are two kind of rights that investors get when they put money in company. The first are
economic rights: basically that they make money when the investment is successful. The second are
control rights: board seats, the ability to block financings and acquisitions, the ability to change
management, etc. Converts give investors economics rights with basically zero control rights (legally
it is just a loan with some special conversion provisions). Equity financings normally give investors
explicit rights (most equity terms sheets specify board seats, specific blocking conditions, etc) in
addition to standard shareholder rights under whatever state the company incorporated in (usually CA
or Delaware).
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To the extent that I know anything about seed investing, I learned it from Ron Conway. I remember
one deal he showed me where the entire deal was done on a one page fax (not the term sheet – the
entire deal). Having learned about venture investing as a junior employee at a VC firm I was shocked.
I asked him “what if X or Y happens and the entrepreneur screws you.” Ron said something like “then
I lose my money and never do business with that person again.” It turned out he did very well on that
company and has funded that entrepreneur repeatedly with great success.

You can hire lawyers to try to cover every situation where founders or follow on investors try to screw
you. But the reality is that if the founders want to screw you, you made a bet on bad people and will
probably lose your money. You think legal documents will protect you? Imagine investors getting into
a lawsuit with a two person early-stage team, or trying to fire and swap out the founders – the very
thing they bet on. And follow on investors (normally VCs) have a variety of ways to screw seed
investors if they want to, whether the seed deal was a convert of equity. So as a seed investor all you
can really do is get economic rights and then make sure you pick good founders and VCs.

Seed investing is a people business. Good entrepreneurs understand this. Ron was an investor in my
last two companies and never had any control rights but had massive sway because he worked so hard
to help us and gave such sage advice. And most importantly, he carried great moral authority. We
always knew he was speaking from deep experience and looking out for the company’s best interests
– sometimes against his own economic interests.
Like it or not, the seed investment world runs on trust and reputation – not legal documents.
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Howard Lindzon’s “Web is Dead” series
(2010-09-01)
Howard’s Stocktwits interviews are always really fun. Some people don’t get his subtly selfdeprecating sense of humor but I love it. Besides discussing the usual suspects (Facebook, Twitter,
Apple), we spend some time trashing Wall Street and chatting about some early-stage startups
including Founder Collective investments Bnter, Giiv, Ze Frank Games, and Canvas (founder of
4chan Moot’s new startup). Of course I also shamelessly promote Hunch.
Also, Fred Wilson’s interview with Howard is a must watch.
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Web services should be both federated and extensible
(2010-09-04)

One of the most important developments of the web 2.0 era is the proliferation of full featured,
bidirectional APIs. APIs provide a way to “federate” web services from a single website to a
distributed network of 3rd party sites. Another important web 2.0 development is the proliferation of
web Apps (e.g. Facebook Apps). Apps provide a way to make websites “extensible.”

The next step in this evolution is to create web services that are both federated (APIs) and extensible
(Apps).

In my ideal world, the social graph would not be controlled by a private company. That said, Facebook,
to its credit, has aggressively promoted a fairly open API through Facebook Connect. Facebook has
also been a leader in promoting Apps. For Facebook, creating extensible, federated services would
mean providing a framework for Facebook Connect Apps – apps that extend Facebook functionality
but reside on non-Facebook.com websites.
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Consider the following scenario. Imagine that in the future a geolocation data/algorithm provider like
SimpleGeo takes Facebook Places check-in data and, using algorithms and non-Facebook data,
produces new data sets, for example: map directions, venue recommendations, and location-based
coupons. The combination of Facebook’s data (social graph and check-ins) and SimpleGeo
data/algorithms would create much more advanced feature possibilities than either service acting
alone.
With today’s APIs, if, say, Gowalla wanted to integrate Facebook plus SimpleGeo into their app*,
they would basically have 3 choices:

1. Embed Facebook widgets in Gowalla. These are simple iframes (effectively separate little
websites) that don’t interact with SimpleGeo. Gowalla would just have to sit and wait and
hope that Facebook decided to bake in SimpleGeo-like functionality.

2. Pre-import SimpleGeo data. This significantly limits the size and dynamism of the
SimpleGeo data sets and doesn’t incorporate SimpleGeo algorithms, thus severely limiting
functionality.
3. Host an instance of SimpleGeo’s servers internally. This requires heavy technical
integration, undermining the main benefit of APIs.
In a world of extensible APIs (or “API Apps”), Gowalla could instead send Facebook data back to
SimpleGeo. The data flow would look something like this:
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datathreesome2
(Note how there are three parties involved – @peretti calls this a “data threesome”). This configuration
is much simpler to integrate – and potentially much more powerful and dynamic – than the other
configurations listed above. You could implement this today, but it would create user experience
challenges. For example, Gowalla would be sending Facebook data to a 3rd party (step 3), which
might (depending on the data sent) require explicit user opt-in. Things become more onerous if
SimpleGeo wanted to share its own user data with Gowalla. That would require an additional oAuth
to SimpleGeo (authorizing step 4).

Allowing websites to be federated and extensible will open up a whole new wave of
innovation. Ideally some spec like oAuth could include the multiple authorizations in a single
authorization screen. Facebook could also do this by allowing 3rd parties to be part of the Facebook
Connect authorization process. Inasmuch as Facebook’s seems to be trying to embed their social graph
as deeply as possible into the core experiences of other websites, allowing extensible APIs would seem
to be a smart move.
* I have no connection to any of these companies (Facebook, Gowalla, SimpleGeo) and have no
knowledge of their product plans beyond their public websites. I am imagining functionality that
Gowalla and SimpleGeo might include someday but for all I know they have no interest in these
features – I just picked them somewhat arbitrarily as examples.

•

Api
219 | P a g e

Jump In.
•

Apps

•

Facebook

•

Social Graph

•

Web 20

If you aren’t getting rejected on a daily basis, your goals aren’t ambitious enough
(2010-09-12)
220 | P a g e

Jump In.
My most useful career experience was about eight years ago when I was trying to break into the world
of VC-backed startups. I applied to hundreds of jobs: low-level VC roles, startups jobs, even to big
tech companies. I got rejected from every single one. Big companies rejected me outright or gave me
a courtesy interview before rejecting me. VCs told me they wanted someone with VC
experience. Startups at the time were laying people off. The economy was bad (particularly where I
was looking – consumer internet) and I had a strange resume (computer programmer, small
bootstrapped startups, degree in philosophy and mathematical logic).

The reason this period was so useful was that it helped me develop a really thick skin. I came to realize
that employers weren’t really rejecting me as a person or on my potential – they were rejecting a
resume. As it became depersonalized, I became bolder in my tactics. I eventually landed a job
at Bessemer (thanks to their willingness to take chances and look beyond resumes), which led to
getting my first VC-backed startup funded, and things got better from there.
One of the great things about looking for a job is that your “payoff” is almost always a max function
(the best of all attempts), not an average. This is also generally true for raising VC financing, doing
bizdev partnerships, hiring programmers, finding good advisors/mentors, even blogging and
marketing. I probably got rejected by someone once a day last week alone. In one case a friend who
tried to help called me to console me. He seemed surprised when I told him: “no worries – this is a
daily occurrence – we’ll just keep trying.” If you aren’t getting rejected on a daily basis, your goals
aren’t ambitious enough.
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(2010-09-26)

Ford Motors dominated the auto market in the early 20th century with a single car model, the Model
T. At the time, customers were seeking low-cost, functional cars, and were satisfied by an extremely
standardized product (Ford famously quipped that “customers can choose it in any color, as long as
it’s black”). But as technology improved and serious competitors emerged, customers began wanting
cars that were tailored to their specific needs and desires. The basis of competition shifted from price
and basic functionality to ”style, power, and prestige“. General Motors surpassed Ford by capitalizing
on this desire for segmentation. They created Cadillacs for wealthy older folks, Pontiacs for hipsters,
and so on.

Today, the venture financing industry is going through a similar segmentation process. Venture capital
has only existed in its modern form for about 35 years. In the early days there were relatively few
VCs. Entrepreneurs were happy simply getting money and general business guidance. Today, there is
a surplus of venture capital and entrepreneurs have become increasingly savvy “shoppers.” As a result,
competition amongst venture financiers has increased and their “customers” (entrepreneurs) have
flocked to more specialized “products.”

Some of this segmentation has been by industry (IT, cleantech, health care) and subindustry (iPhone
apps, financial tech, etc). But more pronounced, especially lately, has been the segmentation by
company stage. Today at least four distinct types of venture financing “products” have become
popular.

1. Mentorship programs like Y Combinator help startups ideate, form founding teams, and
build initial products. I suspect many of the companies they hatch wouldn’t exist at all (and
certainly wouldn’t be as savvy) if it weren’t for these programs.

2. So-called super angels provide capital and guidance to a) hire non-founder employees, b)
further product development c) market the initial product (usually to early adopters), and d)
raise follow on VC funding. Often current or former entrepreneurs themselves, super angels
have gone through this stage many times as founders and angel investors.
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3. Traditional VCs (Sequoia, Kleiner, etc) help companies scale and get to profitability. They
often have broad networks to help with hiring, sales, bizdev and other scaling functions.
They are also experts at selling companies and raising follow-on financing.
4. Accelerator funds (most prominent recently is DST) focus on providing partial liquidity and
preparing the company for an IPO or big M&A exit.
In the past, traditional VC’s played all of of these roles (hence they called themselves “lifecycle”
investors). They incubated companies, provided smalls seed financings, and in some cases provided
later stage liquidity. But mostly the mentorship and angel investing roles were played by entrepreneurs
who had expertise but shallow pockets and limited time and infrastructure.

What we are witnessing now is a the VC industry segmenting as it matures. Mentorship and angel
funding are performed more effectively by specialized firms. Entrepreneurs seem to realize this and
prefer these specialized “products.” There is a lot of angst and controversy on tech blogs that tends to
focus on individual players and events. But this is just a (sometimes salacious) byproduct of the larger
trends. The segmentation of the venture industry is healthy for startups and innovation at large, even
if at the moment it might be uncomfortable and confusing for some of the people involved.
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Some thoughts on incumbents
(2010-10-07)

Reposted from Oct 7, 2010 from cdixon.posterous.com
By “incumbents” I mean the big companies that are loosely competitive to your startup.
- The first thing to do is try to understand the incumbent’s strategy. For example, see my analysis of
Google’s strategy.
- Being on an incumbent’s strategic roadmap is a double-edged sword. On the one hand, they might
copy what you build or acquire a competitor. On the other hand, if you build a valuable asset you
could sell your company the acquirer at a “strategic premium.”
- Incumbents that don’t yet have a successful business model (e.g. Twitter) might think they have a
strategy, but expect it to change as they figure out their business model. An incumbent without a
successful business model is like a drunk person firing an Uzi around the room.
- Understand the incumbent’s acquisition philosophy. More mature companies like Cisco barely try to
do R&D and are happy to acquire startups at high prices. Incumbents that are immature like Facebook
only do “talent acquisitions” which are generally bad outcomes for VC-backed startups (but good for
bootstrapped or lightly funded startups). Google is semi-mature, and does a combination of talent and
strategic acquisitions.
- Understand the incumbent’s partnership philosophy. Yahoo and Microsoft are currently very open
to partnerships with startups. Google and Facebook like to either acquire or build internally. If you
don’t intend to sell your company, don’t talk seriously about partnerships to incumbents that don’t
seriously consider them.
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- Every incumbent has M&A people who spend a lot of their time collecting market intelligence. Just
because they call you and hint at acquisition doesn’t mean they want to buy you – they are likely just
fishing for info. If they really want to buy you, they will aggressively pursue you and make an offer. As
VCs like to say, startups are bought, not sold.
- Try to focus on features/technologies that the incumbents aren’t good at. Facebook is good at social
and social-related (hard-core) technology. Thus far they’ve kept their features at the “utility level” an
haven’t built non-utility features (e.g. games, virtual goods, game mechanics). Google thus far has
been weak at social and Apple has been weak at web services.
- Try to focus on business arrangements that the incumbents aren’t good at. Facebook and Google
only do outbound deals with large companies. With small companies (e.g. local venues, small
publishers) they try to generate business via inbound/self service. Building business relationships that
the incumbents don’t have can be a very valuable asset.

- Be careful building on platforms where the incumbent has demonstrated an inconsistent attitude
toward developers. Apple rejects apps somewhat arbitrarily and takes a healthy share of revenues, but
is generally consistent with app developers. You can pretty safely predict what they will will allow to
flourish. Twitter has been wildly inconsistent and shouldn’t be trusted as a platform. Facebook has
been mostly consistent although recently changed the rules on companies like Zynga with their new
payment platform (that said, they generally seem to understand the importance of partners thriving and
seem to encourage it).
- Take advantage of incumbents’ entrenched marketing positioning. The masses think of Twitter as a
place to share trivial things like what you had for lunch (even if most power users don’t use it this way)
and Facebook as a place to talk to friends.

They are probably stuck with this

positioning. Normals generally think of each website as having one primary use case so if you can
carve out a new use case you can distinguish yourself.
- Consider the judo strategy. When pushed, don’t push back. When Facebook adds features like
check-ins, groups, or likes, consider interoperating with those features and building layers on top of
them.
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Online privacy: what’s at stake
(2010-10-21)

It is widely believed that a flourishing democracy requires an independent, diverse, and financially
solvent press. With print newspapers set to disappear in the next few years, the future of quality
journalism is highly uncertain. This year, the online version of the New York Times
will generate about $200M in revenue, a number that will need to approximately triple to support the
current Times newsroom.

Most people who understand Internet economics believe that the best hope for online journalism is
online advertising. Luckily, online advertising has significant room for improvement. Most of the
revenue of the Times’ online business is generated through display ads. The main metric used to price
display ads is derived from the rate at which users click on the ads, a rate which today is dismally
low. Thus the Times could continue to support its current newsroom staff if display ads became even
moderately effective.

Lots of smart people are working on improving the efficacy of display advertising. Large companies
like Google and Microsoft are investing billions in the problem. As usual, though, the best ideas are
coming from startups. Companies like Blue Kai and Magnetic are bringing search intent
(particularly purchasing intent – the core of Google’s profits) to display ads.

Companies

like Media6Degrees are using social relations to target ads based on the principle that “birds of a
feather flock together” (Facebook will likely start doing this soon as well). Solve Media turns the
hassle of registration into an engaging marketing event. Convertro is working on properly attributing
online purchases “up the funnel” from sites that harvest intent (search, coupon sites) to sites that
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generate intent (media, commerce guides). All told, there are a few hundred well-funded ad tech
startups developing clever methods to improve display advertising.

Many of these targeting technologies rely on gathering information about users, something that
inevitably raises concerns about privacy. Until recently, online privacy depended mostly on
anonymity. There is a big difference between advertisers knowing, say, users’ sexual preferences and
knowing users’ sexual preferences plus personally identifiable information like their names. Like
most people, I don’t mind if it’s easy to find my real name along with my job history, but I do mind if
it’s easy to discover other personal details about me. When I’m not anonymous (e.g. on Facebook) I
want to control what is disclosed – to have some privacy – but when I’m anonymous I’m far less
concerned about information gathered for marketing purposes.
Before the rise of social networks, online ad targeting services (mostly) tracked people anonymously,
through cookies that weren’t linked to personally identifiable information. Social networks have
provided the means to de-anonymize information that was previously anonymous. Apparently, the
wall has been breached between 1) my real identity plus my self-moderated public information, and
2) my anonymous, non-self-moderated private information.

The good news is that the things users want to keep secret are almost always the least important things
to online advertisers. It turns out that knowing people are trying to buy new washing machines or plane
tickets to Hawaii is vastly more monetizeable than their names, who they were dating, or the dumb
things they did in college. Thus, there are probably a set of policies that allow ad targeting to succeed
while also letting users control what is associated with their real identities. Hopefully, we can have an
informed and nuanced debate about what these policies might be. The stakes are high.

Note: As with almost everything I write on this blog, I have a ton of conflicts of interest. Among them:
I’m an investor, directly or indirectly, in a bunch of technology startups. Some of these – including
some companies mentioned above – are trying to create new advertising technologies. I am currently
the CEO & Cofounder of Hunch, which among other things is trying to personalize the internet
through an explicit user opt-in mechanism.
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You need to use social services to understand them
(2010-10-23)
I don’t know if Malcolm Gladwell is right when he claims “the revolution will not be tweeted,” but I
can say with certainty that the Twitter he describes is not the Twitter I know. Gladwell’s central
argument is that Twitter creates weak ties but social movements require strong ties. I’ve made more
strong ties through Twitter (and blogging) than I have through any communications medium I’ve ever
used before. The relationships start off weak – a retweet, @ reply, or blog comment – but often
strengthen through further discussions and eventually become new friendships and business
relationships.
I can see why Gladwell gets this wrong – he doesn’t seem to really use Twitter (he
does blog occasionally). I barely tweeted or blogged for a long time too. I read blogs basically since
their advent, but social services are fundamentally participatory: reading blogs/tweets is to social
services as watching TV is to a real life conversations. I finally relented at the insistence of Caterina,
who had the foresight to insist that everyone at Hunch blog, tweet, contribute to open source projects,
etc. I now get some of my best ideas from responses to tweets and blog posts, and have developed
dozens of strong relationships through the experience.
I made some jokes on Twitter the past few days about Kleiner Perkins’ new social fund. These were
meant to be lighthearted: I only know one person at KP and from everything I’ve seen they seem to be
228 | P a g e

Jump In.
smart, friendly people. But underneath the jokes lies a real issue: the partners there don’t seem to really
participate in social services (something they only underscored by announcing their new fund at a press
conference that targeted traditional media outlets).
I’d love to engage in a debate with smart people like Gladwell about the impact of the social web on
culture, politics, activism and so on. I also think it’s great to see savvy investors like KP allocate
significant resources to the next wave of social web innovation. But it’s hard for me to take them
seriously when they don’t seem to take their subject matter seriously.
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Instrumenting the offline world
(2010-10-29)
In the last decade there have been major advances in storing, analyzing, and acting upon extremely
large data sets. Data sets that were previously left dormant are now being put to (mostly) constructive
use. But the vast majority of information in the world isn’t available for analysis because it isn’t being
electronically collected.
This is changing rapidly as new data collection mechanisms are implemented – what engineers refer
to as instrumentation. Common examples of instrumentation include thermometers, public safety
cameras, and heart rate monitors.
Smart phones are one obvious new source of potential instrumentation. A person’s location, activities,
audio and visual environment – and probably many more things that haven’t been thought of yet – can
now be monitored. This of course raises privacy issues. Hopefully these privacy issues will be solved
by requiring explicit user opt-in. If so, this will require creating incentives for people to do so.

Foursquare instruments location in an opt-in way through the check in. The incentives are social and
game-like, but the data produced could be useful for many more “serious” purposes. Fitbit instruments
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a person’s health-related activity. The immediate incentive is to measure and improve your own health,
but the aggregate data could be analyzed by medical researchers to benefit others.

In manufacturing, there has been a lot of interesting innovation around monitoring machinery, for
example by using loosely joined, inexpensive mesh networks. In homes, protocols like ZigBee allow
devices to communicate which allows, for example, automation of tedious tasks and improved energy
efficiency.

In the next decade, there will be a massive amount of innovation and opportunity around the big
data stack. Instrumentation will be the foundational layer of that stack.
•
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Timing your startup
(2010-11-07)

I never had the opportunity to invest in YouTube but I have to admit that if I did I probably would
have passed (which of course would have been a huge mistake). I’d been around the web long enough
to remember the dozens of companies before YouTube that tried to create crowdsourced video sites
and failed. Based on “pattern recognition” (a dangerous thing to rely on), I was deeply skeptical of the
space.

What I failed to appreciate was that the prior crowdsourced video sites were ahead of their time.
YouTube built a great product, but, more importantly, got the market timing just right. By 2005, all
the pieces were in place to enable crowd-sourced video – the proliferation of home broadband, digital
camcorders, a version of Flash where videos “just worked,” copyrighted web content that could be
exported to YouTube, and blogs that wanted to embed videos.

Almost anything you build on the web has already been tried in one form or another. This should not
deter you. Antecedents existed for Google, Facebook, Groupon, and almost every other tech startup
that has succeeded since the dot-com bubble.
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Entrepreneurs should always ask themselves “why will I succeed where others failed?” If the answer
is simply “I’m doing it right” or “I’m smarter,” you are probably underestimating your antecedents,
which were probably run by competent or even great entrepreneurs who did everything possible to
succeed. Instead your answer should include an explanation about why the timing is right – about some
fundamental changes in the world that enable the idea you are pursuing to finally succeed. If the
necessary conditions were in place, say, a year ago, that might still be ok – YouTube happened to nail
their product out of the gate, but if they hadn’t a company started later might have succeeded in their
place.

Often the necessary conditions are only beginning to emerge and knowing when they will do so
sufficiently is very hard to predict. We all know the internet will become fully social, personalized,
mobile, location-based, interactive, etc. and lots of new, successful startups will be built as a result.
What is very hard to know is when these things will happen at scale.

One way to mitigate timing risk is to manage your cash accordingly. If you are trying to ride existing
trends you should ramp up aggressively. If you are betting on emerging trends it is better to keep your
burn low and runway long. This takes discipline and patience but is also the way you hit it really big.
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The interoperability of social networks
(2010-11-10)

Google recently added a caustic warning message when users attempt to export their Google Contacts
to Facebook:

Hold on a second. Are you super sure you want to import your contact information for your friends
into a service that won’t let you get it out?

Facebook allows users to download their personal information (photos, profile info, etc) but has been
fiercely protective of the social graph (you can’t download friends, etc). The downloaded data arrives
in a .zip file – hardly a serious attempt to interoperate using modern APIs (update: Facebook employee
corrects me/clarifies in comments here). In contrast, Google has taken an aggressively open posture
with respect to the social graph, calling Facebook’s policy “data protectionism.”
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The economic logic behind these positions is a straightforward application of Metcalf’s
law, which states that the value of a network is the square of the number of nodes in the network*. A
corollary to Metcalf’s law is that when two networks connect or interoperate the smaller network
benefits more than the larger network does. If network A has 10 users then according to Metcalf’s law
its “value” is 100 (10*10).

If network B has 20 users than it’s value is 400 (20*20). If they

interoperate, network A gains 400 in value but network B only gains 100 in value. Interoperating is
generally good for end users, but assuming the two networks are directly competitive – one’s gain is
the other’s loss – the larger network loses.

A similar network interoperability battle happened last decade among Instant Messaging networks.
AIM was the dominant network for many years and refused to interoperate with other networks.
Google Chat adopted open standards (Jabber) and MSN and Yahoo were much more open to
interoperating. Eventually this battle ended in a whimper — AIM never generated much revenue, and
capitulated to aggregators and openness. (Capitulating was probably a big mistake – they had the
opportunity to be as financially successful as Skype or Tencent).

Google might very well genuinely believe in openness. But it is also strategically wise for them to be
open in layers that are not strategic (mobile OS, social graph, Google docs) while remaining closed in
layers that are strategic (search ranking algorithm, virtually all of their advertising services).
When Google releases their long-awaited new social network, Google Me, expect an emphasis on
openness. This could create a rich ecosystem around their social platform that could put pressure on
Facebook to interoperate. True interoperability would be great for startups, innovation, and – most
importantly – end users.
* Metcalf’s law assumes that every node is connected to every node and each connection is equally
valuable. Real world networks are normally not like this. In particular, social networks are much more
clustered and therefore have somewhere between linear and exponential utility growth with each
additional user.
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The “thin edge of the wedge” strategy
(2010-12-26)

Establishing relationships with new users is the hardest part of growing a startup. For consumer
products establishing relationships can mean many things: installs, registrations, purchases, or even
just getting users to think of your website as a place to go for certain purposes. For B2B products,
establishing relationships means getting internal users or testers and eventually contracts and
payments. For business development partners – for example API/widget partners – establishing
relationships usually means getting functionality embedded in partners’ products (e.g. a widget on
their website).
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One common strategy for establishing this initial relationship is what is sometimes known as the “thin
edge of the wedge” strategy (aka the “tip of the spear” strategy). This strategy is analogous to
the bowling pin strategy: both are about attacking a smaller problem first and then expanding out. The
difference is that the wedge strategy is about product tactics while the bowling pin strategy is about
marketing tactics.

Sometimes the wedge can be a simple feature that existing companies overlooked or saw as
inconsequential. The ability to share photos on social networks was (strangely) missing from the
default iPhone camera app (and sharing was missing from many third-party camera apps like
Hipstimatic that have popular features like lo-fi camera filters), so Instagram and Picplz filled the
void. Presumably, these startups are going to try to use mobile photo sharing as the wedge into larger
products (perhaps full-fledged social networks?).
Sometimes the wedge is a “single player mode” – a famous example is early adopters who used
Delicious to store browser bookmarks in the cloud and then only later – once the user base hit critical
mass – used its social bookmarking features. Other times the wedge lies on one side of a two-sided
market, in which case the wedge strategy could be thought of as a variant of the “ladies night” strategy.
I’m told that OpenTable initially used the wedge strategy by providing restaurants with terminals that
acted like simple, single-player CRM systems. Once they acquired a critical mass of restaurants in key
cities (judiciously chosen using the bowling pin strategy), opentable.com had sufficient inventory to
become useful as a one-stop shop for consumers.

Critics sometimes confuse wedge features with final products. For example, some argue that mobile
photo sharing is “just a feature,” or that game mechanics on geo apps like Foursquare are just faddish
“toys.” Some go so far as to argue that the tech startup world as a whole is going through a phase of
just building “dinky” features and companies. Perhaps some startups have no plan and really are just
building features, likely with the hope of flipping themselves to larger companies. Good startups,
however, think about the whole wedge from the start. They build an initial user base with simple
features and then quickly iterate to create products that are enduringly useful, thereby creating
companies that have stand-alone, defensible value.
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Predicting the future of the Internet is easy: anything it hasn’t yet dramatically transformed, it
will.
(2011-01-12)
People love to focus on horse races: NYC vs Silcon Valley, Facebook vs Twitter, IPO markets vs
private exchanges, the valuation of some startup vs some other startup. Like a lot of people in the tech
industry, I’ve gotten inquiries recently on the meaning of Facebook’s “private” IPO with Goldman

236 | P a g e

Jump In.
Sachs, whether VC valuations are indicative of a bubble, whether such-and-such startup is overvalued,
and so on.

These questions are all footnotes that will be forgotten in a few years. The Internet has gone through
fits and starts – in particular the dot com crash of 2000 disillusioned many – but every year we see it
transform industries that previously sauntered along blissfully denying its existence. Already
transformed: music, news, advertising, telecom. Being transformed: finance, commerce, TV & movies,
real estate, politics & government. Soon to be transformed (among many others): healthcare,
education, energy.

The modern economy runs primarily on information, and the Internet is by orders of magnitude the
greatest information mechanism ever invented. In a few years, we’ll look back in amazement that in
2011 we still used brokers to help us find houses, that doctors kept records scribbled on notepads, that
government information was carefully spoon-fed to a compliant press corps, and that scarcity of
information and tools was a primary inhibitor to education.

Thus far the US has led Internet innovation. There are things the US can do to keep this lead, including:
1) exporting the entrepreneurial ethos of Silicon Valley to the rest of the country (including places like
my home city, New York), 2) allowing talented people to go where their skills are most needed (e.g.
by changing US immigration policies), 3) convincing the upcoming generation to innovate in sectors
that have a direct impact on the quality of peoples’ lives (Internet, healthcare, energy, education)
instead of wasting time on sectors that were historically prestigious (e.g. finance and law) but add little
to negative economic and societal value.
Predicting the future of the Internet is easy: anything it hasn’t yet dramatically transformed, it
will. People, companies, investors and even countries can’t stop this transformation. The only choice
you have is whether you join the side of innovation and progress or you don’t.
•

Tech Predictions
Selling pickaxes during a gold rush
(2011-02-05)
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There is a saying in the startup world that “you can mine for gold or you can sell pickaxes.” This is of
course an allusion to the California Gold Rush where some of the most successful business people
such as Levi Strauss and Samuel Brannan didn’t mine for gold themselves but instead sold supplies to
miners – wheelbarrows, tents, jeans, pickaxes etc. Mining for gold was the more glamorous path but
actually turned out, in aggregate, to be a worse return on capital and labor than selling supplies.
When a major new technology trend emerges – say, the rise of online video or social media –
entrepreneurs can try to capitalize on the trend by creating a consumer product (mining for gold), or
by creating tools to enable consumer products (selling pickaxes). For most technology trends, the
number of successful companies created in gold mining and pickaxes are comparable, yet the gold
mining businesses tend to get much more attention. In online video, YouTube is often thought of as
the big winner; however, to date, more money has been made by online video by infrastructure
suppliers like Akamai. Y-combinator is known for their high-profile B2C startups but their biggest
exits to date have been in infrastructure (most recently Heroku which rode the popularity of Ruby on
Rails to a >$200M exit)*.

When you start a company, the most important consideration should be working on a product you love
(a startup can be a 5+ year endeavor so if you don’t love it you probably won’t be able to endure the
ups and downs). A secondary consideration should be matching the skills of the founders to the
market. Tools companies tend to require stronger technical and sales skills, whereas B2C companies
tend to be more about predicting consumer tastes and marketing skills. A final consideration should
be the supply-and-demand of startups in the space. Because B2C companies tend to be “sexier” and
get more press coverage, many entrepreneurs are drawn to them. This tends to lead to greater
competition even though the market opportunities might not justify it.

There are many exciting technology opportunities emerging today: some are horizontal like mobile,
location, and local; others are vertical like fashion, art, real estate, education, finance and energy. If
you are an entrepreneur thinking about starting a company around these trends, consider selling
pickaxes.

* Note that there are many great B2C YC companies, so the list of exits will no doubt change and
probably skew more towards B2C over time.
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The importance of predictability for platform developers
(2011-02-21)

A platform is a technology or product upon which many other technologies or products are built. Some
platforms are controlled by a single corporation: e.g. Windows, iOS, and Facebook. Some are
controlled by standards committees or groups of companies: e.g. the web (html/http), RSS, and email
(smtp).

Platforms succeed when they are 1) financially sustainable, and 2) have a sufficient number of
developers that are financially sustainable. Fostering a successful developer community means
convincing developers (and, possibly, investors in developers) that the platform is a worthwhile
investment of time and money.

Developers who create applications for platforms take on all the usual risks related to launching a new
product, but in addition take on platform-specific risks, namely:

1. Platform decline: the platform will decline or go away entirely.
2. Subsumption risk: the platform will subsume the functionality of the developer’s
application.

The most successful platforms try to mitigate these risks for developers (not just the appearance of
these risks). One way to mitigate platform decline risk is to launch the platform after the platform’s
core product is already successful, as Facebook did with its app platform and Apple did with its iOS
platform. Platforms that are not yet launched or established can use other methods to reassure
developers; for example, when Microsoft launched the first Xbox they very publicly announced they
would invest $1B in the platform.
To mitigate subsumption risk, the platform should give developers predictability around the platform’s
feature roadmap. Platforms can do this explicitly by divulging their product roadmap but more often
do it implicitly by demonstrating predictable patterns of feature development. Developers and
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investors are willing to invest in the iOS platform because – although Apple will take 30% of the
revenue – it is highly unlikely that Apple will, say, create games to compete with Angry Birds or news
to compete with The New York Times. Similarly, Facebook has thus far stuck to “utility” features and
not competed with game makers, dating apps, etc.
Platforms that are controlled by for-profit businesses that don’t yet have established business models
have special challenges. These companies are usually in highly experimental modes and therefore
probably themselves don’t know their future core features. The best they can do to mitigate developers’
risks are 1) provide as much guidance as possible on future features, and 2) when developer
subsumption is necessary, do so in a way that keeps the developer ecosystem financially healthy – for
example, by acquiring the subsumed products.

The least risky platforms to develop on are successful open platforms like the web, email, and Linux.
These platforms tend to change slowly and have very public development roadmaps. In the rare case
where a technology is subsumed by an open platform, it is usually apparent far in advance. For
example, Adobe Flash might be subsumed by the canvas element in HTML5, but Adobe had years to
see HTML5 approaching and adjust its strategy accordingly. The predictability of open platforms is
the main reason that vast amounts of wealth have been created on top of them and investment around
them continues unabated.
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SEO is no longer a viable marketing strategy for startups
(2011-03-05)
Many of the today’s most successful informational sites such as Yelp, Wikipedia and TripAdvisor
relied heavily on SEO for their initial growth. Their marketing strategy (whether deliberate or not) was
roughly: 1) build a community of contributors that created high-quality content, 2) become the
definitive place to link to for the topics they covered, 3) rank highly in organic search results. This led
to a virtuous cycle where SEO drew more users, leading to more contributors and more inbound links,
leading to more SEO, and so on. From roughly 2001-2008, SEO was the most effective marketing
channel for high-quality informational sites.

I talk to lots of startups and almost none that I know of post-2008 have gained significant traction
through SEO (the rare exceptions tend to be focused on content areas that were previously unmonetizable). Google keeps its ranking algorithms secret, but it is widely believed that inbound links
are the preeminent ranking factor. This ends up rewarding sites that are 1) older and have built up
years of inbound links 2) willing to engage in aggressive link building, or what is known as black-hat
SEO. (It is also very likely that Google rewards sites for the simple fact that they are older. For educated
guesses on which factors matter most for SEO, see SEOMoz’s excellent search engine ranking factors
survey).
Consider, for example, the extremely lucrative category of hotel searches. Search Google for “Four
Seasons New York” and this ad-riddled TripAdvisor page ranks highly:
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(TechCrunch had a very good article on the TripAdvisor’s decline in quality).
In contrast, this cleaner and more informative page from the relatively new website Oyster ranks much
lower in Google results:

As a result, web users have a worse experience and startups are incentivized to clutter their pages with
ads and use aggressive tactics to increase their SEO when they should just be focused on creating great
user experiences.

The web economy (ecommerce + advertising) is a multi-hundred billion dollar market. Much of this
revenue comes from traffic that comes from SEO. This has led to a multibillion-dollar SEO industry.
Some of the SEO industry is “white hat,” which generally means consultants giving benign advice for
making websites search-engine friendly. But there is also a huge industry of black-hat SEO consultants
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who trade and sell links, along with companies like content farms that promote their own low-quality
content through aggressive SEO tactics.

Google seems to be doing everything it can to improve its algorithms so that the best content rises to
the top (the recent “panda” update seems to be a step forward). But there are many billions of dollars
and tens of thousands of people working to game SEO. And for now, at least, high-quality content
seems to be losing. Until that changes, startups – who generally have small teams, small budgets, and
the scruples to avoid black-hat tactics – should no longer consider SEO a viable marketing strategy.
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Founder Stories
(2011-03-24)
Erick Schonfeld from TechCrunch asked me a few months ago if I’d be on a TechCrunch video show
where we interviewed startup founders. I love startups. While other people watch sports on Sunday, I
prefer to sit around with friends and chat about what new startups have launched, how they are doing,
what product and marketing strategies are working, etc.
Erick originally called the show “Startup Sherpa.” The word “sherpa” implied that I was giving people
advice. The people we invited to the show were either my peers or people who knew far more than
me, so I felt very uncomfortable with that title. I really like to hear “war stories” (a term used in venture
capital) but calling it that would have been disrespectful to military people who fight actual wars versus
the inconsequential battles we have amongst startups and investors. So we chose “Founder Stories”
instead.
I don’t get paid by TechCrunch and they don’t have a fancy editing budget so what you see is
effectively live. I probably make an ass out of myself a lot. I actually haven’t brought myself to watch
most of the episodes because I can’t stand all my verbal tics like saying “etc” and “you know.” The
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saving grace of the show is the incredible people we get to come on to share their stories. I think they
participate mostly because it’s TechCrunch – the premier tech blog – and also because they know I
love startups. I want to try to learn from the founders’ early experiences rather than ask questions about
“hot topics” or “gotchas.” I like to think of “Founder Stories” as a show that I would have wanted to
watch when I was a first-time entrepreneur. That’s how I explain the show to potential guests and also
how I think about it when Erick and I come up with questions.
The show is available as a free podcast on iTunes here. It’s also on TechCrunch here.
I’ve never talked to Mike Arrington about this but I’d like to thank him for making long form and
respectful content available to entrepreneurs and investors. Erick has also been great, along with Josh
Zelman who is the AOL/TechCrunch video producer.
I’d love to hear feedback and suggestions for how to improve the show.

•

Startup Advice
A few points about the “tech bubble” debate
(2011-03-27)

Pretty much every day now a major blog or newspaper writes an article asking whether we are
experiencing another tech bubble (e.g. see today’s NYTimes). I don’t know whether successful private
companies like Groupon, Zynga, Facebook and Twitter are over or under priced since I don’t have
access to their financials. Regarding public tech companies, it seems to me that incredibly innovative
companies like Apple and Google trading at 19 and 22 P/Es respectively is pretty reasonable.

Rather than take a side on the bubble debate, I mainly just wanted to make a few points that I think
should be kept in mind in this discussion.

1. A bubble is a decoupling of asset prices (valuations) from their underlying economic
fundamentals (which is why the graph at the top of the NYTimes article today is
meaningless). During the housing bubble of 2001-2007, smart economists noted that
housing prices were significantly higher than their fundamental value (in housing, a
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common way to measure this is price-to-rent ratio, which is analogous to price-to-earnings
in the stock market). During bubbles, investors stop valuing companies based on
fundamentals and instead invest based on the expectation that prices will continue to rise
and “greater fools” will buy the assets from them at a higher price. This process is
unsustainable, which is why bubbles eventually pop.

But when the economic

fundamentals are strong, the last buyer can always hold onto the asset and collect a return
through the asset’s cash flows, thereby preventing a pop.

2. The forces that drive the internet economy are strong and will probably only get stronger. I
argue this regarding online advertising here so won’t repeat it. Since I wrote that post we’ve
also seen a number of tech companies emerge that are generating significant revenues
through non-advertising means – “freemium” (e.g Dropbox), paid mobile apps, virtual
goods (e.g. Zynga), transaction fees (AirBnB), etc.
3. I think it’s a good thing that the speculation on large private tech companies is happening
in secondary markets where the risks are being taken by institutions or wealthy individuals.
This is in stark contrast to the dot-com bubble of the 90s where many of the people holding
the bag when bubble popped were non-rich people who bought stocks through public
markets. Obviously this could change if we have a bunch of tech IPOs.
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App store shenanigans
(2011-04-01)
I’ve downloaded and tested a few hundred iPhone and iPad apps. One thing that I’ve noticed is that
many of the top rated and ranked apps are pretty scammy. Take for example “Night Vision.”
It’s a top app in under Utilities for both paid and free iPhone apps.
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If you actually download and test the app, you’ll find it doesn’t work at all. In fact, I found it made
objects darker, not brighter. See these photos with and without the app of the exact same room in the
exact same lighting.

The app tries to get you to download other apparently scammy apps. I’m guessing this kind of “cross
selling” is how Night Vision got most of its downloads.
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Another clever trick they play is when you look at the app customer ratings on the iPhone App Store
you see that it has 4.5 stars:

But when you look on the desktop web you see the overall ratings are vastly lower and that they seem
to game the system by releasing “new versions” to reset their ratings and then probably paying people
to write positive reviews:
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Companies like TapJoy let you pay to get in the Top 25, and then once you are there you can get
“organic” downloads by being on the toplists.

Another platform, another way to game it.
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Google’s social strategy
(2011-04-10)

It is widely believed that Facebook presents a significant competitive threat to Google. Google itself
seems to believe this – Larry Page recently said that all employees would have their bonuses tied to
the success of Google’s social strategy.

Why does Facebook present a threat to Google? A few reasons:
- The utility of Google’s core product – web search – depends on the web remaining fragmented and
crawlable. Facebook has become the primary place web users spend their time and create content, and
is mostly closed to Google’s crawlers.

- Facebook controls a large percentage of ad impressions and will likely launch an off-Facebook.com
display ad network to compete directly with Google’s display ad business (built from its
$3.1B acquisition DoubleClick). It is generally thought that display ads will become a larger portion
of online advertising spend (versus direct response text link ads) as more brand advertising moves
online.
- There are many other “wildcard” risks – e.g. Facebook competing with Google (and Apple, Paypal
etc) in payments, Facebook gaining power on mobile (threatening Android), and the possibility of a
greater share of internet intent harvesting happening on Facebook through not-yet-released features
like a search and/or shopping engine.

When going after Facebook, Google has at least three key strategic choices to make:

Strategic choice #1: Should Google try to make social networking commoditized or new profit center?
(For more about what I mean by this, please see this post on Google’s overall strategy and these posts
on “commoditizing the complement” here, here and here).
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The advantage of creating a new social networking profit center is obvious: if you win, you make lots
of money. The advantage of commoditizing social networking is that although you forgo the potential
direct profits, you open up a wider range of pricing and product options. For example:
- When you try to commoditize a product, you can offer a product for free that other companies charge
for. This is what Google did with Android vs iOS and Google Apps vs Microsoft Office. Of course,
making social networking free to users won’t work since Facebook doesn’t directly charge users (I say
“directly” because they make money off advertising & payment commissions, among other ways).
However reducing the cost to zero for 3rd-party developers like Zynga who have to pay Facebook
large commissions would entice them toward a Google platform (note that, not coincidentally,
Google invested $100M in Zynga).
- Interoperate / embrace open standards – Normals don’t care whether a product uses open standards,
but by interoperating with other social networks, messaging systems, check-in services, etc., Google
could encourage 3rd-party developers to build on their platform. If Google chose, say, RSS for their
messaging system, it would already work with tens of thousands of existing tools and websites and
would be readily embraced by hackers in the open source community. The web itself (http/html) and
email (smtp) are famous examples where the choice to open them unleashed huge waves of innovation
and (eventually) killed off closed competitors like AOL.

Strategic choice #2: How should Google tie its new social products into its existing products?

Besides a mountain of cash ($30B net, generating $10B more per year), Google has many existing
assets on top of which to build. Google Buzz tried to build off of the “implicit social network” of Gmail
contacts, which hasn’t seemed to work so far and raised privacy concerns.
Google’s recent mini-launch of its “+1″ button seems to be good use of the strategy known as
“anchoring”. Google is apparently trying to create a federated network where websites embed +1
buttons the way they embed Facebook’s Like button except the +1 button would be a signal into
Google’s organic ranking algorithm (as an aside, this is where Gmail becomes useful as having
millions of logged in users makes spamming +1 buttons much harder). Websites care a lot about their
Google organic search rankings (which is why, for example, helping websites improve their rankings
is multibillion-dollar industry). A button that improved search rankings would likely get prominent
placement by many websites. Making +1 appealing to users is another story. The user value is much
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clearer for the Facebook Like and Twitter Tweet buttons – you send the link to your friends/followers.
Providing value to users in addition to websites is a good reason for Google to acquire Twitter
(something I think is inevitable if Google is serious about social – see below).
Finally, Android and YouTube are intriguing potential anchors for a social strategy. I’ll leave it to
smarter people to figure out exactly how, but products with such large footprints always present
interesting tie-in opportunities.

Strategic Choice #3: Should Google buy or build?
Historically, it is very rare to see tech companies adjust their “DNA” from within. Google’s best new
lines of business over the past few years came through the acquisitions of YouTube and Android.
Moreover, these acquisition were unusual in that they were left as semi-independent business units.
Facebook’s hold on social is incredibly strong – besides the super-strong network effects of its social
graph, Facebook has made itself core infrastructure (e.g. Facebook Connect) throughout the web. If
Google really wants to catch up, they’ll need to go back to the strategy they succeeded with in the past
of acquiring relevant companies and letting them run as separate business units.
* Disclosure: I’m an investor in a bunch of startups, so you could reasonably argue I’m highly biased
here.
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Showing up
(2011-04-12)
Mark Twain famously quipped that “80 percent of life is showing up.” Running a startup, I’d say it’s
more like 90 percent. For example, I frequently hear from founders how it’s hard to recruit
programmers. It is indeed hard. But great programmers are out there, and can be found in places where
other people simply aren’t showing up.

Back in 2005 when I was starting SiteAdvisor with Tom Pinckney (one of my cofounders at my last
two startups and non-graduate of high school) we were trying to recruit great programmers. At the
time, startups were certainly not the hot thing, especially on the East Coast. We were based in Boston
so decided to spend time at MIT where we figured there must be smart programmers. We went to
places like the Media Lab and basically just sat ourselves down at lunch counters and awkwardly
introduced ourselves: “Hi, my name is Chris Dixon and this is Tom Pinckney and we are starting a
company and would love to talk to you about it.” Most students ignored us or thought we were
annoying. I remember one student staring at us quizzically saying “startups still exist?” Most of our
trips were fruitless. At one point after a failed trip we were on the Redline back to our office in
downtown Boston and joked, depressingly, that we felt so out of place that people looked at us like
time travelers from the dot-com bubble.

Our first breakthough came after a series of trips when a particularly talented programmer/designer
named Hugo Liu re-approached us and said something like “hey, actually I thought about it and your
idea doesn’t suck.” Then his friend David Gatenby talked to about joining us. We eventually recruited
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Hugo and David along with a brilliant undergraduate Matt Gattis. We had finally broken through. Matt
and Hugo now work with us at Hunch along with some of their friends from MIT they brought along.

People who say recruiting is easy are probably recruiting bad people. People who say recruiting is hard
are right. People who say it is impossible just aren’t showing up enough.
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Apple and the TV industry
(2011-04-17)

The TV industry is a major segment of the consumer electronics industry and Apple is the leading
consumer electronics company in the world. Thus far Apple has entered the TV market with a standalone device, Apple TV. There has been speculation about whether Apple might enter the TV market
by creating an actual TV. The most convincing objections to that idea cite the unfavorable industry
structure: the power of the cable operators, the low margins on TVs, the infrequency of people buying
new TVs, etc.

I thought it would be interesting to go back and look at the reasoning analysts used to predict the failure
of the iPhone before its launch in 2007. Some predicted it would fail because the other handset makers
would successfully compete with Apple:

The iPod also conquered the problem of small screens and cheesy navigation. With its newfound
popularity, the company was also able to get music publishers to agree to its terms. Unfortunately for
Apple, problems like that don’t exist in the handset business. Cell phones aren’t clunky, inadequate
devices. Instead, they are pretty good. Really good. Why do you think they call it a Crackberry?
Because the lumpy design and confusing interface of the device is causing people to break into cars?
No, it’s because people are addicted to it. Samsung has scoured the world’s design schools and hired
artists on three continents to keep its phones looking good. Motorola has revived its fortunes with
design. KDDI, a Japanese carrier, has a design showcase in the teen shopping area of Tokyo just to
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be close to trends. And Sharp doesn’t skimp when it comes to putting LCD TVs on its phones. Apple,
in other words, won’t be competing against rather doltish, unstylish companies like the old Compaq.
The handset companies move pretty quick and put out new models every few weeks. [emphasis added]
Other analysts predicted Apple’s phone was doomed because of the mobile phone industry structure –
mobile operators commanded so much power via subsidies, retail distribution etc:

Apple will launch a mobile phone in January, and it will become available during 2007. It will be a
lovely bit of kit, a pleasure to behold, and its limited functionality will be easy to access and use. The
Apple phone will be exclusive to one of the major networks in each territory and some customers will
switch networks just to get it, but not as many as had been hoped. As customers start to realise that
the competition offers better functionality at a lower price, by negotiating a better subsidy, sales will
stagnate. After a year a new version will be launched, but it will lack the innovation of the first and
quickly vanish. The only question remaining is if, when the iPod phone fails, it will take the iPod with
it. [emphasis added]

I am not citing these analysts to mock them. Hindsight is 20/20 and it was quite reasonable at the time
to assume that a new phone from Apple would confront the same issues that new phones from other
companies confronted. What Apple ended up doing, however, was creating a phone that was so
incredibly desirable to consumers that it completely restructured the industry, causing a massive shift
of power away from the carriers.

Regarding the TV industry, here is what Steve Jobs said last year at AllThingsD:

Q: Is it time to throw out the interface for TV? Does television need a new human interface.

A: The problem with innovation in the TV industry is the go-to-market strategy. The TV industry has
a subsidized model that gives everyone a set top box for free. So no one wants to buy a box. Ask TiVo,
ask Roku, ask us… ask Google in a few months. The television industry fundamentally has a subsidized
business model that gives everyone a set-top box, and that pretty much undermines innovation in the
sector. The only way this is going to change is if you start from scratch, tear up the box, redesign and
get it to the consumer in a way that they want to buy it. But right now, there’s no way to do that….The
TV is going to lose until there’s a viable go-to-market strategy. That’s the fundamental problem with
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the industry. It’s not a problem with the technology, it’s a problem with the go-to-market
strategy….I’m sure smarter people than us will figure this out, but that’s why we say Apple TV is a
hobby.
So Jobs doesn’t believe an “additional box” is a viable strategy for seriously entering the TV industry.
This leaves three places to enter: 1) integrating into set top boxes, 2) integrating into other TVs, or 3)
Apple creating its own TV. Regarding #1, the last thing the cable operators want is for internetdelivered programming that bypasses their cable channels to become widespread – they see that as the
fast track to become a dumb pipe. Re #2: This just seems very unlike Apple – the most vertically
integrated company in tech, and famous for wanting to control every aspect of the product and user
experience.
Re #3, let’s imagine Apple develops a TV that is as groundbreaking as the iPhone was. The biggest
problem “smart TVs” have today is that they need clunky IR transmitters to control set top boxes
because the cable operators won’t willingly interoperate. So a new Apple TV would have to drum up
such incredible consumer demand that the operators would feel compelled to support it. This does
indeed seem harder in the TV than in the mobile industry. At least in the US you had 4 nationwide
mobile operators at the time of the iPhone launch. In TV, consumers normally have at most two real
choices for traditional cable programming – cable and satellite – and two real choices for two-way
internet – cable and DSL/FIOS.
Perhaps Apple won’t enter the market due to its structure. But that didn’t stop them in mobile phones
where the structure was similarly difficult. The mistake analysts made about the iPhone was to assume
the current industry structure would be sustained after Apple’s entry. I’d be wary of making the same
assumption about the TV industry.
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Financing risk
(2011-04-20)

Startups that raise seed funding face the risk of not being able to raise additional money. This is what
is sometimes known as “financing risk.”

If you are a company that just raising seed funding, financing risk should be top of mind. Here are
some tips for mitigating it:

- Start by thinking about the next round of financing and work backwards. What milestones do you
have to hit to get VC funded at an upround? If you are a consumer internet company, the milestone
probably involves getting a certain number of users. If you are building hardcore tech, it probably
means building a working prototype. Basically you want to take the main risks that exist at the seed
stage and eliminate as many as you can. A good way to discover what milestones you need to hit is to
talk to as many VCs as possible. Experienced seed investors can also advise you on this.
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- Raise enough seed money. How much money will it take to hit those milestones? A good rule of
thumb is 18 months – 3 months to get going, 12 months to execute, 3 more months to raise VC. But
it really depends on the specifics of the milestones, your operational plan, etc. which is why you need
to figure those out first.

- Preserve cash. Pay only subsistance wages but be generous with equity for great people (this also
provides a screen for hiring people with the right startup mindset). Keep legal fees low (try to keep
incorporation and financing costs to $10K or lower – this is one reason I prefer convertible notes). Act
like a scrappy startup.

A rule of thumb is a successful Series A is one that is led by quality VCs with a pre-money at least 2x
the post-money of the seed round.

•
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Inferring intent on mobile devices
(2011-04-24)

[Google CEO Eric] Schmidt said that while the Google Instant predictive search technology helps
shave an average of 2 seconds off users’ queries, the next step is “autonomous search.” This means
Google will conduct searches for users without them having to manually conduct searches. As an
example, Schmidt said he could be walking down the streets of San Francisco and receive information
about the places around him on his mobile phone without having to click any buttons. “Think of it as
a serendipity engine,” Schmidt said. “Think of it as a new way of thinking about traditional text
search where you don’t even have to type.” - eWeek

When users type phrases into Google, they are searching, but also expressing intent. To create the
“serendipity engine” that Eric Schmidt envisions would require a system that infers users’ intentions.
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Here are some of the input signals a mobile device could use to infer intent.

Context
Location: It is helpful to break location down into layers, from the most concrete to the most abstract:
1. lat / long – raw GPS coordinates
2. venue – mapping of lat / long coordinates to a venue.
3. venue relationship to user – is the user at home, at a friend’s house, at work, in her home
city etc.
4. user movement – locations the user has visited recently.
5. inferred user activity – if the user is at work during a weekday, she is more likely in the
midst of work. If she is walking around a shopping district on a Sunday away from her
home city, she is more likely to want to buy something. If she is outside, close to home, and
going to multiple locations, she is more likely to be running erands.
Weather: during inclement weather user is less likely to want to move far and more likely to prefer
indoor activities.
Time of day & date: around mealtimes the user is more likely to be considering what to eat. On
weekends the user is more likely to be doing non-work activities. Outside at night, the user is more
likely to be looking for bar/club/movie etc. Time of days also lets you know what venues are open &
closed.

News events near the user: they are at the pro sporting event, an accident happened nearby, etc.

Things around the user: knowing not just venues, but activities (soccer game), inventories (Madden
2011 is in stock at BestBuy across the street), events (concert you might like is nearby), etc.

These are just a few of the contextual signals that could be included as input signals.

Taste
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The more you know about users’ tastes, the better you can infer their intent. It is silly to suggest a great
Sushi restaurant to someone who dislikes Sushi. At Hunch we model taste with a giant matrix. One
axis is every known user (the system is agnostic about which ID system – it could be Facebook,
Twitter, a mobile device, etc), the other axis is things, defined very broadly: product, person, place,
activity, tag etc. In the cells of the matrix are either the known or predicted affinity between the person
and thing. (Hunch’s matrix currently has about 500M people, 700M items, and 50B known affinity
points).

Past expressed intent
- App actions: e.g. user just opened Yelp, so is probably looking for a place to go.
- Past search actions: user’s recent (desktop & mobile) web searches could be indications of later intent.
- Past “saved for later” actions: user explicitly saved something for later e.g. using Foursquare’s “to
do” functionality.

Behavior of other people
- Friends: The fact that a user’s friends are all gathered nearby might make her want to join them.

- Tastemates: That someone with similar tastes just performed some actions suggests the user is more
likely to want to perform the same actions.
- Crowds: The user might prefer to go toward or avoid crowds, depending on mood and taste.

How should an algorithm weight all these signals? It is difficult to imagine this being done effectively
anyway except empirically through a feedback loop. So the system suggests some intent, the user gives
feedback, and then the system learns by adjusting signal weightings and gets smarter. With a machine
learning system like this it is usually impossible to get to 100% accuracy, so the system would need a
“fault tolerant” UI. For example, pushing suggestions through modal dialogs could get very annoying
without 100% accuracy, whereas making suggestions when the user opens an application or through
subtle push alerts could be non-annoying and useful.

•
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There are two kinds of people in the world
(2011-04-26)
You’ve either started a company or you haven’t. ”Started” doesn’t mean joining as an early employee,
or investing or advising or helping out. It means starting with no money, no help, no one who believes
in you (except perhaps your closest friends and family), and building an organization from a borrowed
cubicle with credit card debt and nowhere to sleep except the office. It almost invariably means being
dismissed by arrogant investors who show up a half hour late, totally unprepared and then instead of
saying “no” give you non-committal rejections like “we invest at later stage companies.” It means
looking prospective employees in the eyes and convincing them to leave safe jobs, quit everything and
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throw their lot in with you. It means having pundits in the press and blogs who’ve never built anything
criticize you and armchair quarterback your every mistake. It means lying awake at night worrying
about running out of cash and having a constant knot in your stomach during the day fearing you’ll
disappoint the few people who believed in you and validate your smug doubters.
I don’t care if you succeed or fail, if you are Bill Gates or an unknown entrepreneur who gave
everything to make it work but didn’t manage to pull through. The important distinction is whether
you risked everything, put your life on the line, made commitments to investors, employees, customers
and friends, and tried – against all the forces in the world that try to keep new ideas down – to make
something new.

•

Startup Advice

Best practices for raising a VC round
(2011-05-04)

Having raised a number of VC rounds personally and observed many more as an investor or friend,
I’ve come to think there are a set of dominant best practices that entrepreneurs should follow.
1. Valuation: Come up with what minimum valuation you’d be happy with but never share that
number with any investor. If the number is too low, you’ve set a low ceiling. If your number is
too high, you scare people off. Just like on eBay, you only get to your desired price by starting
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lower and getting a competitive process going. When people ask about price, simply tell them your
last round post-money valuation and talk about the progress you’ve made since then.

2. Never tell VCs the names of other VCs that are interested. Reasons: 1) if you are overplaying your
hand that could send a negative signal. Most VCs know each other and talk all the time. 2) it is
possible they’ll get together and offer a two-handed deal in which case you have less competition.

3. I think the optimal number of VCs to talk to seriously is about 5. That is usually enough to get a
sense of market but not so much that you get overwhelmed. You should pick these VCs carefully
– this is where trusted, experienced advisors are critical.
4. If there is a VC you really like, have a “buy it now price” and if they hit that valuation (and other
terms are clean) do the deal. Otherwise, say you’d like to “run a process” and include them in it.

5. Try to set timelines that are definite enough that investors feel some pressure to move but not so
definite that you look dumb if you don’t have a term sheet by then. (Investors have an incentive
to wait – “to flip another card over” as they say – whereas entrepreneurs want to get the financing
over with asap). Depending on where you are in the process, say things like “we’d like to wrap this
up in the next few weeks.”
6. Once you start pitching, the clock starts ticking on your deal looking “tired.” I’d say from your
first VC meeting you have about a month before this risk kicks in. You could have a great company
but if investors get a sense that other investors have passed, they assume something is wrong with
your company and/or they can wait around and invest later at their leisure.

7. The earlier stage your company is the more you should weight quality of investors vs
valuation. For a Series A, you are truly partnering with the VCs. You should consider taking a
lower valuation from a top tier firm over a non top tier firm (but probably any discount over 20%
is too much). If you are doing a post-profitable “momentum round” I’d just optimize for valuation
and deal terms.
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8. Term sheets: talk about terms in detail over the phone. Only accept a term sheet once you have
decided that if it matches what was described you are prepared to sign it. After sending a term
sheet VCs get worried you’ll shop it and usually want it signed in 24 hours.

9. Get to know the VCs. Talk to their other portfolio companies, read their blogs, call references,
etc. You will be in business with this person for (hopefully) a long time.
10. Timing. While it’s ideal to raise money once you hit the milestones you set out initially, you also
need to be opportunistic. Right now, for example, seems to be a really good time to raise a VC
round. You could make a ton of progress over the next 6 months but the market could tank and
end up in a worse place than you would be today.
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Options
(2011-05-12)
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The financial term “derivative“ refers to a security whose value is a function of another security such
as a stock or bond. The most common types of derivatives are futures – the obligation to buy a security
at a future date at pre-agreed upon price – and options – the right to buy something at a future date at
pre-agreed upon price.
In theory, the primary societal purpose of derivates is for businesses to hedge against “exogenous”
risks. For example. Southwest Airlines is famously prudent about buying futures on oil to mitigate the
effect of fluctuating oil prices on their core business.

In practice, most derivatives are bought and sold by speculators. One of the first speculators was a
philosopher names Thales, who Aristotle described in his book _Politics (_Book 1, Part XI):

There is the anecdote of Thales the Milesian and his financial device, which involves a principle of
universal application, but is attributed to him on account of his reputation for wisdom. He was
reproached for his poverty, which was supposed to show that philosophy was of no use. According to
the story, he knew by his skill in the stars while it was yet winter that there would be a great harvest
of olives in the coming year; so, having a little money, he gave deposits for the use of all the olivepresses in Chios and Miletus, which he hired at a low price because no one bid against him. When the
harvest-time came, and many were wanted all at once and of a sudden, he let them out at any rate
which he pleased, and made a quantity of money. Thus he showed the world that philosophers can
easily be rich if they like, but that their ambition is of another sort.

Valuing options was a mystery until 1973 when the Black-Scholes model was invented. The main
practical outcome of this model was the idea that the value of an option was determined mostly by the
volatility of the underlying security.

One way to understand the important of volatility is to think of options as the opposite of insurance
policies. Suppose you are selling insurance on houses in one region that is prone to catastropic events
and another that isn’t. Rational insurers would price insurance policies higher in the catastrophe-prone
areas.
Startups are inherently very volatile – their price can increase or decrease dramatically in short periods
of time. Having an option on a startup is the economic opposite of selling insurance in a catastropheprone area.
266 | P a g e

Jump In.

The US tax system has some rules related to startup options. The first rule is that there is a special
class of options called ISO options that can be granted to employees. ISO options are tax exempt until
the options are exercised, which allows employees to receive them and not be liable for taxes until
they actually realize cash gains. This rule only applies if the options are assigned a strike price equal
to or greater than the “fair market value” of the company’s common shares. The fair market value is
normally assessed by an outside valuation firm (a so-called 409A valuation) and usually ends up being
significantly lower than the last round VC valuation (a rule of thumb for early-stage companies is the
strike price will be approximately 20% of the last VC valuation).

When you are granted options in a startup there are a couple of important things to keep in mind:
1. You should know your percentage ownership of the company’s “fully diluted” outstanding
shares (number of shares of the company including the option pool).

2. You should understand that if you leave the company, you normally have 90 days to
“exercise” the options (purchase the shares you have the right to buy) before you forfeit
your options. Normally the company has no obligation to inform you of this possible
forfeiture, and in fact the standard practice is to hope the employee forgets and loses the
options.
3. You should know the “preferences” on the company. The preferences normally equals the
amount of money raised. If the company sells for near or less than that number the common
shareholders, and hence the employees (who own options on common shares), will receive
little or no money.
The strike price of the options is somewhat important but, if you study options theory, not nearly as
important as the volatility of the underlying stock. Financially, what matters most is having a
reasonable percentage of options in a company with lots of volatility (and hopefully a stock price that
has an upward slope).
•
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Accurate contrarian theories
(2011-05-16)

When Google released its search engine in 1998, its search results were significantly better than its
competitors’. Many people attribute Google’s success to this breakthrough technology. But there was
another key reason: a stubborn refusal to accept the orthodox view at the time that “stickiness” was
crucial to a website’s success. Here’s what happened when they tried to sell their technology to Excite
(a leading portal/search engine in the late 90s):

[Google] was too good. If Excite were to host a search engine that instantly gave people information
they sought, [Excite's CEO] explained, the users would leave the site instantly. Since his ad revenue
came from people staying on the site—“stickiness” was the most desired metric in websites at the
time—using Google’s technology would be counterproductive. “He told us he wanted Excite’s search
engine to be 80 percent as good as the other search engines,” … and we were like, “Wow, these guys
don’t know what they’re talking about.” - Steven Levy, In The Plex (p. 30)

Famed investor/entrepreneur Reid Hoffman says world-changing startups need to be premised on
“accurate contrarian theories.” In Google’s case, it was true but non-contrarian to think users would
prefer a better search engine. What was true and contrarian was to think it made business sense to get
users off their site as quickly as possible. The business model to support this contrarian theory wouldn’t
emerge until years later, and by then Google would already have become the world’s most popular
search engine.
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Notes on raising seed financing
(2011-06-09)

Last night I taught a class via Skillshare (disclosure: Founder Collective is an investor) about how to
raise a seed round. After a long day I wasn’t particularly looking forward to it, but it turned out to be
a lot of fun and I stayed well past the scheduled end time. I think it worked well because the audience
was full of people actually starting companies, and they came well prepared (they were all avid readers
of tech blogs and had seemed to have done a lot of research).
I sketched some notes for the class which I’m posting below. I’ve written ad nauseum on this blog
(see contents page) about venture financing so hadn’t planned to blog more on the topic. But since I
wrote up these notes already, here they are.
***

1. Best thing is to either never need to raise money or to raise money after you have a product, users,
or customers. Also helps a lot if you’ve started a successful business before or came from a senior
position at a successful company.
2. Assuming that’s not the case, it is very difficult to raise money, even when people (e.g. press) are
saying it’s easy and “everyone is getting funded.”
3. Fundraising is an extremely momentum-based process. Hardest part is getting “anchor”
investors. These are people or institutions who commit significant capital (>$100K) and are
respected in the tech community or in the specific industry you are going after (e.g. successful
fashion people investing in a fashion-related startup).
4. Investors like to wait (“flip another card over”) while you want to hurry. Lots of investors like to
wait until other investors they respect commit. Hence a sort of Catch-22. As Paul Graham says:
By far the biggest influence on investors’ opinions of a startup is the opinion of other investors. There
are very, very few who simply decide for themselves. Any startup founder can tell you the most common
question they hear from investors is not about the founders or the product, but “who else is investing?”
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5. Network like crazy:
•

Make sure you have good Google results (this is your first impression in tech). Have a
good bio page (on your blog, linkedin and about.me) and blog/tweet to get Google juice.

•

Get involved in your local tech community. Join meetups. Help organize events. Become
a hub in the local tech social graph.

•

Meet every entrepreneur and investor you can. Entrepreneurs tend to be more accessible
& sympathetic and can often make warm intros to investors.

•

Avoid anyone who asks you to pay for intros (even indirectly like committing to a law
firm in exchange for intros).

•

Don’t be afraid to (politely) overreach and get rejected.

6. Get smart on the industry:
•

Read TechCrunch, Business Insider, GigaOm, Techmeme, HackerNews, Fred Wilson’s
blog, Mark Suster’s blog, etc (and go back and read the archives). Follow investor/startup
people on Twitter (Sulia has some good lists to get you started here and here).

•

Research every investor and entrepreneur extensively before you meet them.
Entrepreneurs love it when you’ve used their product and give them constructive
feedback. It’s like bringing a new parent a kid’s toy. Investors like it when you are smart
about their portfolio and interests.

7. How much to raise? Enough to hit an accretive milestone plus some buffer. (more)

8. What terms should you look for? Here are ideal terms. You need to understand all these terms
and also the difference between convertible notes and equity. More generally, it’s a good idea to
spend a few days getting smart about startup-related law – this is a good book to start with.
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9. Types of capital: strategic angels (industry experts), non-strategic angels (not industry experts, not
tech investors), tech angels, seed funds, VCs.
•

VCs can be less valuation sensitive and have deep pockets but are sometimes buying
options so come with some risks (more).

•

Industry experts can be really nice complements to tech investors (especially in b2b
companies). (more)

•

Non-strategic angels (rich people with no relevant expertise) might not help as much but
might be more patient and ok with “lifestyle businesses.”

•

Tech angels and seed funds tend to be most valuation sensitive but can sometimes make
up for it by helping in later financing rounds.

10. Pitching:
•

Have a short slide deck, not a business plan. (more)

•

Pitch yourself first, idea second. (more)

•

Pitch the upside, not the mean (more)

•

Size markets using narratives, not numbers (more)

11. Cofounders: they are good if for no other reason than moral support. Find ones that complement
you. Decide on responsibilities, equity split etc early and document it. (Legal documents don’t
hurt friendships – they preserve them).

12. Incubators like YC and Techstars can be great. 99% of the people I know who participated in them
say it was worth it.
13. To investors, the sexiest word in the English language is “oversubscribed.” Sometimes it makes
tactical sense to start out raising a smaller round than you actually want end up with.
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The lodsys case
(2011-06-12)
Lodsys filed a complaint last week against a number of online retailers. Lodsys is a so-called “nonpracticing entity” – a patent holding company that doesn’t build products. They previously filed
lawsuits against Apple developers among others. I am not a lawyer but I wanted to try to understand
the case so read some of the documents. This is my best understanding of the situation.
Here is an example of Lodsys’ accusations, in this case against bestbuy.com:

best buy
The reference to ’908 is referring to patent 5,999,908, which was filed in 1997. It is an invention that
appears to allow users to give feedback to websites:
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908 abstract
Here is one example diagram from the patent about how the invention could be embodied:

Feedback

Here is the specific claim (claim 37) that bestbuy.com and other retailers are allegedly infringing:
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claim 37
As far as I can tell, the first clause says that it the claim is referring to a computer product, which in
the case of bestbuy.com seems to be their website, where the user and server can send information
back and forth. The second clause seems to say that this system includes computer code. The third
clause seems to say this system includes a database. The fourth clause seems to say there is a
information transmitted between the user, web server and database.
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Allocation investing and the social premium
(2011-06-16)
The rational way to invest in something – a startup, public company, venture capital firm, real estate
project, etc. – is to base your decision on an assessment of its fundamental value. The most common
way to do this is to try to predict the asset’s future profits. In reality, many of the largest pools of
capital in the world – pensions, endowments, and mutual funds – think in terms of “allocations.” This
means they start with a model for how to distribute their funds across a set of dimensions, including
asset

classes,

industries,

and

geographies.

This

allocation

mentality

is

based

partly

on prevalent academic theories (the “Capital Asset Pricing Model” or “CAPM”) and partly on the
success of certain famous money managers (the “Yale Model“).

Allocation investing has a number of perverse effects on financial markets. For example, in the 80s
and 90s venture capital was deemed to be a successful, independent asset class. As a result, many funds
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decided to allocate some portion of their capital to VC. These pools of capital were so large that they
caused the VC industry to grow orders of magnitude larger – many say larger than it should be. In turn,
this led to many bad venture investments that drove down returns in the industry (these problems were
further exacerbated by the fee structure of VC that encouraged funds to get large and rapidly “put
money to work”).

Another perverse effect caused by allocation investing happens in public stock markets when investors
decide to allocate a portion of their funds to specific sectors. I recently heard some money managers
saying they wanted to allocate portions of their funds to “social media”. Combining this “allocated”
demand with a constrained supply (due to the small float of many of these IPOs) can lead to prices that
are disconnected from fundamental values. In this scenario, supply will try to match demand, which
means mediocre social media companies will go public and non-social media companies will
reposition themselves as social media companies or acquire social media companies. They will be
chasing the “social premium.”

We saw this happen in the 90s with the rush of companies to reposition themselves as internet
companies. In that case, many non-professional investors ended up owning shares in crappy companies
when the music stopped. The primary difference now is that the flagship companies like LinkedIn and
Facebook have excellent fundamentals. Hopefully this time the market will be discerning and value
investing will win out over allocation investing.
•

Economics
Founder/market fit
(2011-06-19)

An extremely useful concept that has grown popular among startup founders is what eminent
entrepreneur and investor Marc Andreessen calls “product/market fit”, which he defines as “being in
a good market with a product that can satisfy that market”. Andreessen argues persuasively that
product/market fit is “the only thing that matters for a new startup” and that ”the life of any startup can
be divided into two parts: before product/market fit and after product/market fit.”

But it takes time to reach product/market fit. Founders have to choose a market long before they have
any idea whether they will reach product/market fit. In my opinion, the best predictor of whether a
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startup will achieve product/market fit is whether there is what David Lee calls “founder/market fit”.
Founder/market fit means the founders have a deep understanding of the market they are entering, and
are people who “personify their product, business and ultimately their company.”

A few points about founder/market fit:

Founder/market fit can be developed through experience: No one is born with knowledge of the
education market, online advertising, or clean energy technologies. You can learn about these markets
by building test projects, working at relevant companies, or simply doing extensive research. I have a
friend who decided to work in the magazine industry. He discovered some massive inefficiencies and
built a very successful technology company that addressed them. My Founder Collective partners Eric
Paley and Micah Rosenbloom spent many months/years becoming experts in the dental industry in
order to create a breakthrough dental technology company.

Founder/market fit is frequently overestimated: One way to have a deep understanding of your market
is to develop product ideas that solve problems you personally have. This is why Paul Graham says that
“the best way to come up with startup ideas is to ask yourself the question: what do you wish someone
would make for you?” This is generally an excellent heuristic, but can also lead you astray. It is easy
to think that because you like food you can create a better restaurant. It is an entirely different matter
to rent and build a space, market your restaurant, manage inventory, inspire your staff, and do all the
other difficult things it takes to create a successful restaurant. Similarly, just because you can imagine
a website you’d like to use, doesn’t mean you have founder/market fit with the consumer internet
market.
Founders need to be brutally honest with themselves. Good entrepreneurs are willing to make long
lists of things at which they are have no ability. I have never built a sales team. I don’t manage people
well. I have no particular knowledge of what college students today want to do on the internet. I could
go on and on about my deficiencies. But hopefully being aware of these things helps me focus on areas
where I can make a real contribution and also allows me to recruit people that complement those
deficiencies.

Most importantly, founders should realize that a startup is an endeavor that generally lasts many years.
You should fit your market not only because you understand it, but because you love it — and will
continue to love it as your product and market change over time.
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Thomas Jefferson on Patents
(2011-07-16)

If nature has made any one thing less susceptible than all others of exclusive property, it is the action
of the thinking power called an idea, which an individual may exclusively possess as long as he keeps
it to himself; but the moment it is divulged, it forces itself into the possession of every one, and the
receiver cannot dispossess himself of it. Its peculiar character, too, is that no one possesses the less,
because every other possesses the whole of it. He who receives an idea from me, receives instruction
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himself without lessening mine; as he who lights his taper at mine, receives light without darkening
me.

That ideas should freely spread from one to another over the globe, for the moral and mutual
instruction of man, and improvement of his condition, seems to have been peculiarly and benevolently
designed by nature, when she made them, like fire, expansible over all space, without lessening their
density in any point, and like the air in which we breathe, move, and have our physical being, incapable
of confinement or exclusive appropriation. Inventions then cannot, in nature, be a subject of property.

Society may give an exclusive right to the profits arising from them, as an encouragement to men to
pursue ideas which may produce utility, but this may or may not be done, according to the will and
convenience of the society, without claim or complaint from anybody. Accordingly, it is a fact, as far
as I am informed, that England was, until we copied her, the only country on earth which ever, by a
general law, gave a legal right to the exclusive use of an idea. In some other countries it is sometimes
done, in a great case, and by a special and personal act, but, generally speaking, other nations have
thought that these monopolies produce more embarrassment than advantage to society; and it may be
observed that the nations which refuse monopolies of invention, are as fruitful as England in new and
useful devices.

- Letter from Thomas Jefferson to Isaac McPherson

•

Patents

The tragedy of the anticommons
(2011-07-26)
Seems very relevant to today’s music industry, and potentially relevant to the internet/software
industry in the near future as patent lawsuits become increasingly common:
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The commons leads to overuse and destruction; the anticommons leads to underuse and waste. In the
cultural sphere, ever tighter restrictions on copyright and fair use limit artists’ abilities to sample and
build on older works of art. In biotechnology, the explosion of patenting over the past twenty-five
years—particularly efforts to patent things like gene fragments—may be retarding drug development,
by making it hard to create a new drug without licensing myriad previous patents. Even divided land
ownership can have unforeseen consequences. Wind power, for instance, could reliably supply up to
twenty per cent of America’s energy needs—but only if new transmission lines were built, allowing the
efficient movement of power from the places where it’s generated to the places where it’s consumed.
Don’t count on that happening anytime soon. Most of the land that the grid would pass through is
owned by individuals, and nobody wants power lines running through his back yard.

From The Permission Problem, James Surowiecki, The New Yorker Magazine. A very worthwhile
read.

•

Patents

The downside of accelerated investment decisions
(2011-07-28)

There has been a lot of talk about how early-stage valuations have risen dramatically over the past few
years. Financially, this is probably good for founders and bad for investors. But a side effect of this
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frothy market is that financings are occurring much faster. It is very common for investors to get
introduced to founders with the proviso that a term sheet will be signed in the next few days. As a
result, founders and investors are spending very little time getting to know each other before entering
into long-term business contracts.

This is bad news for everyone. Most significantly, founders often give up significant control to people
they won’t get along with or even might end up hating. Having bad investors might not matter if the
company executes flawlessly and the financing market stays frothy. But most companies have difficult
episodes, and the financing market will eventually return to normal. Sadly, founders with bad investors
will likely face punishing down rounds, key employees being indiscriminately fired, and elaborate
financial shenanigans engineered to dilute founders and seed investors.
“It’s only when the tide goes out that you know who’s been swimming naked.” Warren Buffet likes to
say this about investors, but it applies to founders as well. Taking on a new major investor should be
treated with the same gravitas as taking on a new cofounder. You can’t do it in less time than it takes
to really get to know someone, which is usually weeks or months. Quick financings might seem
attractive but are actually fraught with risks.

•

Raising Capital

•

Startup Advice

Pivoting into a new corporate structure
(2011-08-01)
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This hasn’t happened to me, but I keep hearing stories about situations like the following: 1) startup
raises a seed financing round while working on a preliminary idea, 2) founders later “pivot” into a new
idea that looks more promising and/or gains traction, 3) founders decide to raise a new round of
financing, 4) founders argue that the new idea is so different from the original one that it should be
part of a new company, and that the original seed investors shouldn’t own any part of it.

At Founder Collective, we think of ourselves as investing primarily in people, and only secondarily in
ideas or products. I have to admit that until I heard about these situations happening, I hadn’t even
conceived of the possibility of “pivots into new corporate structures”. In retrospect, I suppose it was
inevitable given the founder-friendly market and the rapidly evolving venture environment.
As a legal matter, assuming the founders worked on the idea on the original company’s time and/or
money, the seed investors probably have a strong claim. Founders and employees normally sign
“invention assignment” agreements that would make the new ideas and products property of the
original company (again, these aren’t situations I’m personally involved in so I am just speculating on
the specifics). The reality is that most professional seed investors aren’t going to sue founders and
will likely instead try to work out some compromise.

This is not to suggest, by the way, that founders are indentured servants to investors. It is perfectly
fine, if an idea isn’t working out, to wind down the company, return the remaining capital, and go off
and work on new ideas. If one of those new ideas shows promise, the founders are then (legally and
morally) free to form a new corporate entity and raise new financing from whomever they choose.
From news reports, it sounds like this is what the Odeo team did before they pivoted to Twitter. It’s
the conventional and, in my view, correct way to handle these situations.
Here’s what really worries me. If it becomes a norm for founders to jettison seed investors when their
company’s focus changes, seed investors who invest “primarily in people” will stop doing so. I think
that would be a real shame: we’d lose an important source of capital and a lot of innovative startups
wouldn’t get funded.
•
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•

Product Strategy

•

Seed Investing
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What the NYC startup world needs (and doesn’t need)
(2011-08-02)
Here’s what I think NYC needs to become a serious, long-term startup hub:
1. Some extremely successful startups. We need PayPals – companies that spin out boatloads
of talented entrepreneurs and “smart money” angel investors. Big successes also reinforce
the “culture of equity” that is so strong in California – the idea that owning options in a
startup is the best path to financial and career success.

2. More web product design talent. This is the scarcest talent of all (more so than engineering).
NYC has perhaps the best design community in the world, but most of the designers are
trained in non-web design fields (e.g. print design). Most of the good design schools don’t
emphasize web product design (some exceptions – e.g. my friend Zach Klein taught an
excellent class at the School of Visual Arts last semester on web product design).
NYU’s ITP stands out as a program that focuses on the intersection of design and
technology (e.g. the Foursquare team went to school there). CMU’s HCI program and
MIT’s Media Lab are also great. Other schools need similar programs.
3. More engineers. However, this doesn’t mean we need more engineering schools (although
that wouldn’t hurt). Like Silicon Valley, NYC is populated mostly by people who moved
here from other places. For the right opportunity, it isn’t hard to convince, say, recent MIT
grads to move to NYC. The problem is that NYC startups are basically unknown to students
at MIT, CMU, Penn, and even (shockingly) to engineering students at NYU and Columbia
(big props to HackNY for trying to fix this). East Coast CS students also view startups as a
much riskier path than they actually are. I say this having been at dozens of events with
East Coast students over the last year or so talking about startups. I’m constantly amazed
that most of the students simply don’t realize startups are a viable option. What we have is
primarily a marketing, not a supply, problem.
4. High-speed internet throughout all the “startup areas” of Manhattan (Flatiron, Meat
Packing, Soho etc) and Brooklyn (Williamsburg, Dumbo, etc). It’s amazing that we have
such a fundamental infrastructure problem in a city as advanced as NYC, but I can’t tell
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you how many startups I know that struggle to get working high-speed internet access that
has solid uptime.
5. More marquee tech companies opening large tech offices here. Google has something like
1500 engineers here. This adds a lot of vibrancy to the tech culture and attracts more
engineering and design talent to the city.
Some things we don’t need:

1. Government or university organized events that introduce entrepreneurs to other entrepreneurs.
There seems to be one such event each week. Entrepreneurs are by nature very good at meeting
one another and it’s a small enough community that pretty much everyone already knows each
other anyways.

2. Expensive projects like big engineering universities. Again, the more engineers and CS programs
in the US the better (even better yet we need more CS majors – which probably means more CS
education in high school and earlier), but I can think of far more productive ways to spend $100M
to help the NYC startup and tech world.
3. Lower rents. No doubt the rents are too damn high and lower rents would be great. I’ve been
living here since college when my room for one year was a hallway in a friend’s apartment. I
sympathize with people who say this. But the idea that NYC is unaffordable on a typical startup
salary is a complete myth. You can rent a decent place in a cool part of town on a typical startup
salary. As to commercial space, for venture-backed startups the difference between rent in NYC
and rent in other cities is generally the difference between spending, say, 3% versus 4% of your
total financing on rent.

4. More early-stage investment capital. There are plenty of smart angels, seed funds, and VCs who
are either based here or are based elsewhere but actively invest here.

Most of all what we need is for our tech and startup scene to reach critical mass (and to sustain that
critical mass even if a tech downturn comes). Facebook wasn’t started in Californa and lots of future
big successes will be started in all sorts of random places. NYC needs enough tech critical mass that
the next Mark Zuckerberg seriously considers relocating to NYC.
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Do you want to sell sugar water or do you want to change the world?
(2011-08-28)
“Do you want to sell sugar water for the rest of your life or come with me and change the world?” –
Steve Jobs

I sometimes wish that instead of working on internet and software projects, I worked on cleantech or
biotech projects. That way, when I came home at night, I’d know that I had literally spent my day
trying to cure cancer or prevent global warming. But information technology is what I know, and it’s
probably too late for me to learn a new field from scratch.
That doesn’t mean information technology can’t improve people’s lives. Google’s search engine helps
people find information, which, for example, makes cancer and cleantech researchers more productive.
Skype allows companies to collaborate remotely, and connects people with friends and family around
the world. In the area of information technology, we create infrastructure and hope that people use it
for more good than bad.

That said, the best entrepreneurs seem to follow a path of increasing gravitas. Scott Heiferman started
out selling online ads and is now creating new communities. Jack Dorsey created Twitter and is now
democratizing payments so sole proprietors can compete on a level playing field with large companies.
Elon Musk started with online payments and is now developing electric cars and space programs.

Founders of large companies sometimes also follow the path of increasing gravitas. Google is
developing new energy technologies, self-driving cars and other world-changing technologies. Bill
Gates devotes almost all of his time and money to charity.
The tech press is preoccupied with investments, trends, exits, and other “inside baseball” topics. But
these are all means to an end. Investments provide fuel for entrepreneurs to convert ideas into products.
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Trends shape the terrain that entrepreneurs navigate. Exits provide financial incentives for investors
and entrepreneurs.
Tim O’Reilly says that entrepreneurs should try to create more value than they capture. You can make
money selling people obfuscated financial products, entertaining them with mind-numbing TV shows,
or selling them sugar water decorated in elegant designs.
Alternatively, you can make something that matters and — if you are lucky and smart — change the
world.

•

Steve Jobs
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Owning equity in your company should be as common as owning equity in your home
(2011-09-12)

What belongs in common to the most people is accorded the least care: they take thought for their own
things above all, and less about things common, or only so much as falls to each individually. –
Aristotle *

A major policy goal of capitalist countries in the 20th century was to encourage home ownership. It is
widely believed that owners take better care of their homes than renters as they have much more at
stake financially. There is also evidence that home owners are happier, healthier, and participate more
in civic and political life.
The desire to create an “ownership society” led to some smart policy decisions like the mortgage tax
deduction and some bad decisions like hazardously low interest rates that contributed to the housing
bubble. Home ownership is a noble goal even if home ownership fueled by excessive debt can
be disastrous.

Entrepreneurs figured out a long time ago that the benefits of having equity in your company are
similar to the benefits of having equity in your house. Silicon Valley expanded this concept by making
it standard to grant equity to non-founder employees. It’s no coincidence that Silicon Valley continues
to innovate and create jobs while the rest of the economy is stagnant.

Some people think we are in a startup bubble, and that once the bubble bursts people will run back to
the supposed safety of non-startup jobs. I’d prefer to think we are at the beginning of a movement to
create a true ownership society, where people own stakes not just in their space but also in their time.
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Summary of new patent bill (America Invents Act)
(2011-09-16)

From my friend Charles Cella at the excellent patent firm GTC Law Group. (email from them
published with permission)

REVISIONS TO UNITED STATES PATENT LAW
As you may be aware, the Senate passed the America Invents Act (AIA) on September 8, 2011. This
act will create sweeping changes in US patent law once signed by President Obama, who has stated
his intention to sign this bill.

The AIA will create significant changes to the law, and we wanted to take a moment to inform you of
some of its most important provisions.

First to File System:
The United States will move to a first-to-file system instead of a first-to-invent system. This will put the
US in closer alignment with rest of the world in determining priority of invention based on the earliest
date a patent application was filed with a patent office. There is a limited one-year grace period related
to public disclosures made by the inventor.

Further, the long-standing procedure to prove a prior invention, i.e., interference proceedings, will be
replaced with “derivation proceedings” to determine whether an inventor of a first-filed patent
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application derived the claimed subject matter without authorization from an inventor named in a
laterfiled application.

Post Grant Review:
There will be a nine-month window for challenging a patent on any ground. Review may be granted
upon a showing that it is more likely than not that at least one of the challenged claims is unpatentable.
After the window of post-grant review has passed, patents may be challenged on the basis of patents
or printed publications only. Under a new transitional post-grant review process that applies to certain
business-method patents, only parties who have been sued for infringement or otherwise charged with
infringement (the recipient of a cease-and-desist letter, for example), may petition for review.

Patent Related Provisions:
Patents will not be granted to any strategy for reducing, avoiding, or deferring tax liability, or to
claims covering human organisms. There will also be a 15% surcharge added to all patent-related
fees and patent-maintenance fees, beginning 10 days after the date of the new law’s enactment.

Prioritized Examination:
The USPTO will be authorized to proceed with a program for a fee-based prioritized examination,
which may be a useful tool for clients who are interested in an expedited examination for particular
patent applications. This will cover applications for original utility or plant patents, and will take
effect ten days after the date of the enactment of this Act. Initially, only 10,000 applications will be
accepted in any fiscal year. Accordingly, space in this program may be limited, and it may be best to
apply for this program earlier in the fiscal year.
My (non-expert) analysis: seems to me this doesn’t fix any of the very serious problems in our current
patent system. First-to-file seems to reward companies with the resources to file many patents. The
post grant review seems to imply you should to monitor every patent issued and challenge them within
9 months. I don’t see how any organization without massive resources could do this.

•
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Some lessons learned
(2011-09-28)

Note: Google was kind enough to invite me to give a short talk at their Zeitgeist conference earlier
this week. It was a really interesting conference and I got a chance to meet a lot of people I admire.
For my talk, I decided to use material from some of my blog posts over the years that I thought might
appeal to a broader audience. Unfortunately, I was still recovering from a nastly cold/flu so I didn’t
deliver the talk as well as I’d like. Below is the text.
Today, I wanted to talk about some of the most important lessons I’ve learned over the years from my
experiences as an investor and entrepreneur.
1. If you aren’t getting rejected on a daily basis, your goals aren’t ambitious enough

My most humbling and educational career experience was when I was starting out in the tech world. I
applied to literally hundreds of jobs: low-level VC roles, startup jobs, and various positions at big tech
companies. I had an unusual background: I was a philosophy undergrad and a self-taught programmer.
I got rejected from every single job I applied to.
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The reason this experience was so useful was that it helped me to develop a thick skin. I came to
realize that employers weren’t really rejecting me as a person or on my potential – they were rejecting
a resume. As the process became depersonalized, I became bolder in my tactics. Eventually, I landed
a job that led to my first startup getting funded.
One of the great things about looking for a job is that your payoff is almost entirely a max function –
the best of all outcomes – not an average. This is also generally true for lots of activities startups do:
raising money, creating partnerships, hiring, marketing and so on.
So, every day – to this day – I make it a point of trying something new and ambitious and getting
rejected.
2. Don’t climb the wrong hill
I spend a lot of time trying to recruit people to startups, and I’m surprised how often I see smart,
ambitious people who get stuck in fields they don’t like because they sense they are making
incremental, day-to-day progress.

I think a good analogy for escaping this trap can be found in computer science, in what are known as
hill climbing algorithms. Imagine a landscape with hills of varying heights. You are dropped randomly
somewhere on the landscape. How do you find the highest point?

The lure of the current hill is strong. There is a natural human tendency to make the next step an
upward one. People fall for a common trap highlighted by behavioral economists: they tend to
systematically overvalue near term over long term rewards.

This effect seems to be even stronger in more ambitious people. Their ambition seems to make it hard
for them to forgo the nearby upward step.

The lesson from computer science is: meander some in your walk (especially early on), randomly drop
yourself into new parts of the terrain, and when you find the highest hill, don’t waste any more time
on the current hill no matter how much better the next step up might appear.

3. The next big thing will start out looking like a toy
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A majority of the top internet companies a decade ago are barely in existence today. How did this
happen? These companies weren’t complacent – they were run by smart executives who were
constantly aware that they could lose their lead.

The reason big new things sneak by incumbents is that the next big thing always starts out being
dismissed as a toy. This is one of the main insights of Clay Christensen’s “disruptive technology”
theory, which has been widely studied but I think is still rarely applied because it is so counter-intuitive
to conventional management practices.
Disruptive technologies are dismissed as toys because when they are first launched they “undershoot”
their users’ needs. The first telephone could only carry voices a mile or two. The leading incumbent
of the time, Western Union, chose not to acquire telephone technology because they didn’t see how it
could be useful to businesses and railroads – their best customers. What they failed to anticipate was
how rapidly telephone technology and infrastructure would improve. The same was true of how
mainframe companies viewed the PC, and how modern telecom companies viewed Skype.

The list of top internet companies in 10 years will look very different than that same list does today.
And the new ones on the list will be companies that snuck by the incumbents because people dismissed
them as toys.
4. Predicting the future of the Internet is easy: anything it hasn’t yet dramatically transformed,
it will.
The Internet has gone through fits and starts – a bubble, a crash, and now a revival. Pundits are
speculating that another crash is coming. Regardless of what happens in the near term, what we do
know is that every year we will continue to see more and more industries succumb to the
transformational power of the Internet.

Already transformed: music, news, advertising, telecom. Being transformed: finance, commerce, TV
& movies, real estate, politics & government. Soon to be transformed: healthcare, education, and
energy, among others.
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Thus far the US has led Internet innovation. There are things the US can do to keep this lead, including:
exporting the entrepreneurial ethos of Silicon Valley to the rest of the country, and allowing talented
people to go where their skills are most needed – for example by changing US immigration policies.

Most importantly, we have too many people pursuing careers in banking, law and consulting. I
personally encounter this bias all the time when I go to college campuses to recruit for startups. We
need to convince the upcoming generation to innovate and take risks in sectors that have a direct impact
on the quality of peoples’ lives.

So my advice is:
1. get rejected more
2. climb the right hill
3. create an amazing toy
4. grow that toy into something big that transforms an important industry
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Business development: the Goldilocks principle
(2011-11-28)
Background: At Hunch, we switched our focus (“pivoted“) about 14 months ago from B2C to B2B.
Over that time, we pitched over 500 potential partners, trying to get them to use and eventually pay
for our recommendation services. This process had its ups and downs, but eventually ended well when
– after 8 months of grueling diligence – eBay decided to acquire Hunch in what I expect will be a
successful outcome for both companies. During this time, I got a crash course in B2B sales/business
development. Here is the first in a series of blog posts based on what I learned.

Somewhat counterintuitively, the biggest problem we encountered when pitching Hunch technology
to potential partners wasn’t that it wasn’t interesting or useful to them, but that it was so interesting
and useful that they considered it “strategic” or “core” and thus felt they needed to own and not rent
it. The situation reminded me of the “Goldilocks principle” sometimes referred to in scientific contexts:
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The Goldilocks principle states that something must fall within certain margins, as opposed to
reaching extremes. It is used, for example, in the Rare Earth hypothesis to state that a planet must
neither be too far away from, nor too close to the sun to support life.
Basically, if your technology is “too hot” – or, in business-speak, “strategic” or “core” – then there are
three likely outcomes:

1. The potential partner turns you down because they decide to build a similar product themselves.
This happened to us a number of times. I think part of the reason was that there was a lot of market
buzz around “big data” and machine learning which lead to the perception – rightly or wrongly –
that those capabilities needed to be owned and not rented.
2. The potential partner says yes because your assets are so defensible they can’t replicate them. I’m
sure Zynga considers the social graph strategic but at least for now they have no choice but to
partner with Facebook to access it. It is very rare for startups to have this kind of leverage, but ones
that do are extremely valuable.

3. The potential partner wants to own what you do, but thinks you have a sufficiently superior team
and technology that acquiring you instead of replicating you makes more sense. This is only
possible if the partner is large enough to acquire you and has a philosophy consistent with acquiring
versus building everything in-house. (A common tech business term is “NIH” which stands for
“Not Invented Here”. It refers to a set of companies that consider anything developed outside of
their offices technologically inferior).
At the other extreme, if your technology is “too cold” – perceived as not useful by potential partners –
you’re going to have a lot of frustrating meetings. In this case, it is probably wise to reconsider whether
there is actually demand for your product.
To build a long-term sustainable business, the best place to be is “just right” – useful to lots of partners
but not so strategic that they are unwilling to rent it. This is where I wanted Hunch to be but we never
got there. Most companies I know use externally developed products (commercial or open source) for
databases, web servers, web analytics, email delivery, payment processors, etc. These are often highly
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competitive markets but the companies that win in these markets tend to become large and
independently sustainable. These “just right” companies – to extend the astronomy analogy – are the
planets that support life.

•

Business Development

•

Hunch

•

Startup Advice

“Otherwise do something else”
(2011-12-01)
I remember back when I started my first company, a friend said to me “get ready to have a knot in your
stomach and feel nauseous for years.” I laughed it off then, but it was probably the most accurate
advice I’ve ever gotten.
I haven’t slept well for years. Even now with my last startup sold, I stay up at night thinking about
how to change the website, make payroll, raise more money, etc.
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In 1995, I was a graduate student studying philosophy at Columbia. I was also doing computer
programming on the side. The programming was going well and I was getting some good job offers.
I happened to get to have dinner with the philosopher Daniel Dennett, and I asked him what he thought
I should do with my career. He said: “If there is absolutely no way you can imagine being happy
except studying philosophy, study philosophy. Otherwise do something else.”
I’d say the same thing about starting companies.

•

Startup Advice

The enterprise: buyers versus users
(2011-12-03)

Why does most enterprise technology feel like it is a decade behind consumer technology? For the
same reason our health care system is broken. The “user” isn’t the same person as the “buyer”. In
enterprise software the user is generally a non-IT person but the buyer is usually, at least in part, the
IT department.* (In healthcare the “user” is the patient and the “buyer” is the doctor or insurance
company).
SAP bought SuccessFactors today, in a big win for “cloud” based enterprise software. The cloud might
sound like a buzzword but is in fact a vastly superior architecture, not because it makes installation
and updates easier (although that’s good too), but because it starts to remove IT from the purchasing
process, meaning the user and the buyer are, increasingly, the same person.

* A corollary to this is that IT-related enterprise software, i.e. infrastructure, is generally pretty good.

•

Cloud Computing

•

Enterprise

•

Health Tech
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Why is enterprise tech so far behind consumer tech? Because it can be.
(2011-12-04)

Brian Manning put it nicely in a comment to my post yesterday about enterprise software:

In my opinion, enterprise technology is WAY behind consumer technology for one reason: because it
can be.
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In a [B2B] transaction, one good salesperson (the “seller”) only has to sell one person (the “buyer”)
on the value of the technology. Once the product is sold, the buyer forces their 50,000 employees to
use that technology whether they like it or not. A good salesperson with a good deck can do this fairly
reliably.

And a good account manager can typically retain the client for a while; employees usually get used to
the product and rarely complain enough for the buyer to cancel the contract and force the seller to
improve the product. As a result, an enterprise product can suck and still flourish.
With a B2C product, this is much, much more difficult. The seller has to sell 50,000 individual “users”,
one by one, on the value of the product without the luxury of a face to face meeting or 18 holes on the
golf course. The B2C model forces the seller’s product to “sell itself”. As a result, a consumer product
can’t suck if it wants to flourish. It has be good. Much better than the enterprise product needs to be.

Fortunately, as I discussed yesterday, trends like cloud-based delivery (aka SaaS) are starting to align
the interests of enterprise users and buyers.

•

Enterprise

•

Saas

Making industries “garage ready” for startups
(2011-12-05)

One of the most important events in the history of modern computing was the advent
of “fabless” (“fabrication-less”) semiconductor companies. The story of fabless semis is similar to the
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recent history of internet startups: various forces led to an order-of-magnitude reduction of startup
costs, which then led to a surge of innovation.

Before the 1980s, if you wanted to invent a new semiconductor, you had to both design and
manufacture it. This meant you had to build a large manufacturing plant, something only large
companies like Intel, Motorola, and IBM could afford. Hence, semiconductor design was generally
too expensive for venture-backed startups.

In the 1979, two computer scientists published a seminal book that argued for the separation
semiconductor design and manufacturing. Followed by years of investment by DARPA and others, an
industry emerged where chip designers used software (“EDA software”) to design and test
semiconductors, and then sent standardized specifications to “foundries” that did the manufacturing
(most of which were located in Taiwan – the largest in the world to this day is Taiwan Semiconductor
Manufacturing Company).

This dramatically lowered the cost of starting semiconductor design shops, and in turn led to a massive
wave of startup innovation. These startups designed chips for cell phones (Qualcomm), Wifi (Atheros),
computer graphics (Nvidia), and much more. Most were funded by venture capitalists and located in
Silicon Valley.
Tech sectors tend to get really creative when they become “garage ready”: a Steve Jobs and Steve
Wozniak, or a Larry Page and Sergey Brin, can, with very little capital, change the world. It happened
with semis in the 80s and happened in the 90s and 2000s for internet companies.

Eventually every vertically integrated, capital-intensive sector becomes garage ready. Someday, for
example, we will have “fabless” gadget design and biotech research, enabling a small shop in Brooklyn
or SoMa to create an iPhone killer or next-generation cancer drug.

•

Steve Jobs
Always have 18 months of cash in the bank
(2011-12-06)

299 | P a g e

Jump In.
I was once told by an experienced entrepreneur (I can’t remember who) to always have at least 18
months of cash in the bank. The logic behind this is: 1) as a rule of thumb it takes 3 months to raise
money, 2) building/marketing/selling technology always takes longer than you think. Subtracting 3
months for fundraising and 3 months for things taking longer than expected, this gives you 12 months
to execute your plan. (Also you never want to raise money “with your back against the wall” – when
you are near the end of your runway.)
More adventurous entrepreneurs might argue 18 months is too conservative. It’s true that following
the 18 month rule can be extra dilutive. At SiteAdvisor, we raised our Series A about three months
before we were acquired. So we gave up equity for cash that we never spent. But in retrospect, given
what we knew at the time, I think it was the right decision.

The question of when to raise money is one of the few times that entrepreneurs and early-stage
investors have somewhat divergent economic interests. If you control a large investment fund, you
always have the option to extend a company’s runway. The entrepreneur doesn’t have this option. I’ve
even heard some entrepreneurs whisper about Machiavellian VCs who deliberately try to get you to
the end of your runway so they can negotiate harder. I think this is a bit of a conspiracy theory. Almost
all VCs I know care primarily about the success of their companies and not about extracting every last
point of equity.

•

Raising Capital

Growth curves of startups
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(2011-12-07)

Pick whatever metric you want for gauging the success of a particular startup: profits, revenues,
pageviews, etc. A graph I’d love to see is those metrics, graphed over time, for a wide variety of
startups. From my experience, you’d be surprised how often those graphs show sudden growth.
Something happens in the world (an “exogenous shock”) and the startup suddenly takes off.

I remember first observing this when I worked at Bessemer. For example, there was a startup that
supplied services to video websites. For years, the company soldiered along, barely growing. Then,
suddenly, YouTube blew up and this company took off along with it.

As a founder, these exogenous shocks are out of your control, but you can 1) understand what
exogenous shocks you depend on, 2) try to guess when those shocks will hit, 3) manage your runway
so you survive long enough for them to hit.

•

Metrics

•

Product Strategy
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Technology and job creation
(2011-12-08)
In response to my recent post “Making industries ‘garage ready’ for startups“, venture capitalist Jordan
Elpern-Waxman made an interesting comment:
If I understand correctly, “garage-ready” essentially means separating design from manufacturing,
i.e. “creativity-intensive” processes from capital-intensive ones. This may be an inevitable result of
industry maturation and specialization, but there is a downside to it, at least for the so called
“developed” nations. The result of differential costs for commodity labor, the fungibility and liquidity
of capital, and the ease of transmitting both human and machine-readable information across
arbitrary distances, means that capital-intensive processes – i.e. making things – migrate to locations
with lower total cost of operations (which, Germany excepted, tend to be locations with lower labor
costs). Another way of saying this is that nothing is fabless; the foundry is merely outsourced and
moved to a cheaper location. This reality is great for the creative class and for the lower cost locations,
but it’s less happy for the residents of the higher class locations that are not so lucky to be part of the
creative class.
I’m not ready to draw the conclusion that this is the cause of the economic inequality in the US and
malaise across Europe and Japan, but there definitely appears to be some correlation. Again, I don’t
know if these results of the “garagification” of an industry can be reversed or mitigated in the name
of societal stability, but if anyone can find a way to do it it would be the creative class.
Unfortunately, because techies and entrepreneurs are solidly part of the creative class and perhaps
even *the* primary beneficiaries of the separation of design and manufacturing, we generally avoid
acknowledging or discussing the negative aspects of this trend.
Note that I said “reversed or mitigated.” Trying to reverse or stop these trends is probably a quixotic
goal, but perhaps mitigation is in fact possible. For example, is it possible to create a country in which
the entire labor force is “creative”? I myself have trouble seeing how such a possibility could be made
real, but I’d like to see more intellectuals and entrepreneurs spend some brainpower on the question.
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It is true that new technologies often lead, in the short term, to lower wages and fewer jobs. Craigslist,
for example, has about 30 employees yet, by replacing the classified ad industry, eliminated many
thousands of jobs (local newspaper reporters, classified ad salespeople, etc). The same could be said
for almost every popular website.

On the flip side, new technologies have driven down prices (Walmart and Amazon), led to massive
increases in information productivity (Google and Wikipedia), and created new income sources (eBay
and Craigslist). Greater productivity and lower prices at least partly compensate for part-time jobs and
lower wages.
Jordan is right that these are questions we – the technology community – should spend more time
discussing.

•
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•

Job Creation
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Three types of acquisitions
(2011-12-10)

There are three types of technology acquisitions:

- Talent. When the acquirer just wants the team (generally just engineers and sometimes designers).
As a rule of thumb, these acquisitions are priced at approximately $1M/engineer.

- Tech: When the acquirer wants the technology along with the team. Generally the prices for these
acquisitions are significantly higher than talent acquisitions. Sometimes they are even in the hundreds
of millions of dollars for fairly small teams (e.g. Siri). The calculation the acquirer uses to price tech
acquisitions is usually “buy vs build”. An important component in this calculation is not just the actual
cost to build the technology but the opportunity cost of the time it would take them to do so.
- Business: When the company is either bought on a financial basis (the acquisition is “accretive”) or
bought based on non-financial but highly defensible assets (Google buying YouTube which had
minimal revenue at the time but a huge network of producers and consumers of video).

As large companies mature they move from doing just talent acquisitions to doing talent and tech
acquisitions to eventually doing all three types of acquisitions. Usually it takes a startup beating the
large company in an important area for the large company to realize the necessity of business
acquisitions. For example, Google seemed to dramatically change its attitude when YouTube crushed
Google Video. Eventually every large company has a moment like this.
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Later-stage rounds and “setting the bar too high”
(2011-12-13)

I recently had a number of conversations with CEOs of later-stage startups (generating significant
revenue) that went something like this. They want to raise more money, and VCs are offering them
money at a high valuation. The CEO is worried that taking money at that valuation will “set the bar
too high” and make it difficult to sell the company – if the time comes when he/she thinks it makes
sense to sell – at a price that isn’t a significant multiple of that valuation.

These CEOs are worrying too much. VCs know what they are doing and almost always invest with a
financial instrument – preferred shares – that protects them even when the valuation is very high.
**Preferred shares behave like a stock on the upside and a bond on the downside. **The only way
investors actually lose money is if the company is sold for less than the amount of money raised (which
is generally significantly lower than the valuation).

Here is what the payout function looks like for common stock (for example, what you get when you
buy stocks in public markets):
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Screen shot 2011-12-13 at 1.39.17 PM

And here is what the payout function looks like for preferred shares:

Screen shot 2011-12-13 at 1.39.25 PM

So, to take a concrete example, Dropbox reportedly raised their last financing at a $4B valuation*. If
you think of this as a public market valuation of common stock, you might think this means the VCs
are betting $4B is the “fair value” of the company, and will lose money if Dropbox’s exit price ends
up being less than $4B. But in reality, assuming the standard preferred structure, the last round
investors’ payout is as follows :
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Scenario 1: Dropbox exits for greater than $4B ==> investors get a positive return (specifically, exit
price divided by $4B)

Scenario 2: Dropbox exits for between $257M (total money raised) and $4B ==> investors get their
money back (possibly more if there is a preferred dividend)

Scenario 3: Dropbox exits for less than $257M ==> investors lose money
If reports are true that Dropbox is profitable and generating >$100M in revenue, then scenario 3 – the
money losing scenario – is extremely unlikely.

Will investors be thrilled with scenario 2? No, but they are pros who understand the risks they are
taking.
Going back to the entrepreneur’s perspective, in what sense is a high valuation “setting the bar
high”? In the preferred share payout model, there are two “bars”: money raised and valuation. I don’t
see any reason why entrepreneurs shouldn’t be as aggressive as possible on valuation, especially if
they are confident they won’t end up in scenario 3.
An important point to keep in mind is that, in order to maintain flexibility, entrepreneurs shouldn’t
give new investors the ability to block an exit or new financings. Investors can get this block in one of
two ways – explicit blocking rights (under the “control provisions” section of a VC term sheet) or by
controlling the board of directors. These are negotiable terms and startups with momentum should be
very careful about giving them away.

* Note that I have no connection to Dropbox so am just assuming standard deal structure and basing
numbers on public reports. I am making various simplifying assumptions such as not distinguishing
between pre-money and post-money valuation.
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Forces that affect whether a large company will buy your product (according to Marc
Andreessen)
(2011-12-14)
From Marc Andreessen’s “Moby Dick Theory of Big Companies“:

You can count on there being a whole host of impinging forces that will affect the dynamic of decisionmaking on any issue at a big company.

The consensus building process, trade-offs, quids pro quo, politics, rivalries, arguments, mentorships,
revenge for past wrongs, turf-building, engineering groups, product managers, product marketers,
sales, corporate marketing, finance, HR, legal, channels, business development, the strategy team, the
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international divisions, investors, Wall Street analysts, industry analysts, good press, bad press, press
articles being written that you don’t know about, customers, prospects, lost sales, prospects on the
fence, partners, this quarter’s sales numbers, this quarter’s margins, the bond rating, the planning
meeting that happened last week, the planning meeting that got cancelled this week, bonus programs,
people joining the company, people leaving the company, people getting fired by the company, people
getting promoted, people getting sidelined, people getting demoted, who’s sleeping with whom, which
dinner party the CEO went to last night, the guy who prepares the Powerpoint presentation for the
staff meeting accidentally putting your startup’s name in too small a font to be read from the back of
the conference room…

Man, I wish Marc still blogged. (ht saul lieberman)

•

Pmarca

An internet of people
(2011-12-19)
Over the past few years, a bunch of web-based marketplaces have gotten popular – Etsy, Kickstarter,
AirBnb, to name a few. Many of these business ideas had been tried before but are succeeding only
now.
When a trend like this emerges, it’s always interesting to ask “why now?” For example, for almost a
decade, entrepreneurs tried to create video sharing services like YouTube, but only succeeded when
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certain key dependencies – broadband, digital video cameras, a version of Flash that “just worked” –
became widespread.
I asked Roelof Botha the “why now” question regarding web-based marketplaces. He said something
I thought was really interesting: marketplaces depend on trust, and trust requires knowing the
reputation of a prospective counterparty. Today, for the first time, you can get background information
on almost any prospective counterparty by searching Google, Facebook etc. Or put more simply: we
finally have an internet of people.
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Trusting platforms
(2011-12-20)

In response to my post yesterday about how an internet of people has enabled a new wave of webbased marketplaces, Nick Mango commented:
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There’s actually 2 levels of trust here. The first is knowing and trusting the person you’re buying from.
And if you don’t know who they are, then you must move on to the second level of trust, which is do
you know and trust the platform the person is using.
The ability to have “second order trust” is one of many reasons the internet has made so many
institutions obsolete. Take the SEC’s role in policing private companies that market themselves to
potential investors. This was sensible consumer protection back when the government was arguably
the only organization that had the means and incentives to identify fraudulent investment schemes. But
today we have many examples of websites that’ve built mechanisms for reliably tracking the
reputations of individuals and organizations. This means the SEC could – in theory – make the unit of
regulation platforms instead of investors and startups (something the crowdfunding bill being
considered by Congress seems to do at least in part), which in turn could unleash a new wave of
innovation among crowdfunding platforms and crowdfunded startups.
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What jobs are users hiring your product to perform?
(2011-12-21)
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One of Clay Christensen’s favorite concepts is that instead of dividing your customers into segments
and asking which features each segment would like, you should think about what “job” the customers
are “hiring” you product to perform. Here is an example:

A fast-food restaurant chain wanted to improve its milkshake sales. The company started by
segmenting its market both by product (milkshakes) and by demographics (a marketer’s profile of a
typical milkshake drinker). Next, the marketing department asked people who fit the demographic to
list the characteristics of an ideal milkshake (thick, thin, chunky, smooth, fruity, chocolaty, etc.). The
would-be customers answered as honestly as they could, and the company responded to the feedback.
But alas, milkshake sales did not improve.
The company then enlisted the help of one of Christensen’s fellow researchers, who approached the
situation by trying to deduce the “job” that customers were “hiring” a milkshake to do. First, he spent
a full day in one of the chain’s restaurants, carefully documenting who was buying milkshakes, when
they bought them, and whether they drank them on the premises. He discovered that 40 percent of the
milkshakes were purchased first thing in the morning, by commuters who ordered them to go.

The next morning, he returned to the restaurant and interviewed customers who left with milkshake in
hand, asking them what job they had hired the milkshake to do. “Most of them, it turned out, bought
[the milkshake] to do a similar job,” he writes. “They faced a long, boring commute and needed
something to keep that extra hand busy and to make the commute more interesting. They weren’t yet
hungry, but knew that they’d be hungry by 10 a.m.; they wanted to consume something now that would
stave off hunger until noon. And they faced constraints: They were in a hurry, they were wearing work
clothes, and they had (at most) one free hand.”

The milkshake was hired in lieu of a bagel or doughnut because it was relatively tidy and appetitequenching, and because trying to suck a thick liquid through a thin straw gave customers something
to do with their boring commute. Understanding the job to be done, the company could then respond
by creating a morning milkshake that was even thicker (to last through a long commute) and more
interesting (with chunks of fruit) than its predecessor. The chain could also respond to a separate job
that customers needed milkshakes to do: serve as a special treat for young children—without making
the parents wait a half hour as the children tried to work the milkshake through a straw. In that case,
a different, thinner milkshake was in order.
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There are at least three obvious ways to apply this concept: 1) when searching for startup ideas, think
about jobs people want done that they can’t currently get done, 2) when thinking about how to fix or
improve your product, understand why existing users are hiring your product (or should be hiring your
product) and try to improve those experiences, 3) when analyzing markets, segment companies by the
jobs they are hired for. Sometimes products that might appear similar (e.g. two photo sharing apps)
are actually hired for very different purposes, and are therefore misclassified as competitors.
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Recruiting programmers to your startup
(2011-12-29)
Here are some things I’ve learned over the years about recruiting programmers* to startups. This is a
big topic: many of the points I make briefly here could warrant their own blog posts, and I’m sure I’ve
omitted a lot.

- The most important thing to understand is what motivates programmers. This is where having been
a programmer yourself can be very helpful. In my experience programmers care about 1) working on
interesting technical problems, 2) working with other talented people, 3) working in a friendly, creative
environment, 4) working on software that ends up getting used by lots of people. Like everyone,
compensation matters, but for programmers it is often a “threshold variable”. They want enough to not
have to spend time worrying about money, but once an offer passes their minimum compensation
threshold they’ll decide based on other factors.

- Software development is a creative activity and needs to be treated as such. Sometimes a programmer
can have an idea on, say, the subway that can save weeks of work or add some great new functionality.
Business people who don’t understand this make the mistake of emphasizing mechanistic metrics like
the number of hours in the office and the number of bugs fixed per week. This is demoralizing and
counterproductive. Of course if you are running a company you need to have deadlines, but you can
do so while also being very flexible about how people reach them. It is sometimes helpful to think of
recruiting as 3 phases: finding candidates, screening candidates, and convincing candidates to join you.

- Finding means making contact with good candidates. There are no shortcuts here. You need to show
up to schools, hackathons, meetups – wherever great programmers hang out. If your existing
employees love their jobs they will refer friends. Try to generate inbound contacts by creating buzz
around your company. If you have trouble doing that (it’s hard), try simple things like blogging about
topics that are interesting to programmers.
- Screening. Great programmers love to program and will have created lots of software that wasn’t for
their jobs or school homework. Have candidates meet and (bidirectionally) interview everyone they’ll
potentially be working with. If the candidate has enough free time try to do a trial project. There are
also more procedural things that can be useful like code tests (although they need to be done in a
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respectful way and they are more about getting to know how each side thinks than actually testing
whether the candidate knows how to program (hopefully you know that by this stage)).

- Convincing them to join you. This is the hardest part. Great programmers have tons of options,
including cofounding their own company. The top thing you need to do is convince them what you
hopefully already believe (and have been pitching investors, press etc): that your company is doing
something important and impactful. The next thing you need to do is convince them that your company
is one that values and takes care of employees. The best way to do this is to have a track record of
treating people well and offer those past employees as references.
A few things not to do: you will never beat, say, Google on perks or job security so don’t even bother
to pitch those. You’ll never beat Wall Street banks or rich big companies on cash salary so don’t pitch
that either. You’ll never beat cofounding a company on the equity grant, but you can make a good case
that, with the right equity grant, the risk/reward trade off of less equity with you is worth it.
Finally, I’ve long believed that early-stage, funded startups systematically under-grant equity to
employees. Programmers shouldn’t have to choose between owning a fraction of a percent of an earlystage funded company and owning 50% of an unfunded company they’ve cofounded. Naval Ravikant
recently wrote a great post about this:
Post-traction companies can use the old numbers – you can’t. Your first two engineers? They’re just
late founders. Treat them as such. Expect as much.
Making those first engineers “late cofounders” will dramatically increase your chances of recruiting
great people. This is a necessary (but not sufficient) condition for getting the recruiting flywheel
spinning where great people beget more great people.

* As someone who personally programmed for 20 years including about 10 years professionally, I
preferred to call myself a “programmer.” Some people prefer other words like “hacker” “developer”,
“engineer” etc. I think the difference is just uninteresting nomenclature but others seem to disagree.
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Building products from improvised user behaviors
(2012-01-02)
For a long time, there were niche communities of “lo-fi” camera enthusiasts: people who shared photos
taken

on

old

cameras

that

had

interesting

ways

of

filtering

shots.

The

iPhone

app Hipstamatic popularized lo-fi filters, selling over 1M copies. Because Hipstamatic lacked sharing
features, many users took pictures with Hipstamatic and then shared them using other apps. Then came
Instagram, which combined lo-fi filters and easy sharing. Instagram has been downloaded 15M times
and has apparently crossed over to mainstream users.

Instagram built a product devoted to a job that users were previously performing improvisationally
using multiple products. This is a common pattern for popular software and services. Before Twitter,
people shared interesting links through email or “link round-up” blog posts. Tumblr’s short-form
blogging/re-blogging was inspired by an “unintended” use of long-form blogging platforms like
WordPress. Before Foursquare, power socializers sent out mass text messages with their locations (in
fact, Foursquare’s predecessor Dodgeball did exactly that).

New startup ideas are all around you, in the improvised behaviors of people you know. It takes a keen
product eye, however, to notice these improvisational behaviors and recognize which ones are worthy
of being developed into standalone products.
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Maximizing capacity utilization as a startup premise
(2012-01-05)

In stark contrast to other major airlines, Southwest has been profitable for 40 years. If Southwest had
one core “startup premise” it was this: for every second the planes sat on the ground, their airplanes
and people were costing them money but not generating revenue. So Southwest designed an airline
from the ground up that maximized capacity utilization. They avoided the hub-and-spoke system that
led to cascading delays. They removed meals to reduce ground crew times, along with assigned seating
so passengers would hurry onto the plane to get good seats. They used only one aircraft type to reduce
maintenance times.

Some of the most interesting startups today are founded on the same premise of maximizing capacity
utilization. Being information technology startups, their method for doing so is generally by matching
demand for capacity with supply of un-utilized capacity. AirBnB lets people rent out unused space,
increasing the utilization of their homes. Uber lets drivers rent out their unused time, increasing the
utilization of their cars and labor. Services like TaskRabbit are trying let people fully utilize their
“labor capacity”. Over time, services that increase capacity utilization tend to drive prices down (even
if, at first, they sometimes have higher prices).

Whenever Southwest would begin servicing a new city, it drove prices down so dramatically that
economists began referring to it as the “Southwest Effect“. One particularly remarkable aspect of the
Southwest Effect: when Southwest began servicing a city, it would stimulate new business activity –
and thus air travel – to such an extent that even Southwest’s less efficient competitors ended up
benefiting.
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Revenue vs margin
(2012-01-22)

Three years ago, Fred Wilson wrote a great blog post called When Talking About Business Models,
Remember that Profits Equal Revenues Minus Costs. The point he made was both simple and
profound. The simple part is summed up in the post’s title[1]. The profound part is that high growth,
early-stage tech companies often have a choice about how to become exceptionally valuable
businesses: they can focus on growing revenues at the expense of margins, or margins at the expense
of revenues.

Most recent successful tech companies seem to have chosen the former: growing revenues at the
expense of margins. Again and again, we see S-1 filings with revenues growing rapidly but profit
margins that are low to negative. The same is true for the rumored financials of private companies. I
think I understand why they made this choice, but wonder if it was a mistake.

To understand why these companies made this choice, you need to look at their formative stages. Many
of them raised money from VC’s at multi-hundred-million to multi-billion dollar valuations, often
before the companies were profitable or had even settled on a business model. In most cases, the
companies and investors were acting reasonably[2]. But the end results might have been to unwittingly
commit themselves to revenue over margin growth.

Why? Money has its own inertia and somehow always seems to get spent. Some of this spending is
reasonable and even necessary (infrastructure, defensive expansion to international markets). But then
there are harder choices. For example, do you invest heavily in sales and marketing to grow your
revenue faster? Do you stay open and try to become a platform and therefore force yourself to
experiment with new business models? Or do you become closed to “own the user” and therefore
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benefit from existing business models like advertising? Fast revenue growth seems to be the best way
to justify your valuation. But the next thing you know you have a high cost structure that requires you
to raise even more money and grow revenue even faster.

The root cause here is a deeply held belief throughout the business world that exceptional revenue
growth is more likely than exceptional margins. For example, if you talk to professional public market
investors and analysts you’ll often hear statements like “that’s a low margin industry” – implying that
every industry has “natural” profit margins which companies can only defy for short periods of time.
This belief is also reflected in public market valuations for recent tech IPOs: companies like Groupon
that put revenue over margins command very healthy valuations.
The problem is that this deeply held belief in “revenue exceptionalism” over “margin exceptionalism”
is a hangover from the industrial era. Unlike industrial era companies, information businesses tend to
be deflationary, shrinking the overall revenue of an industry. They also tend to have network effects
(and complementary network effects), making them more defensible and therefore higher margin than
non tech businesses. Given this, why do companies continue seeking revenue at the expense of
margins? Fred made this same point in his original post, but people didn’t seem to listen.

[1] Companies (like all cash generating assets) are ultimately valued at a multiple of present and
projected future profits. The historical average P/E ratio of the DJIA is about 15, meaning that (on
average) if a company is generating $100M in profit, it is valued at $1.5B (Fred prefers to use a 10
multiple, perhaps to be conservative?). One way to understand this is to imagine that companies
dividend out all their profits every year. If you bought something for $1.5B and it dividended out
$100M every year, that would be a 6.6% annual return.
[2] Why are these high-priced financings reasonable? From the company’s perspective: your traffic is
growing so fast you need to invest millions of dollars in infrastructure. Meanwhile copycats are
popping up in other countries. You don’t know if the financial markets will suddenly dry up. Someone
offers you, say, $50M for minimal dilution. Seems like a reasonable hedge. From the investor’s
perspective: the history of venture capital shows that almost all the returns are generated from big hits
like Amazon, eBay, Facebook and Google. (As Paul Graham once put it: “The difference between a
bad VC fund and a great VC fund is one big hit”).
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What’s not evil: ranking content fairly *and* letting public content get indexed
(2012-01-23)

Please see update at bottom

Most websites spend massive amounts of time and money to get any of their pages index and ranked
by Google’s search engine. Indeed, there is a entire billion dollar industry (SEO) devoted to helping
companies get their content indexed and ranked.

Twitter and Facebook have decided to disallow Google from indexing 99.9% of their content. Twitter
won’t let Google index tweets and Facebook won’t let Google index status updates and most other
user and brand generated content. In Facebook’s case this makes sense for content that users have
designated as non-public. In Twitter’s case, the vast majority of the blocked content is designated by
users as public. Furthermore, Twitter’s own search function rarely works for tweets older than a week
(from Twitter’s search documentation, they return “6-9 days of Tweets”).
There is a debate going today in the tech world: Facebook and Twitter are upset that Google won’t
highly rank the 0.1% of their content they make indexable. Facebook and Twitter even created
something they call the “Don’t be evil” toolbar that reranks Google search results the way they’d like
them to be ranked. The clear implication is that Google is violating their famous credo and acting
“evil”.

The vast majority of websites would dream of having the problem of being able to block Google from
99.9% of their content and have the remaining 0.1% rank at the top of results. What would be best for
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users – and least “evil” – would be to let all public content get indexed and have Google rank that
content “fairly” without favoring their own content. Facebook and Twitter are right about Google’s
rankings, but Google is right about Facebook and Twitter blocking public content from being indexed.

Update: after posting this I got a bunch of emails, tweets and comments telling me that Twitter does
in fact allow Google to index all their tweets, and that any missing tweets are the fault of Google, not
Twitter. A few people suggested that without firehose access Google can’t be expected to index all
tweets. At any rate, I think the “Why aren’t all tweets indexed?” issue is more nuanced than I argued
above.
•

Google
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Search
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•

Twitter
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Chris Sacca on the implied user contract
(2012-01-23)
Chris Sacca nicely summarized today’s FB vs Google vs Twitter controversy:

It comes down to what each company has promised its users. Facebook promised its users their stuff
would be private, which is why users rightfully get pissed when that line blurs. Twitter has promised
users, well, that it will stay up, and that is why users rightfully get pissed when the whale is back.

Google has promised its users and the entire tech community, again and again, that it would put their
interests first, and that is why Google users, rightfully get pissed when their results are deprecated to
try to promote a lesser Google product instead.
It’s all about expectations.
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Who should learn to program?
(2012-01-31)
Recently, there’s been a lot of talk in the tech world and beyond about getting more people to learn
computer programming. I think this is a worthy goal*, but the question should be considered from
various angles.

1. Jobs & the economy. Businesses all over the world need more programmers. Every company I
know is hiring engineers (e.g. see this list of NY tech startups). Top programmers can make
$100K+ right out of college. Yet there were only about 14,000 computer science (CS) majors last
year. Meanwhile about 40,000 people got law degrees even though demand for lawyers has been
shrinking. America is suffering from what economists call structural unemployment: jobs are
available but our labor force isn’t trained for those jobs.

2. Programming is a great foundation for a tech/startup career. CS is a great foundation to do
other things in tech industry like starting a tech company (although I’d argue that design is an
increasingly valuable foundation for web startups). I suspect one of the reasons for the low number
of CS majors is people don’t realize all the non-programming opportunities that are opened up by
a background in programming.
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3. Programming is an important part of being “culturally literate.” Algorithmic thinking is as
fundamental

a

type

of

thinking

as

mathematical

thinking.

For

example, Daniel

Dennett convincingly argues that the best way to understand Darwin’s theory of evolution is by
thinking of it as an algorithm. (I haven’t read it yet but I’m told the premise of Stephen
Wolfram’s A New Kind of Science is that algorithmic methods should be applied much more
broadly across the sciences). Teaching algorithmic thinking – which is what CS does – should be
a core part of a liberal arts education.

4. Programming is a great activity. Most people who program describe themselves as entering a
mental flow state where they are intensely immersed and time seems to fly by. It feels similar to
reading a great book. You also feel great afterwards – it is the mental equivalent of going to the
gym.

5. Should non-technical people at tech startups learn to code? This is where I disagree with some
of the conventional wisdom. Certainly it is worthwhile learning programming, at least for reasons
3 & 4 above. You should realize, however, that to become a good programmer takes thousands of
hours of practice. I’d also argue that if you are a non-technical person working at a web company
the the first thing you should learn is internet architecture (DNS, http, html, web servers, database,
TCP/UDP, IP, etc). Learning some programming is good too, to help relate to technical colleagues.
But if your goal is to build a large-scale web service, your time as a non-technical person is better
spent recruiting people who have been coding for years.
* Disclosure: I’m an investor via Founder Collective in two companies related to teaching
programming: Codecademy and Hacker School.
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Bedrock programming
(2012-02-06)
“Bedrock programming” is a phrase used to describe a style of programming that favors building code
from the ground up versus reusing existing open-source or proprietary code.

In my first programming job out of college our bosses told us to entirely rebuild our product. The
person in charge of the networking layer decided the best way to do this was to write our own lowlevel networking toolkit, using some new, relatively untested networking techniques. We also wrote
our own versions of core Java libraries (because, it was said, the existing ones weren’t sufficiently
thread safe). This decision ended up leading to repeated delays and bugs, and a codebase that most of
the other employees didn’t understand. It also made it much harder to train new hires and find
replacements for departed employees.
A related issue is what is usually called the “bleeding edge” tendency: the desire to use the shiny &
new over the older & battle-tested. Lately, I’ve personally been programming with MongoDB and love
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it. But I’m also an investor in a startup that made Mongo their main production database, and when
their Mongo expert left unexpectedly it took them far longer to find a replacement than it would have
to find a MySQL expert.

Great programmers are intensely curious and inventive. They love to improve code and try new things.
There will always be bedrock and bleeding edge tendencies within strong engineering teams. The key
is to have a great VP Engineering/CTO who can balance those tendencies with the reality that talent,
money, and time are scarce, especially in startups.

•

Computer Science

And then, suddenly, it works
(2012-02-11)
The other day a friend was demoing a new app he was working on. My first reaction was: “Yeah, yeah.
This is nicely executed version one of those ideas I’ve seen 50 times.” My second reaction was: “But
I could say that about pretty much every successful startup I’ve seen over the last 10 years.”
Most of the time, important new ideas don’t succeed on the first attempt or even the first ten attempts.
But then they do, and it seems to happen suddenly. It’s hard to tell why this is. It’s probably a
combination of timing (riding some fundamental shift in technology or culture), and execution (getting
the product just right).

An idea getting tried over and over tends to be a positive signal (which is one reason that competition
is overrated). It’s very easy when you spend lots of time around startups to get cynical. You could
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tweet and blog predictions that every new startup will fail and how the ideas are derivative and you’d
be right 95% of the time. The hard part – and what matters for founders and investors – is figuring out
the right mix of timing and execution to finally get it right.
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•

Startup Advice

Some thoughts on the iPhone contact list controversy and app security
(2012-02-12)
1. I’ve heard rumors that lots of apps have been uploading user contact lists for years. One person
who knows the iOS world well told me “if you download a lot of apps, your contact list is on 50
servers right now.” I don’t understand why Apple doesn’t have a permission dialog box for this
(that said, I’m not sure that’s the best solution – see #4 below). Apple has dialogs for accessing
location and for enabling push notifications. Accessing users’ contact lists seems like an obvious
thing to ask permission for.
2. I don’t know what the product design motivations are for uploading contacts, but I assume there
are legitimate ones. [commenters suggest it is mainly to notify users when their friends join the
service]. If this or something similar is the goal, you could probably do it in a way that protects
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privacy by (convergently?) encrypting the phone numbers on the client side (I’m assuming the
useful info is the phone numbers and not the names associated with the phone numbers since the
names would be inconsistent across users).

3. Many commentators have suggested that a primary security risk is the fact that the data is
transmitted in plain text. Encrypting over the wire is always a good idea but in reality “man-in-themiddle” attacks are extremely rare. I would worry primarily about the far more common cases of
1) someone (insider or outsider) stealing in the company’s database, 2) a government subpoena for
the company’s database. The best protection against these risks is encrypting the data in such a
way that hackers and the company itself can’t unencrypt it (or to not send the data to the servers in
the first place).

A bad outcome from this controversy would be to have companies encrypt sensitive data over the
network and then not encrypt it on their servers (the simplest way to do this is to switch to https, a
technology that is much more about security theater than security reality). This would make it
impossible for 3rd parties (e.g. white-hat hackers) to detect that sensitive data is being sent over the
network but would keep the data vulnerable to server side breaches / subpeonas. Unless Apple or
someone else steps in, I worry that this is what apps will do next. It is the quickest way to preserve
product features and minimize PR risk.

4. I worry that by just adding tons of permission dialogs we are going back to the Microsoft IE/Active
X model of security. With lots of permission popups, users get fatigued and confused and just end
up clicking “Yes” to everything. And then the security model says: If the user says “yes”, and the
app uses “best practices” like https, it can do whatever it wants. We saw how this played out with
the spyware/adware epidemic on the web from 2001-2006 and it wasn’t pretty.
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eBay vs Amazon: decentralized vs centralized e-commerce
(2012-02-13)

Note: The company I cofounded, Hunch, was acquired by eBay in November 2011. I am now an eBay
employee. But all the opinions expressed below are my own, and were developed prior to the Hunch
acquisition, through my own research on e-commerce.

Amazon and eBay are the two largest e-commerce companies. As of this writing, Amazon has a market
cap of about $87B, trading at a trailing twelve-month P/E of about 139. eBay has a market cap of about
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$42B, trading at a trailing P/E of about 13. Each company competes with many other companies in
many different areas. For example, Amazon competes with Apple on tablets (Kindle vs iPad) and
digital media (Amazon’s media store vs iTunes). Ebay’s Paypal unit competes with multiple payment
companies, and its marketplaces division competes with other “peer-to-peer” e-commerce sites like
Craigslist. But given the potential size of the e-commerce market (not to mention the online-to-offline
commerce market), Amazon and eBay’s main competitors are each other. And to understand their
large strategic moves (e.g. large acquisitions like GSI and Zappos), it is important to understand their
fundamentally opposing strategic outlooks: eBay wants commerce to be more decentralized (around
its GSI/Magento partners and eBay marketplaces sellers) and Amazon wants it to be more centralized
(around itself).

First, some background. During the dot-com boom, many largest offline brands debated how to best
move their businesses online. Some tried to build their own websites from scratch. Others partnered
with commerce technology providers. Toys ‘R’ Us took a novel approach and signed a “strategic
alliance” to outsource all of their e-commerce operations to Amazon. Over the next few years this
relationship soured – apparently Toys ‘R’ Us felt Amazon was competing too directly with them
and successfully sued to end the relationship.
The end of the Toys ‘R’ Us – Amazon relationship marked a turning point for a company called GSI
Commerce. GSI took an aggressively neutral approach to providing technology and marketing
solutions to retailers. Their main appeal over Amazon is that they didn’t compete with their partners
(but of course their partners competed with each other). This approach paid off: GSI now powers over
500 large commerce sites, including Toys ‘R’ Us, Adidas, Ralph Lauren, and the commerce sites of
all the large sports leagues like the NFL, MLB and NBA.
Last year, eBay paid $2.4B to acquire GSI Commerce. They also acquired a smaller company called
Magento that provides e-commerce technologies to smaller retailers. You can think of GSI as the
leading commerce platform for the “fat head” of retailers, and Magento as the leader for the long tail.
The key difference between eBay and Amazon isn’t auctions vs. fixed price sales (the majority of eBay
sales aren’t auctions anymore). It is that eBay doesn’t take inventory, and prefers to be an intermediary
that facilitates peer-to-peer commerce. This strategy wins if e-commerce becomes more decentralized,
with the majority of commerce continuing flow through small to medium retailers. In this world, eBay
makes money by sending traffic from eBay.com, from fees collected by GSI and Magento, and Paypal
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transaction fees. In a centralized world, Amazon grows its current 9% e-commerce market share to a
much larger percentage, taking advantage of its scale, efficiency, advanced technology, and the
convenience of shopping in one place.

One way to view this battle is to think of eBay as a platform a la Windows or Android and Amazon as
an end-to-end solution a la Apple computers in the 90s or iOS devices today. Platforms tend to provide
greater diversity. In the case of e-commerce, the platform approach could also have a price
advantage. As the CEO of TrialPay, Alex Rampell, argues: “Who can beat Amazon on price? The
companies whose products are sold on Amazon”. End-to-end solutions like Amazon’s tend to provide
greater convenience and a better user experience.
I’m not arguing that one approach is superior to the other. My point is simply that when you understand
that the battle is between centralized and decentralized commerce, the strategic moves of the two
companies make a lot more sense.

•

Amazon

•

Ebay

•

Ecommerce

Between failure and Facebook
(2012-02-13)

Recently, a friend was trying to recruit a programmer to join his early-stage startup. The programmer
had just graduated from college and his impression of startups was shaped mostly by popular media.
His main concern, he said, was: “What if we end up being the next MySpace instead of the next
Facebook?”
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Of course, for those of us immersed in startup world, creating the next MySpace would be considered
a huge success. MySpace was once the most visited website in the US and was acquired for $580M. It
flamed out later under its corporate owner, but that happens to a lot of great startups.

Mainstream culture seems to depict startups as either being complete failures where everyone loses
their shirts or else huge hits like Facebook. But the reality, as usual, lies in the middle: in 2010,
according to Dow Jones, there were 522 venture-backed exits with a combined exit value of $53 billion
– implying an average exit price of around $100M.

The best thing about startups is you get to work with great people on interesting projects, and can be
successful by conventional metrics, even if no one outside of tech has ever heard of you or what you’ve
built. There’s great stuff between failure and Facebook.

•

Recruiting

Platform distribution risks
(2012-02-14)
When your product extends a platform’s functionality, one of the main risks you face is that the
platform could embed your product’s key features within the platform – what is sometimes
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called subsumption risk. This happened to a lot of startups in the 90s that built products for the
Windows platform.

When you depend on a platform for distribution (acquiring and retaining users), you take on different
risks. Specifically:

1. Oversaturation. The risk that supply of products on the platform significantly outpaces
demand. This seems to have happened recently to the iOS App Store: there are over 500,000
apps and counting, and popularity tends to be highly concentrated, making it very difficult
for new apps to get noticed. Oversaturation also happened to Google (organic) results in
most query categories in the last 2000′s.
2. Barriers to discovery. The risk that the discovery methods on the platform aren’t
meritocratic. iOS apps depend upon appearing in iTunes’ Top 25 lists, leading to a “rich get
richer” bias, along with aggressive attempts to game the system. Apple has other app
discovery mechanisms like its Featured Apps and Genius features, but those seem to drive
far fewer downloads than the top lists. Google search has increasingly been favoring
Google’s own products and also seems to heavily favor older, well-entrenched websites,
making it very hard for new sites to gain significant SEO traction. Currently, social
networks like Twitter and Facebook seem to have the most meritocratic discovery
mechanisms, which is one reason so many startups target them for distribution.

3. Throttling. The risk that the platform will throttle distribution or monetization (for apps that
rely on paid advertising, throttled monetization also means throttled distribution). Facebook
started out letting apps send unfiltered notifications to users’ timelines but then introduced
algorithms that heavily filtered them (thereby entrenching the position of leading app
makers like Zynga). Facebook also started out letting apps charge users directly, but
later changed that policy and imposed a rev-share.
If you are launching a new website or app, you should have a distribution strategy beyond just “people
will love it and tell their friends about it”. Your strategy should probably involve at least one major
platform. And you should think through the distribution characteristics of the platform and decide if
they are a good fit for your product and how best to mitigate the risks.
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Finally, it is worth noting that some of the most successful startups grew by making bets on emerging
platforms that were not yet saturated and where barriers to discovery were low. Today, the most
interesting new platforms are probably Android tablets and emerging social networks like Foursquare
and Tumblr. Betting on new platforms means you’ll likely fail if the platform fails, but also
dramatically lowers the distribution risks described above.
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“It is the human friction that makes the sparks”
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(2012-02-19)
From Jonah Lehrer, Brainstorming Doesn’t Really Work (via Stowe Boyd):

Building 20 [a scene of incredible innovation at MIT] and brainstorming came into being at almost
exactly the same time. In the sixty years since then, if the studies are right, brainstorming has achieved
nothing—or, at least, less than would have been achieved by six decades’ worth of brainstormers
working quietly on their own. Building 20, though, ranks as one of the most creative environments of
all time, a space with an almost uncanny ability to extract the best from people. Among M.I.T. people,
it was referred to as “the magical incubator.”

The fatal misconception behind brainstorming is that there is a particular script we should all follow
in group interactions. The lesson of Building 20 is that when the composition of the group is right—
enough people with different perspectives running into one another in unpredictable ways—the group
dynamic will take care of itself. All these errant discussions add up. In fact, they may even be the most
essential part of the creative process. Although such conversations will occasionally be unpleasant—
not everyone is always in the mood for small talk or criticism—that doesn’t mean that they can be
avoided. The most creative spaces are those which hurl us together. It is the human friction that makes
the sparks.

I think this underscores one of the main reasons remote early-stage projects often fail. We mistakenly
think of brainstorming as something you can do in meetings, and teaching as something you can
perform through carefully composed documents or lectures.
I was part of a number of failed remote R&D attempts. The one time it worked was when we decided
to abandon meetings, project documents, tracking tools, etc. Instead, we got a high quality
speakerphone so everyone could overhear everyone else’s conversations, and we left it on all day,
every day. It wasn’t the same as being together in person, but we did manage to get some of the human
friction back.
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Big timing
(2012-02-23)
“Big timing” is a phrase I’ve heard a lot lately which refers to people who are “higher ranking” acting
disrespectfully toward people who are “lower ranking”. Example usage: “so and so VC partner big
timed my associate,” meaning they talked down to him/her or didn’t meet with him/her or whatever.

Big timing is a huge mistake. Why? 1) big timers vastly underestimate the degree to which senior
people trust their junior people, 2) most non-jerks (no matter how successful) interpret big timing to
be an insult to their firm and therefore to their senior people, 3) junior people are often far more active
and informed than senior people and therefore great people to spend time with.
It would be great to think that in the startup industry, people would realize that today’s junior person
could become “big time” tomorrow, and that you should therefore be meritocratic and respectful to
everyone. But that’s not my experience.
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Once you take money, the clock starts ticking
(2012-02-25)
One of the interesting things about having been investing in startups for a number of years is that at
any moment you get an inside peek at startups at a variety of different stages. In the course of a few
weeks, I might talk to people who are ideating around new business ideas, people raising seed rounds,
people raising later (VC) rounds, people whose products are blowing up, people whose product are
struggling, people getting acquired, people leaving acquirers to start new companies, etc. Sadly, there
are also usually a few companies that are struggling and facing the serious possibility of running out
of money and being forced to shut down.

One side-by-side comparison struck me recently. Company A is just now raising a seed round. The
money they raised will last 12 months (personally, I strongly recommend raising 18 months of runway
– if you have the option to do so). Company A was also, in my opinion, not ready to raise money (they
needed to work on their plan and team more). Company B raised a seed round about 10 months ago
and is now struggling to raise more. Company B had the option to raise more money back then but
chose to only raise 12 months runway in order to minimize dilution. Company B also made the mistake
of having a large VC invest $100K in the round (a meaningless amount to a large VC). The large VC
has since said they won’t support the company (despite the fact that the company made pretty good
progress on the business) creating a massive signaling problem.
In the current “frothy” environment, where seed investors are aggressively offering money to
entrepreneurs, it is easy for an entrepreneur to think “well, if I’m getting offered money this easily at
the seed stage, I’ll get offered money easily later.” In fact, once you take professional investor money,
the attitude of investors (both insiders and outsiders) changes dramatically: you’ve gone from planning
mode to operations mode. When you do planning, research, experimenting etc. without having raised
money, investors think you are prudent (I recently interviewed the Warby Parker founders
for TechCrunch and they said they spent 1.5 years planning/researching before they raised money).
When you do it with other people’s money, and don’t make what they perceive to be enough progress,
the investors can quickly lose faith. The obvious lesson is well known by experienced entrepreneurs.
Don’t raise money until you are ready, and when you do, raise enough to have a good shot at reaching
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“accretive milestones” so you can raise more money, become profitable, or whatever your goals might
be.
•

Raising Capital

•
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The internet is reshaping our economy from one of huge corporations with lots of jobs to huge
platforms with lots of income streams
(2012-02-26)

From Innovation and the Bell Labs Miracle in today NYTimes:

Innovation is an important new product or process, deployed on a large scale and having a significant
impact on society and the economy, that can do a job “better, or cheaper, or both.” Regrettably, we
now use the term to describe almost anything. It can describe a smartphone app or a social media
tool; or it can describe the transistor or the blueprint for a cellphone system. The differences are
immense. One type of innovation creates a handful of jobs and modest revenues; another, the type Mr.
Kelly and his colleagues at Bell Labs repeatedly sought, creates millions of jobs and a long-lasting
platform for society’s wealth and well-being.

The conflation of these different kinds of innovations seems to be leading us toward a belief that small
groups of profit-seeking entrepreneurs turning out innovative consumer products are as effective as
our innovative forebears. History does not support this belief. The teams at Bell Labs that invented the
laser, transistor and solar cell were not seeking profits. They were seeking understanding. Yet in the
process they created not only new products but entirely new — and lucrative — industries.

Putting aside the obvious rebuttal that large companies like Intel, Microsoft, Apple and even AT&T
were once startups, the author seems to confuse “jobs” with “income streams”. For example, it would
be easy to dismiss a website like Craigslist as a “social media tool” that has only created a few dozen
jobs for its employees. But in fact it has created billions of dollars of income streams for people buying
and selling things on its platform. The internet is increasingly reshaping our economy from one of
huge corporations with lots of jobs to huge platforms with lots of income streams.
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Some tips for interacting with the press
(2012-03-01)
Here are a few things I’ve learned over the years about the best ways for entrepreneurs to interact with
the press (by press I mean blogs as well as traditional media).
•

Don’t be afraid to ask what the rules are. Is this on or off the record? If they are writing an
article about your company, do they require exclusivity? What is the angle of the story?

•

Don’t use a PR firm unless you are so successful that you need someone to help you
manage inbound press interest. Most journalists, when talking candidly, will tell you
they’d vastly prefer getting an email from the founder of a startup than a PR firm. If you’re
Bill Gates, it is understandable that you have someone reaching out for you. If you are a
small startup, having a PR rep contact a journalist says “I’m not competent enough to
reach you” or “I don’t respect your time enough to reach out directly.”

•

Treat journalists with respect. Tech/business journalists often interact with rich and
powerful people, some of whom treat them disrespectfully. Like entrepreneurs, journalists
are usually interesting people with diverse interests. You’ll probably like them if you talk
to them and might even become friends.

•

Unless you’re a super hot startup, the existence of your company is not a news story.
Exclusives of launches, financings and acquisitions are usually news stories. Trend stories
that you are part of could be a news story. Relating your startup or data your startup
generates

to something

already

newsworthy

(journalists

call

this

“pegging”)

can dramatically increase your chances of getting covered.
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•

Whether you like it or not, the press will put your company into a category, and might run
“horserace” stories comparing how the companies in your category are doing. The best
you can do here is to try to choose which category you’ll be put into. Arguing that you
have no competitors or are creating a new category is pretty much impossible.

•

Try to put yourself in the mindset of the journalist. How will this story get them on
Techmeme or featured by their editors? What were their most successful recent
stories? Do background research on any reporter before talking and read a bunch his/her
articles.

•

Don’t just contact reporters when you need them: try to be helpful even when you don’t.
Sometimes, I get calls to talk about, say, the state of the venture market or asking for some
background on a tech sector that is new to the journalist. My guess is they appreciate this
and are more responsive when I contact them about a possible story.

•

Public Relations

•

Startup Advice
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The problem with investing based on pattern recognition
(2012-03-06)

A famous story in artificial intelligence is how the US military developed algorithms to determine
whether an image had a tank in it. They used a standard machine learning method: feed the computer
a “training set” of photos, some of which had tanks in them and some of which didn’t, and let
algorithms identify which features in the photos correlated to tanks being shown.

This method worked for a while but then mysteriously stopped working. Since the features the
computer identified were embedded in complicated mathematical equations, no one could figure out
what it was really doing and therefore why it stopped working. Eventually someone realized that in
the training set, all of the images with tanks were taken on a cloudy day, and all the images without
tanks were taken on a sunny day. The algorithms had fixated on the most obvious pattern – the color
of the sky. When the algorithm was tested on new photos where the weather varied, it was completely
flummoxed.
It is commonly said that good startup investors develop “pattern recognition” that allows them to
identify great entrepreneurs and companies. If you look at the hugely successful startups of the last
decade, the founders have many similarities that are easy to observe. When they started, many were
male, young, unmarried, computer programmers, dropouts of elite universities, etc. As a result, a lot
of investors look for founders with these characteristics. But without an understanding of the deeper
reasons these founders succeeded, these observable characteristics could just as well be the color of
the sky and not the tanks.
341 | P a g e

Jump In.

At the level of individual investors, pattern recognition can lead to bad investments and missed
opportunities. In the context of markets, it can cause companies and sectors with the “right patterns”
to be overvalued, and ones with the “wrong patterns” to be undervalued. In the broader cultural context,
it can cause large groups of talented entrepreneurs to be denied access to capital.
The classic scientific method provides a better model for investing. Scientists observe data, notice
patterns, develop hypotheses, and then test those hypotheses. Pattern recognition is only a step along
the way to developing hypotheses about the underlying cause.

Perhaps dropping out of college shows a strong level of commitment. Knowing computer science was
probably a necessary condition for starting a tech company in the past, but no longer is. Being young
could mean you are inexperienced enough to pursue bold ideas that more experienced people would
consider crazy. I am just speculating – I don’t know why these characteristics are common among past
successful founders. But the mere repetition of patterns shouldn’t be satisfactory to anyone who wants
to understand and predict the success of startups.

•

Data

•

Pattern Recognition

342 | P a g e

Jump In.

The myth of the overnight success
(2012-03-16)
Angry Birds was Rovio’s 52nd game. They spent eight years and almost went bankrupt before finally
creating their massive hit. Pinterest is one of the fastest growing websites in history, but struggled for
a long time. Pinterest’s CEO recently said that they had “catastrophically small numbers” in their first
year after launch, and that if he had listened to popular startup advice he probably would have quit.

You tend to hear about startups when they are successful but not when they are struggling. This creates
a systematically distorted perception that companies succeed overnight. Almost always, when you
learn the backstory, you find that behind every “overnight success” is a story of entrepreneurs toiling
away for years, with very few people except themselves and perhaps a few friends, users, and investors
supporting them.

Startups are hard, but they can also go from difficult to great incredibly quickly. You just need to
survive long enough and keep going so you can create your 52nd game.

•

Advice
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Give away the diagnostic, sell the remedy
(2012-03-26)
Companies that employ the “freemium” business model give away a product or service for free and
then charge for additional features. The freemium model has gotten more popular as the cost to deliver
free services has dropped but the cost of employing sales and marketing people hasn’t. One of the
hardest questions around freemium models is deciding how to divide free from paid features.
One particularly effective version of freemium is: “give away the diagnostic, sell the remedy.” The
best known example of this is anti-virus companies that give away free virus scans but charge for virus
removers. In fact, this tactic works so well for anti-virus that it almost seems coercive (and has indeed
been abused, for example, by “anti-spyware” software that deliberately conflates cookies and viruses).
But, in general, giving away a diagnostic seems like a reasonable way to demonstrate the effectiveness
of a product while still being able to sell valuable additional features.

Selling the remedy has become increasingly popular with B2B companies. For example, a friend
recently wanted to ensure that his company’s (non-spam) e-mails weren’t getting blocked by spam
filters, so he contacted an “email delivery optimization” company. They ran a free test and reported
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that his emails weren’t getting filtered. Two months later they called back and said “uh oh, your emails
are getting filtered.” Sure enough his open rates had dropped and his anecdotal tests confirmed that his
emails were being inaccurately labelled as spam. Because of the free diagnostic, he had confidence in
the company’s technology, and was willing to pay them to fix his problem. And the email optimization
company had spent almost nothing to acquire a new customer.

•

Business Models

•

Freemium

•

Product Strategy

Revisited: big VCs investing in seed rounds
(2012-04-02)

A few years ago, the trend of companies raising smaller seed rounds combined with the emergence of
new seed funds caused many big VCs to create seed investment programs. This triggered a debate
among entrepreneurs and investors about whether it was risky for seed-stage companies to take small
investments from large VCs. (I blogged about the issue here, here, here).

Since then, enough founders have directly experienced the downside of taking seed money from big
VCs that I think it’s safe to say there is no more room for debate. I can think of about 15 founders I’ve
spoken to recently who tried or are trying to raise Series As but are seriously hampered by the fact that
a big VC invested in the seed round but isn’t participating in the Series A. (I’d love to mention specific
companies and firms but it wouldn’t be appropriate for me to do so – I guess I’ll just have to cite Jay
Rosen’s “I’m there, let me tell you what I see” principle of reporting).
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There are two important nuances to point out here. First, there are big VCs who invest in seed rounds
the right way – with the genuine expectation to follow on and the intention to help out during the seed
stage (some that I’ve invested with include USV, True, and Spark). One important sign of this is how
much they want to invest. If a $300M fund wants to invest $100K, they are buying an option. If they
want to invest $500K, they are more likely making an investment.

The second nuance can be counterintuitive: the danger of taking seed money is positively correlated
with the reputation of the firm. If a top VC invests in the seed round and then passes on the A, other
VCs will have difficulty overlooking that the smartest money that knows the company the best isn’t
following on. If the VC isn’t well respected, it is easier for other VCs to second guess them.
I’m not revisiting this issue to criticize big VCs. A healthy startup environment requires smart, ethical
investors at all stages. But I don’t think these big VC seed programs benefit anyone. And there are
enough angry entrepreneurs out there that I expect the message will get through.

•

Seed Investing

Facebook’s response to Yahoo’s patent lawsuit
(2012-04-03)

Like many in tech, I believe all software patents should be abolished. That said, I think Facebook made
the right move by filing a lawsuit against Yahoo’s patent attack.

As I see it, Facebook had 4 choices:
•

Settle. Given their pending IPO, this would have been the easiest route. But, by rewarding
Yahoo, settling would have encouraged more frivolous patent lawsuits.
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•

Defend without countersuing. On the surface this would have been the “principled” stance,
but it would have severely weakened their legal position, and therefore would have made
it more likely that Yahoo profited from the lawsuit.

•

Countersue without signaling any aversion to patent lawsuits.

•

Countersue and signal that they are averse to patent lawsuits, which in turn signals that
they will drop the lawsuit if Yahoo does. This seems to be what Facebook has done:

“From the outset, we said we would defend ourselves vigorously against Yahoo’s lawsuit,” Ted Ullyot,
Facebook’s general counsel, said in a statement. “While we are asserting patent claims of our own, we
do so in response to Yahoo’s short-sighted decision to attack one of its partners and prioritize litigation
over innovation.” [emphasis added] – NYTimes
Countersuing gives Facebook the best chance of fending off Yahoo’s lawsuit – and therefore not
rewarding patent lawsuits. And signaling they are only doing so in response to Yahoo (hence might
drop the suit if Yahoo does) keeps them on the right side of innovation.
•

Facebook

•

Yahoo

Increasing velocity
(2012-04-10)
Two common discussions in the startup world right now are 1) the increasing speed at which new
apps/websites can gain mass adoption (Instagram, Pinterest, OMGPOP’s Draw Something, etc), and
2) the rise in seed stage valuations. These two trends are real and related. An investor with a broad
portfolio of companies might rationally invest at an average valuation of, say, 10m (which is
historically considered very high for that stage) if they have a chance for one of the investments to
become the next Instagram or Pinterest. A billion dollar hit pays for a lot of misses.
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The increasing velocity has implications for the valuations of incumbent tech companies. Users have
limited time, and while web and app usage are growing, hit startups are growing much faster and
therefore gaining adoption, at least in part, at the expense of incumbents. It’s not clear this risk is priced
into the valuations of companies like Facebook (P/E expected to be ~100) and Zynga (P/E ~31). In
other words, faster velocity should lead to a narrower distribution of valuations from seed to late stages.
We’ve seen the seed stage adjust but not the late stage.

The current posture of big VCs seems to be to wait to see what takes off and then chase the winners.
Tons of investors tried to invest in Instagram’s A and B rounds, and I’m sure VC interest in Pinterest
is intense.

The problem with this model of Series A and B investing is that, in reality, many of the companies
with big hits weren’t overnight successes. Pinterest, OMGPOP, Twitter, and Tumblr were around for
years before taking off and all benefited greatly from having patient investors. In the current financing
environment, a lot of good companies won’t live to get Series As and Bs and big VCs will pay
valuations on hits that are priced to perfection.

Increasing velocity is great for users and for the winning companies and investors. But when good
companies aren’t getting follow on rounds because they aren’t yet “hockeysticking”, the long term
health of the startup ecosystem suffers.
•

Incumbents

•

Instagram

•

Pinterest

•

Valuation
There are two ways to make large datasets useful
(2012-04-14)
I’ve spent the majority of my career building technologies that try to do useful things with large
datasets.*
One of the most important lessons I’ve learned is that there are only two ways to make useful products
out of large data sets. Algorithms that deal with large data sets tend to be accurate at best 80%-90% of
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the time (an old “joke” about machine learning is that it’s really good at partially solving any problem).
Consequently, you either need to accept you’ll have some errors but deploy the system in a faulttolerant context, or you need to figure out how to get the remaining accuracy through manual labor.

What do I mean by fault-tolerant context? If a search engine shows the most relevant result as the 2nd
or 3rd result, users are still pretty happy. The same goes for recommendation systems that show
multiple results (e.g. Netflix). Trading systems that hedge funds use are also often fault tolerant: if you
make money 80% of the time and lose it 20% of the time, you can still usually have a profitable system.

For fault-_in_tolerant contexts, you need to figure out how to scalably and cost-effectively produce
the remaining accuracy through manual labor. When we were building SiteAdvisor, we knew that
any inaccuracies would be a big problem: incorrectly rating a website as unsafe hurts the website, and
incorrectly rating a website as safe hurts the user. Because we knew automation would only get us 8090% accuracy, we built 1) systems to estimate confidence levels in our ratings so we would know what
to manually review, and 2) a workflow system so that our staff, an offshore team we hired, and users
could flag or fix inaccuracies.

* My first job was as a programmer at a hedge fund, where we built systems that analyzed large data
sets to trade stock options. Later, I cofounded SiteAdvisor where the goal was to build a system to
assign security safety ratings to tens of millions of websites. Then I cofounded Hunch, which was
acquired by eBay – we are now working on new recommendation technologies for ebay.com and other
eBay websites.
•

Computer Science
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“Meaningful” startups
(2012-04-18)
There is generally a lot of enthusiasm in the startup world these days. But some observers worry that
too many startups are working on “features” instead of world-changing ideas. Founders Fund
published a provocative article summed up by the subtitle: “We wanted flying cars, instead we got 140
characters”. Alexis Madrigal writes in The Atlantic that “we need a fresh paradigm for startups”, and
dismisses the significance of recent “hot” startups:
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What we’ve seen have been evolutionary improvements on the patterns established five years ago. The
platforms that have seemed hot in the last couple of years — Tumblr, Instagram, Pinterest — add a bit
of design or mobile intelligence to the established ways of thinking.

One thing these critics need to be careful about is that, as Clay Christensen has long argued, many
important new inventions start out looking like toys. Twitter (Founder Fund’s headline example of a
“trivial” startup) started out looking like a toy but has since transformed the way information is
distributed for tens of millions of people. Madrigal dismisses cloud computing as “a rebranding of the
Internet” whose only effect has been to make “the lives of some IT managers easier,” overlooking that
cloud-based

services

solve

the

“third

party

payer”

problem

of

enterprise

sales,

thereby completely changing how enterprises adopt new technology.

That said, I generally agree with the sentiment that the startup world is too focused on chasing trends.
I don’t think this is the fault of entrepreneurs. I meet entrepreneurs all the time who are working on
ideas that seem quite meaningful to me. Some of them are building futuristic new technologies. Some
are trying to disintermediate incumbents and thereby restructure large industries. Others are trying to
solve stubborn problems in important sectors like education, healthcare, or energy.
The problem I encounter is that many of these “meaningful” startups have trouble raising money from
VCs. An entrepreneur working on groundbreaking robot technology recently joked to me that he’d
have an easier time raising money if his robots were virtual and existed only on Facebook. He was
only partly joking. His startup will require a lot of capital and doesn’t have an obvious near term
acquirer. Only a small group of VCs today will even consider such an investment.
•

Clay Christensen

•

Nerd Heat
Offline first, mobile enabled
(2012-04-20)
One of the major trends in tech startups what Fred Wilson calls “Mobile first, web second.” Instagram
is a great example of mobile first. They barely had a website – it was all about the mobile app.
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The excitement over mobile-first apps is justified. Smartphones have unleashed a wave of creativity,
resulting in entirely new categories of applications. But to me an even more exciting trend is what
people have been calling (for lack of a better phrase) ”offline first, mobile enabled” apps.

For example, Foursquare is primarily about improving your offline experiences (meeting friends and
finding new places to go). And it couldn’t exist without smartphones (ok, Dodgeball existed on feature
phones but had a fraction of the utility). Similarly, Uber couldn’t exist without smartphones. The Uber
apps (one for drivers and one for customers), while essential, are all about enabling for the car service.
Square is about making payments more convenient and giving small businesses better analytics. The
mobile app is just an enabler.

It seems natural that the first wave of mobile apps would be about improving core smartphone apps
(e.g. photo apps) or porting apps from other devices (e.g. games). And there is probably a lot of
interesting innovation remaining there. But the really massive opportunity is dreaming up new ways
that the little computers loaded with sensors that we carry around with us everywhere can improve our
real-world experiences.

•

Apps

•
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•
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Outsource things you don’t care about
(2012-04-22)
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A fundamental principle of business is that you do things in house that you think can give you a
competitive advantage and outsource things that you don’t. At an early-stage technology company this
means you do in house: product design, software and/or hardware development, PR, recruiting, and
customer relations/community management. Ideally, most of these activities are led by founders. You
should outsource legal, accounting, website hosting, website analytics etc. (Unless you are starting a
company where one of those activities can give you a competitive advantage, e.g. a securities trading
startup would need to have in-house legal).
A lot of startups over outsource. A few years ago, you’d sometimes hear tech startups say they were
going to outsource software development. Thankfully, founders have gotten smart about this and it
rarely ever happens except as a stopgap. It is still common for startups to hire outside PR firms. If you
decide to hire an outside PR firm, that means you don’t care about PR. Just because you are willing to
spend some of money on it doesn’t mean you think it’s important. You probably shouldn’t hire an
investment banker during an acquisition unless your company is later stage. And you might
occasionally use an outside recruiter but the core recruiting activity needs be done by founders.

•
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The risks of being a small investor in a private company
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(2012-04-25)

With the passage of the JOBS act, it seems that many more Americans will soon be able to buy equity
in private companies. I am no expert on the law, but I have been investing in private companies for
about a decade, and during that time I’ve seen many cases where large investors used financial
engineering to artificially reduce the value of smaller investors’ equity. Here are a few examples.

1. Issuing of senior securities with multiple liquidation preferences. Example:

Series A: Small investor invests in $1m round, getting 1x straight preferred

Series B: Large investor invests $10m, getting 4x senior straight preferred

Company gets sold for $30m. Management gets $3m carveout, Series B investors get $27m, and Series
A investors get zero.

2. Issuing of massive option grant to management along with new financing at a below-market
valuation. Example:

Series A: Small investor invests in $1m round, getting 1x straight preferred for 10% of the company.

Company is doing well and is offered a Series B at a significantly higher valuation. Instead, large
investor invests $5m at below-market valuation, getting 40% of the company, and simultaneously
issues options worth 50% of the company to management.

Result: Series A investors are diluted from 10% to 1% of the company, even though the company was
doing well and in a normal financing would have only been slightly diluted.

3. The company is actually multiple entities, with the smaller investor investing in the less
valuable entity. Example:

Company has entity 1 and 2. Small investors invest in entity 1 that licenses IP from entity 2. Value of
IP increases and entity 2 is sold and eventually cancels entity 1′s license, making entity 1 worthless.
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4. Pay-to-play or artificially low downrounds. Example:

Series A: Small investor invests in $1m round, getting 1x straight preferred
Series B: Large investor invests $10m in pay-to-play round (meaning any investor that doesn’t
participate has their preferred shares converted to common). Smaller investor doesn’t have the cash
to re-invest in Series B, but deeper pocketed investors do.

Company sells for $10m. Series B investors get $10m. Series A investors get nothing.

There are ways to protect against these shenanigans. Protections can be written into the Series A
financings documents (pro-rata rights, ability to block senior financings, etc). There are also some
legal protections all minority investors are granted under, say, Delaware or California law. But usually
even when these protections exist (and they exist far less frequently these days than in the past), smaller
investors usually can’t, say, invoke blocking rights by themselves (indeed, it’s often not economically
viable for smaller investors to hire lawyers to review every financing document for every company
they invest in). Another way smaller investors can protect themselves is to set aside capital amounting
to, e.g. 30% of every investment made, in case they need it later for defensive purposes (I do this). But
in my experience this is all very complicated and difficult to execute in practice, even when the small
investors are “professional” investors. I worry it will be even harder for “amateur” investors to protect
themselves.
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Incumbents die due to irrelevance or ineptitude
(2012-04-26)
Judging from the tech press, you’d think the biggest risk to successful companies is competition. But
when you examine the history of technology, incumbents usually decline because the world changes
and they lose relevance, or because they lose visionary founders and the organization decays. Some
examples:
•

Dell thrived when PCs dominated the computer market and Dell was the low cost provider
of commodity hardware products. The shift to mobile and tablet computing meant that
hardware quality (not price) was once again the primary basis of competition. As a result,
Dell’s laser-like focus on cost reduction became a liability.

•

The New York Times was, for many decades, one of the few premium channels through
which brand and classified advertisers could reach mass consumers. Thus car companies
and real estate brokers subsidized foreign reporting and investigative business journalism.
The internet provided a vast alternative channel, and the Times became far less relevant.
At the same time, the internet provided many new sources for breaking news, editorials
etc, hurting the Times on the subscriber side.

•

Yahoo didn’t lose because Google out-competed them on search. They lost because they
didn’t really care about search – indeed, they outsourced algorithmic search to Alta Vista,
Inktomi and then Google itself. The leading portals back in circa 2000 (Yahoo, Excite,
Lycos etc) desperately wanted to keep keep users on their site – the buzzword was
“stickiness” – but Google knew better and focused on getting users off of Google to other
places on the web. Yahoo became just another place to read celebrity gossip and use
generic web services.

•

Netflix thrived when they could simply ignore the movie companies and rely on the firstsale doctrine to get DVDs. The market shift to streaming video created a new and brutal
dependency. They had to go make deals with content companies. Now they are
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even trying to create their own content to lessen this dependency. They have a brilliant
and visionary management team but this is a tough transition to make.
•

Sony relied on its Steve-Jobs-like founder, Akio Morita, to repeatedly develop incredibly
innovative products (among them: the first transistor radio, the first transistor television,
the Walkman, the first video cassette recorder, the compact disc) that seemed to come out
of nowhere and create massive new markets. Since he left, the company has floundered
and the stock has fallen dramatically.

•

Google’s biggest risk isn’t a direct competitor. Startups and incumbents who’ve tried to
create better search engines have barely cut into Google’s market share. Google’s primary
risk – and they seem to know this – is that they are no longer relevant when people find
content through social sites, and where an ever increasing portion of the web is
uncrawlable.

Google released their “Dropbox-killer” a few days ago. I don’t know if Dropbox has yet achieved
incumbent status, but they certainly seem to be the market leader. They also seem to have a very
competent management team. So if history is a guide, Dropbox’s biggest risk isn’t a competitor but
irrelevance – if, for example, files become less and less important in a web services world and Dropbox
doesn’t adapt accordingly.

•
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•
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•

Incumbents
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Is it a tech bubble?
(2012-04-29)
Every week a “we are in a tech bubble” article seems to come out in a major newspaper or blog. People
who argue we aren’t in a bubble are casually dismissed as promoting their own interests. I’d argue the
situation is far more nuanced and that people who engage in this debate should consider the following:

1. Public tech companies: Anyone with an understanding of finance would have trouble
arguing many large public tech companies are trading at “bubble valuations” – e.g. Apple
(14 P/E), Google (18 P/E), eBay (16 P/E), Yahoo (17 P/E). You could certainly debate other
public tech stock valuations (there are a number of companies that recently IPOd that many
reasonable people think are overvalued), but on a market-cap weighted average the tech
sector is trading at a very reasonable 17 P/E.

2. Instagram seems to be the case study du jour for people arguing we are in a bubble.
Reasonable people could disagree about Instagram’s exit price but in order to argue the
price was too high you need to argue that either: 1) Facebook is overvalued at its expected
IPO valuation of roughly $100B, 2) it was irrational for Facebook to spend 1% of its market
cap to own what many people considered one of Facebook’s biggest threats (including Mark
Zuckerberg – who I tend to think knows what is good for Facebook better than pundits).

3. Certain stages of venture valuations do seem on average over-valued, in particular seedstage valuations and (less obviously) later-stage “momentum valuations.” The high seedstage valuations are driven by an influx of angel/seed investors (successful
entrepreneurs/tech company employees, VC’s with seed funds, non-tech people who are
chasing trends). The momentum-stage valuations are driven by a variety of things,
including VC’s who want to be associated with marquee startup names, the desire to catch
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the next Facebook before it gets too big, and the desire of mega-sized VC funds to “put
more money to work”.
4. Certain stages – most notably the Series A – seem under valued. Many good companies are
having trouble raising Series As and the valuations I’ve seen for the ones who do have been
pretty reasonable. Unfortunately, since the financials and valuations of these companies
aren’t disclosed, it is very difficult to have a public debate on this topic. But many investors
I know are moving from seed to Series A precisely because they agree with this claim.

5. No one can predict macro trends. The bear case includes: something bad happens to the
economy (Euro collapses, US enters double dip recession). The warning sign here will be
a drop in profits by marquee tech companies. The bull case includes: economy is ok or
improves, and tech continues to eat into other industries (the “software is eating the world”
argument). Anyone who claims to know what will happen over the next 3 years at the macro
level is blowing hot air. That’s why smart investors continue investing at a regular pace
through ups and downs.

6. The argument that sometimes startups get better valuations without revenue is somewhat
true. As Josh Koppelman said “There’s nothing like numbers to screw up a good story.”
This is driven by the psychology of venture investors who are sometimes able to justify a
higher price to “buy the dream” than the same price to “buy the numbers.” This doesn’t
mean the investors think they will invest and then get some greater fool to invest in the
company again. For instance, at the seed stage, intelligent investors are quite aware that
they are buying the dream but will need to have numbers to raise a Series A.

7. No good venture investors invest in companies with the primary strategy being to flip them.
This isn’t because they are altruistic – it is because it is a bad strategy. You are much better
off investing in companies that have a good chance to build a big business. This creates
many more options including the option to sell the company. Acquisitions depend heavily
on the whims of acquirers and no good venture investors bet on that.

•
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Blogging to learn
(2012-05-10)
People blog for all sorts of reasons. For me, it is mostly about learning. This wasn’t my original
intention – it evolved over time. Now I see blogging as part of a continuous learning process:
•

Start every morning by skimming through news, blogs, articles, etc. Much of this is tech
related. I used to get tech news in the newspaper, then in Google Reader, and now mostly
from Twitter. If someone I meet mentions something interesting that was published that I
didn’t read, I go back and figure out how I missed it and change who I follow on Twitter
so it doesn’t happen again.

•

Try to meet with interesting people during the week. The reason being up on tech news is
important is so that we can get the most out of the meetings. Often we’ll talk about
whatever each of us is working on at the time but it’s also good to have news or blog posts
as shared reference points. This makes the meetings more interesting for everyone.

•

Try to learn at least one interesting thing each week and then blog about it. Then see how
people react in comments, on Twitter etc. I guess some bloggers don’t like comments but
for me they are the crucial so that I can get feedback on new hypotheses. Blogging new
hypotheses also means a decent portion of your blog posts need to be ignored or ridiculed.
Otherwise you are playing it too safe.

•
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The default state of a startup is failure
(2012-05-18)

If you are starting a company and wondering why nothing good seems to happen unless you force it
to happen, that’s because the world wants to stay the way it is. Customers, partners, and most of all
incumbents don’t want to think hard, try new things, or change in any way. The world is lazy and just
wants to keep doing what it’s doing.

A friend of mine got a job at a big company and was shocked to see his colleagues worked just a few
productive hours a day. They didn’t seem to care about their work or have relevant expertise. My friend
said: “Wow, this company is going under.” Then the company released its quarterly reports and profits
rose to an all-time high. The momentum of the company’s brand and relationships was sufficient to
propel it forward.

On the flip side, first-time entrepreneurs often fail to realize that when you build something new, no
one will care. People won’t use your product, won’t tell people about it, and almost certainly won’t
pay for it. (There are exceptions – but these are as rare as winning the lottery). This doesn’t mean
you’ll fail. It means you need to be smarter and harder working, and surround yourself
with extraordinary people.

The default state of the world is to stay the way it is, which means the default state of a startup is
failure.

•

Advice
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Four types of mobile apps
(2012-05-21)

If you are a founder trying to create a new mobile app or an investor trying decide whether an app has
enduring value, it is helpful to separate the ways that people use apps into four categories.

1. Time wasters: Apps that can be used for short bursts when you are waiting in line, etc. The most
popular time wasters are games. Some apps are used sometimes as time wasters and sometimes as
utilities – e.g. Facebook is both a time waster (checking status updates few minutes) and a utility
(sending Facebook messages).

Time wasters tend to be faddish. It is easy to get hooked on new games and also easy to tire of them.
If you want to build a big company that builds time wasters, you need to build a machine that builds,
markets and monetizes apps, as Zynga has done.

2. Core utilities: As a rule of thumb, core utilities are the apps on your home screen: camera, phone,
contacts, texting, calendar, etc. Core utilities map to deeply engrained use patterns that usually
existed before modern smart phones. In the past people might have carried around a paper calendar,
a standalone camera, etc. Core utilities tend to be very sticky – if you gain widespread adoption
for a core utility you can build long-lasting value.

One entry strategy for a startup is to replace a core utility. This is what Instagram did to the built-in
camera app. It is unclear whether the “Instagram for video” companies are core utilities (video app
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replacements) or time wasters. Creating a new core utility that doesn’t replace an existing core utility
is very hard. Foursquare seems to have done this for the users who regularly check-in.
3. Episodic utilities: Episodic utilities are apps that typically aren’t on the home screen but are
extremely useful in certain situations. Some examples: Hipmunk when buying plane tickets, Uber
when you need a car, and OpenTable for making restaurant reservations. Successful episodic
utilities target a well-defined situation and then become deeply associated with that situation.
Making an app that is too broad or has multiple use situations can hurt you. Because many of these
situations involve purchasing, these apps tend to be monetizable.

4. Notification-driven apps: This is an emerging category. Android has had a good notification system
for a while, but the iPhone only made notifications useful in IOS 5. People tend to enable
notifications for communication apps like email, texting etc. Thus far, notifications for other apps
haven’t gotten widespread adoption because, among other things: it is easy to annoy users by overnotifying them, and running non-communications apps in the background tends to drain battery
life. Expect this category to grow as apps get smarter about when to notify, and battery life
improves dramatically over the next year or two.
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When should you give up on an idea?
(2012-05-24)
Suppose you launch your new startup and don’t get the traction you were hoping for. How do you
know whether to give up or keep going? This is a tough question. There are lots of examples that
support seemingly contradictory theories. Instagram pivoted before launch, and Pinterest refused to
pivot for years. Many other startups pivoted too early or kept working on dead-end ideas for too long.

If the pre-product/market-fit phase of a startup is about efficiently testing hypotheses, then continuing
to test an idea only makes sense if you have a strong theory about what has gone wrong and how things
will improve.

Specifically, you should have a theory about: 1) how to modify your product, 2) how to modify your
marketing/distribution strategy, and/or 3) how external events (a new technology wave, cultural
events, regulatory change, etc) might make your product take off. In other words, you need a plausible
argument as to why the future will be different than the past.
Another way to think about this is using what Jeff Bezos calls the “regret-minimization framework.”
Imagine you do give up on your idea. Have you explored most of its plausible implementations? Are
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you confident that another entrepreneur won’t come along and make it work? You’ll regret it more if
you nearly created a big company than if you spent an extra six months iterating.

Finally, beware of the temptation to get distracted by new shiny ideas. When you are deep in the weeds,
new ideas seem refreshing but this is usually the false signal of “uninformed optimism” that
accompanies all new things.

•
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The experience economy
(2012-05-26)

Before World War 2, the middle-class in the developed world struggled to afford basic needs. In the
post-war boom, standards of living rose dramatically, and people consumed far beyond what they
needed. It was the age of conspicuous consumption: a race to own bigger cars and houses, and
accumulate more stuff. The mean income in the developed world became sufficient to provide for a
comfortable life.
Today, people increasingly realize they own more than enough stuff, and don’t want to pay for featurerich versions of that stuff. Four blades in your razors are enough. In the language of Clay
Christensen’s disruptive innovation framework, the product economy overshot the mass market’s
needs.

An economy of experiences is emerging in its place. Experiences make people happier than products
(a fact that scientific studies support). The popularity of experiences like music concerts
has skyrocketed compared to corresponding products like music recordings. Apple, the most valuable
company in the world, maniacally focuses on product experiences, down to minute details like the
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experience of unboxing an iPhone. Customers want to know where their food and clothes come from,
so they can understand the experiences surrounding them. The emphasis on experiences also helps
explain other large trends like the migration to cities. Cities have always offered the trade-off of fewer
goods and less space in exchange for better experiences.

The trend toward experiences is important for technology startups. The era of competing over technical
specifications is over. Users want better experiences from devices, applications, websites, and the
offline services they enable. It is no coincidence that interaction design is replacing technical prowess
as the primary competency at startups. People who create great experiences will be the most valuable
to startups, and startups that create great experiences will be the most valuable to users.
•
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Some thoughts on when to raise money, and the current financing environment
(2012-06-02)

A key question for founders is when they should try to raise money. More specifically, they often
wonder whether to raise money now or wait, say, 6 months when their startup has made more progress.
Here are some thoughts on this question generally along with some thoughts on today’s venture
financing market.
•

In the private markets, macro tends to dominate micro. Venture valuations have swung by
roughly a factor of 4 over the last decade. In finance speak, venture tends to be high beta,
moving as a multiple of the public markets, which themselves tend to move more
dramatically than economic fundamentals. Hence, it is easy to imagine scenarios where
the same private company will command 1/2 the valuation in 6 months due to macro
events, but it’s rare for a company to increase their valuation 2x through operations alone
in 6 months.
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•

Therefore, when it seems to be the top of a venture cycle, it’s almost always better to raise
money sooner rather than later, unless you have a plausible story about how waiting will
dramatically improve your company’s fundamentals.

•

Prior to the Facebook IPO, the consensus seemed to be that private valuations were near
the top of the cycle. Today, FB is valued at up to 50% below what private investors
expected. Moreover, the financial crisis in Europe seems to have worsened, and
unemployment numbers in the US suggest the possibility of a double dip recession.

•

It takes many months to understand how macroeconomic and public market shifts affect
private company valuations since (with the exception of secondary markets) private
transactions happen slowly. So we don’t know yet what these recent events mean for
private markets. According to a basic rule of finance, however, it is safe to assume that
companies “comparable” to Facebook are worth up to 50% less than private investors
thought they were worth a few weeks ago.

•

The question then is what companies are comparable to Facebook. Clearly, other social
media companies with business models that rely on display or feed based advertising are
comparables. Internet companies that have other business models (freemium,
marketplaces, commerce, hardware, enterprise software, direct response advertising, etc)
are probably not comparables. The public markets seems to agree with this. Defensible
companies with non-display-ad business models have maintained healthy public market
valuations.

•

One counterargument to the “all social media companies are now worth less” argument is
the discrepency between how the smart Wall Street money and smart internet money views
Facebook and social media companies generally. The smart Wall Street money thinks like
Mary Meeker’s charts. They draw lines through dots and extrapoloate. This method would
have worked very poorly in the past for trying to value tech companies at key inflection
points (and tech investors know that what matters are exactly those inflection points). In
Facebook’s case, Wall Street types look at revenue and margin growth and the trend
toward mobile where monetization is considerably worse (for now). Smart internet
investors, by contrast, look at Facebook in terms of its power and capabilities. They see a
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company that is rivaled only by Google and Apple in terms of their control of where users
go and what they do on the internet. Smart internet investors are far more bullish than
smart Wall Street investors on Facebook. Thus if you believe the internet perspective over
the Wall Street perspective, you’d likely believe that Facebook and social media in general
is undervalued by the public markets.
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Different types of risk
(2012-06-05)
The idea that founders take on “risk” is a misleading generalization. It is far more informative to
separate the specific types of risks that founders assume, including:
•

Financing risk: You can’t raise money at various stages because you haven’t hit accretive
milestones or your space isn’t appealing to investors.

•

Product risk: You can’t translate your concept into a working and compelling product.
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•

Technology risk: You can’t build a good enough or, if necessary, breakthrough
technology.

•

Business development risk: You can’t get deals with other companies that you depend on
to build or distribute your product.

•

Market risk: Customers or users won’t want your product.

•

Timing risk: You are too early or too late to the market.

•

Margin risk: You build something people want but that you can’t defend, and therefore
competitors will squeeze your margins.

At the early stage, the main way to mitigate these risks is to recruit great people as cofounders or early
employees. You shouldn’t recruit people that will give you a high likelihood of reducing these risks.
You should recruit people that give you an unfair advantage. You should try to win the game before it
starts. Startups are hard, and risky. But if you lump all the risks together, you are playing the lottery.
Talented entrepreneurs identify specific risks and do everything they can to overcome them.
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Equity value
(2012-06-06)
Warren Buffet once said:
Buy into a business that’s doing so well an idiot could run it, because sooner or later, one will.
This is a useful way to understand the meaning of “equity value”. You learn in finance that equity
value is the overall value of a the stock (i.e. equity) of a business, which in turn is the present value of
all future profits. Of course with startups the future is extremely uncertain, leading to a huge variance
in valuations.
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In perfectly competitive markets, all profit margins tend toward zero. So equity value is a function of
the degree to which you can make your market inefficient by making your business hard to copy (so
called “defensibility”). If your defensibility depends solely on having superior people, you have what
VCs call a “service business.” In a competitve labor market, service businesses tend to have low
margins and therefore low equity value. A popular saying about service businesses is “the equity value
walks out of the building every night.”

Different types of tech businesses exhibit different relationships between capital, revenue, profits, and
equity value. Enterprise software companies tend to require lots of capital to get to scale but command
high equity values once they do, partly because enterprises are risk averse and like to adopt the most
popular technology, leading to winner-take-all dynamics. Adtech companies tend to be quick to
revenue but slower to equity value, and sometimes risk becoming service businesses. The equity value
of consumer internet companies vary widely, depending on their defensibility (usually networks effects
and brand) and business models (e.g. transactional vs ad supported). Biotech companies require
boatloads of capital for R&D and regulatory approval but then can generate lots of equity value, with
the defensibility coming primarily from patents. (Patents introduce market innefficiencies, but,
proponents argue, are necessary to create sufficient incentives for entrepreneurs and investors). Ecommerce companies generally require a lot of capital as well, since their defensibility comes mostly
through brand and economies of scale.
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Critics and practitioners
(2012-06-16)
“When art critics get together they talk about Form and Structure and Meaning. When artists get
together they talk about where you can buy cheap turpentine.” – Picasso (via Ribbonfarm).
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When I was a kid, I tagged along with my grandfather who was an oboist in a big city symphony. I
was struck by the dramatic discrepancy between the culture of the audience and the culture of the
musicians. Before the show, the audience attended fancy events, and talked in abstract terms about
classical music. After the show, the musicians played poker, told jokes, swigged bourbon, and traded
tips about the best places to get parts for their instruments.
In the context of startups, it’s convenient to read the Picasso quote as a tidy summarization of the
difference between critics (VCs and the tech press) and practitioners (entrepreneurs). There is some
truth to this. When entrepreneurs get together, they tend to talk about tactical details. VCs and the press
talk about trends, markets, and other abstractions.

But Picasso was just being modest. He thought about the meaning of his art far more deeply than his
critics did. The same is true of great entrepreneurs. “Cheap turpentine” is important, but so is “Form
and Structure and Meaning”. The best ideas emerge from the interplay between the two modes of
thought.

•
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Firing
(2012-06-19)
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Firing is awful. You can try to avoid it, but even the most selective founders make serious mistakes.
Here are a few things I’ve observed about firing:

1. The good people bounce up, the bad ones bounce down. I was told this by my boss once
when he was firing one of my friends. At the time, I thought this just made him feel better
about himself. Over time, I’ve seen the wisdom in what he said. Some people who get fired
react by fixing their weaknesses. Others spiral down.
2. Do it early. If you think you’re going to fire someone over the next six months, you
probably will. Don’t wait too long. Too many founders do. It’s better for management and
employees if it happens fast.
3. It’s awful. You’re in control of a situation that will meaningfully hurt someone. It’s an awful
place to be. The fired person will go home and tell his/her family about how terrible it was.
It was your fault. Perhaps your mismanagement caused it. Who knows. You’ll question it,
and perhaps you are right to do so.
4. The other choice is firing everyone. You’re the founder of the company. If you run out of
money, you’re forced to fire everyone. If you don’t fire the bad employees, you risk
everyone else’s jobs. It’s an impossible situation.

5. The feeling is more likely to be mutual than you think. Most of the time, the person getting
fired was already about to quit. The antipathy you feel is likely reciprocated. It’s surprising
how often this happens and management doesn’t see it coming.
It would be great if startups were all about growth, hiring, and success. But the reality is that founding
a company is a brutal job and lots of the pain gets passed down to employees. Creative destruction
sounds nice in textbooks, but in the real world it means telling friends to go home, stop getting paid,
and find new jobs.
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Why the integrated approach to mobile devices is winning
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Until last week’s announcement of the new Surface tablet, Microsoft had taken the same approach to
mobile devices that they had with PCs: build the software themselves and let partners build the
hardware. Google took a similar strategy with Android but then reversed course when they acquired
Motorola. Apple’s integrated strategy was once widely ridiculed as a repeat of their losing 1990′s
desktop computer strategy, but is now being copied throughout the industry.

There is a trade off between integrated and non-integrated approaches to building devices. The nonintegrated approach lowers costs, but adds friction between components that compromises
performance. Consider this anecdote from Microsoft’s previous attempts to build tablets with hardware
partners:

The H.P. tablet was thick, the Intel processor it used made the device hot, and the software and screen
hardware did not work well together, causing delays whenever a user tried to perform a touch action
on its screen. “It would be like driving a car, and the car not turning when you turn the wheel,” the
former H.P. executive said.
- ”With Tablet, Microsoft Takes Aim at Hardware Missteps,” New York Times

What is the difference between mobile devices today where the integrated approach is winning and
desktops PCs in, say, 1995, when the non-integrated approach dominated? The best way to understand
the difference is through the lens of Clay Christensen’s disruptive technology theory*. When a new
category of device first launches, it is usually not “good enough” for most customers. Chistensen
illustrates this with a famous graph:
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According to Christensen, technology gets better at a faster rate than customers’ demands on
technology do (in the graph, the black line goes up faster than the other lines). Eventually, new device
categories become “good enough” (the black line crosses the purple/blue lines), and customers become
unwilling to pay significantly higher prices for improved versions of the device. At this point it doesn’t
make sense for manufacturers to invest in greater performance if customers won’t reward that
investment. Instead, manufacturers should spend the “performance surplus” on making devices less
expensive. The best way to do this is to let different companies produce the core software and hardware
components, i.e. to switch from an integrated to non-integrated approach.
If you believe Christensen’s theory (and most senior people at large technology companies do), the
interesting question now is: when will smartphones and tablets be “good enough” (respectively) for
non-integrated to beat integrated approaches? My guess is it will be at least 5-10 years before
customers are no longer willing to pay significantly more for faster bandwidth, more features, longer
battery life, increased storage, faster processors, etc. But no one really knows. It isn’t hard to see how
Google, Microsoft and pretty much everyone but Apple missed the key difference between PCs and
the new generation of mobile devices. Christensen himself missed it:
Christensen’s most embarassing prediction was that the iPhone would not succeed. Being a low-end
guy, Christensen saw it as a fancy cellphone; it was only later that he saw it also being disruptive to
laptops.

- When Giants Fail: What Business has learned from Clayton Christensen, The New Yorker. [paywall]
Seen as high-end smartphones, iPhones were “sustaining” innovations (above the blue line) that would
only appeal to the highest end of the market. Seen as low-end laptops, iPhones were disruptive
innovations that would eventually subsume the PC business. With support from the iPad, they seem to
be doing exactly that.
* If you aren’t familiar with Clay Christensen, this talk is a great way to learn about his theories.
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The real strategy behind tiered data plans
(2012-06-27)

Over the past year, Comcast and other broadband providers have been forcing tiered data plans on
customers. The New York Times recently speculated that these plans might be part of a strategy to
stunt the growth of internet video.

The best way to figure out what these companies are really doing is to read Wall Street analyst reports.
For example, here’s what a prominent Wall Street analyst recently said:

Most cable companies we met with have embraced tiered data plans, with tiering starting to move to
total monthly usage rather than tiered speeds. The minimum tiers are set higher enough at this point
that they impact only 1%-2% of users. However, we believe the concept is to establish an early
precedent of usage tiers and then let the average consumer usage patterns move in their direction over
time, as usage is growing 60% per year. This puts in place an effective long-term hedge against
internet video. [emphasis added]
- Goldman Sachs research. “Americas: Communication Services”, May 23, 2012

In 2011, Comcast generated $55B in revenue and $8.4B in pre-tax profits. Goldman rates the stock a
“buy” because Comcast “pushed through rate hikes on both video and broadband access across twothirds of the [customer] base in Q1 2102″ (Goldman Sach, “Comcast Corp”, May 2, 2012).
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Pricing to the demand curve
(2012-07-04)
Many college microeconomics courses include the following exercise. The teacher offers the students
an imaginary trip to Hawaii, and asks them to write down on notecards how much they are willing to
pay for the trip. The teacher takes the notecards and graphs the bids. Here’s how the graph might look:

The y-axis is the students’ “willingness-to-pay” and the x-axis is the students sorted from highest to
lowest bids. The line is known as the demand curve.
Now imagine you’re the company selling these trips. For simplicity, suppose you’ve already bought
the trips, so your marginal cost is zero. What’s the optimal price you should charge? If you set the
price at, say, $500, then the students who are willing to pay above $500 would buy the trip, and the
rest wouldn’t:
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Screen Shot 2012-06-29 at 9.24.53 PM
Your total revenue and (assuming zero marginal cost) profit will be the area of the green square
(revenue times quantity).
Notice the sections under the curve to the right and above the green box. To the right are students who
were willing to pay but were priced out. Those are missed sales opportunities. Above the green box
are students who were willing to pay more than you charged. That is lost revenue. (Since the
underpricing benefits customers, the area above the green box is called the consumer surplus).

After you have chosen the right price, the only way to make the area under the curve greener is to
charge different customers different prices. The theoretically optimal way to do this is to look at each
notecard and offer to charge each student, say, 10% less than the prices he or she bid. In real life you
can’t do this (although Priceline has gotten close by asking customers to enter their willingness to pay).
Some companies – most famously Amazon - have attempted outright price discrimination, but this
tends to anger customers and can even run afoul of the law.

So the goal of pricing is to capture as much area under the demand curve as possible. In practice, the
best way to do this is to find proxies for willingness-to-pay that are easy to observe and that customers
will accept.

For example, airlines know that business customers will pay more than vacation travelers. They
therefore look for acceptable proxies to segment business and vacation travelers and capture more of
the area under the demand curve.
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This is why flights are cheaper when you book early, stay over on weekends etc. The airline pricing
models assume you are a vacation traveller.

Book publishers would like to price their books according to customer enthusiasm. Hardcore fans will
pay more for books when they are first published, and casual readers will wait. If publishers offer the
same book at different prices at different times, their price discrimination will be too obvious
(interestingly, time windowing for movies doesn’t provoke much outrage). So book publishers offer
modestly better goods – hardcovers – to early buyers.
Enterprise software companies price using proxies for the customer’s budget. Oracle databases are
priced by the number of processors. Salesforce is priced by the number of end users (“seats”). Many
enterprise software companies obfuscate the highest tier of pricing, telling sales prospects at that level
to “call us.” What this really means is: “Call us, so our sales people can attempt to estimate your budget
and price discriminate accordingly.”

Sometimes, the search for pricing proxies can lead to absurdity. I once heard someone from a
prominent hardware company tell a story about how his company had offered two versions of a printer.
The cheaper model was identical to the more expensive one, except the cheaper one printed fewer
pages per minute. To accomplish this, the cheaper printer had the same hardware as the expensive one,
except the cheaper one had an additional chip that forced it to slow down. This made the cheaper
printer more expensive to produce. Situations where cost and price have zero or negative correlation
are far more common than most people assume.
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How bundling benefits sellers and buyers
(2012-07-08)

There is a widespread belief in technology circles that bundling of cable TV, newspaper, magazine
and other information goods will go away now that those products can be distributed à la carte on the
internet. The assumption seems to be that bundling is an artifact of another era when distribution was
physical. But this reasoning misses the economic logic behind bundling: under assumptions that apply
to most information-based businesses, bundling benefits buyers and sellers.
Consider the following simple model for the willingness-to-pay of two cable buyers, the “sports lover”
and the “history lover”:
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What price should the cable companies charge to maximize revenues? Note that optimal prices are
always somewhere below the buyers’ willingness-to-pay. Otherwise the buyer wouldn’t benefit from
the purchase. For simplicity, assume prices are set 10% lower than willingness-to-pay. If ESPN and
the History Channel were sold individually, the revenue maximizing price would be $9 ($10 with a
10% discount). Sports lovers would buy ESPN and history lovers would buy the History Channel. The
cable company would get $18 in revenue.

By bundling channels, the cable company can charge each customer $11.70 ($13 discounted 10%) for
the bundle, yielding combined revenue of $23.40. The consumer surplus would be $2 in the non-bundle
and $2.60 in the bundle. Thus both buyers and sellers benefit from bundling.

This model is obviously dramatically oversimplified. In real life, bundling tends to flatten the demand
curve (here is some background on demand curves, and here is academic paper that presents this
argument in rigorous mathematical terms). Suppose the demand curves for ESPN and the History
Channel look like this:
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The green boxes represent revenue for the seller. The deadweight loss areas to the right of the green
boxes are transactions that would have benefited buyers and sellers but are not occurring because the
revenue-maximizing prices are set too high.

Now consider what happens when you bundle channels. The key assumption is that individual buyers
lie on different x-axis points of the demand curves of different channels. Sports lovers lie on the left
of the ESPN demand curve but on the right side of the History Channel curve. To aggregate demand
curves, you don’t stack one on top of the other. You add consumers’ willingness-to-pay separately for
each channel.

Using the above simplified model, the two demand curves that go from $10 to $3 become one curve
that stays flat at $13. In general, adding the individual demand curves creates a flatter demand curve:
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A flatter demand curve lets sellers charge prices that capture larger areas under the curve and pass
more surplus back to consumers. The only loser is the deadweight loss area.

Some things to note about bundled pricing:

1. Bundled pricing is one reason why subscription models like Spotify should ultimately win out
over à la carte models like iTunes. Subscription commerce can also be thought of as a form of
bundling.
2. There are other ways to get some of the benefits of bundled pricing – for
example versioning goods, and offering bulk discounts.
3. The benefits of bundled pricing are proportionate the buyers’ variance of preferences for the goods.
Hence bundled pricing works best in highly “taste-based” goods like media, and wouldn’t have any
benefit for fully commoditized goods (e.g. a bundle of stocks)
4. Bundled pricing can also hurt consumers if it is used by incumbents to exploit their broader catalog
to “deter entry” by new competitors. This was a common complaint against Microsoft in the 90′s when
they bundled applications like Internet Explorer with Windows.
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Capabilities and sensibilities
(2012-07-17)
“The test of a first-rate intelligence is the ability to hold two opposed ideas in the mind at the same
time, and still retain the ability to function.” – F. Scott Fitzgerald

One reason running a startup is so interesting is the constant tension between opposing ways of
thinking: short-term vs. long-term, internal vs. external, saving vs. investment, etc. At large companies,
responsibility for these ways of thinking is often spread across multiple business units. In startups they
fall on a few people, usually the founders.

As a founder, the most important tension is between your capabilities and sensibilities. Capabilities
are your talents and resources. Sensibilities are the way you see the world. Successful founders usually
have an unlikely combination of capabilities and sensibilities. The right sensibilities without the right
capabilities means a good vision, poorly executed. The right capabilities without the right sensibilities
means building something your market doesn’t want. Getting both right creates founder-market fit.

There are advantages and disadvantages to being an experienced entrepreneur. Disadvantages include
the fact that, with age, you are more likely to have obligations outside of your startup. You also risk
having calcified sensibilities. Counterbalancing this is greater self-awareness, and, ideally, the wisdom
to choose markets that match your sensibilities and cofounders who augment your capabilities.
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Shoehorning startups into the VC model
(2012-07-19)
Tech startups go in an out of fashion. When they’re in fashion, as they are now, entrepreneurs and VCs
get lots of attention. Most of this attention focuses on things that involve money, like financings and
acquisitions. For some entrepreneurs, raising venture capital becomes a goal unto itself, instead of
what it should be: a heavy burden that only makes sense in certain cases.
A startup should raise venture capital (or “venture-style” angel/seed funding) only if: 1) the goal is to
build a billion-dollar (valuation) company, and 2) raising millions of dollars is absolutely necessary or
will significantly accelerate growth.
There are lots of tech companies that are very successful but don’t fit the VC model. If they don’t raise
VC, the founders can make money, create jobs, and work on something they love. If they raise VC, a
wide range of outcomes that would otherwise be good become bad.

Unfortunately, many of these startups graft VC-friendly narratives onto their plans and raise too much
money. Short term it might seem like a good idea but long term it won’t.

The best source of capital is customers. The next best is the founders (cash or forgone salaries), or
investors who are less aggressive about returns than VCs. Every startup has its natural source of
financing. Venture capital is the natural source of financing for only a small fraction of startups, despite
what the press might lead you to believe.

•

Raising Capital

•

Valuation
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BuzzFeed’s strategy
(2012-07-24)
BuzzFeed’s CEO, Jonah Peretti, recently sent out an email to employees and investors summarizing
the company’s strategy and progress. I really liked his email so I asked Jonah if I could blog it and he
gave me permission. This isn’t just the usual cheerleading email – there is a real strategy here (I
especially like the strategy choice in section 3), and it’s working.
I’m an investor in BuzzFeed and friends with Jonah so of course I’m biased. But to me what makes
BuzzFeed great is their highly unusual combination of capabilities and sensibilities – the capabilities
of a first-rate tech startup with the sensibilities of media industry veterans. I think Jonah’s email
captures this well.

From: Jonah Peretti
Subject: The Top 7 Reasons BuzzFeed Is Killing It
To: BuzzFeed Employees

Hello BuzzFeeders,
As you just heard at the all hands meeting, things are going great at BuzzFeed. We passed 30M unique
visitors last month, our revenue is on pace to be more than 3 times what we did in 2011, we have grown
from 26 full-timers at the start of last year to 117 today, and we have published entertaining and
important stories enjoyed by millions of people. Our revenue is surging as brands shift their budgets
to social ads and our recent growth is driven more by revenue than VC funding – an amazing milestone
for any startup. We still have a long way to go but it has been a great year so far.
Whenever a company has this kind of success the press, competitors, and the public start asking: “how
do they do it??!?” Unfortunately, this speculation is often unkind and unfair. The default assumption
is that a company must be cheating somehow or using some trick to grow traffic or revenue.
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This skepticism is actually justified because many startups actually do use tricks or shortcuts to
succeed. Some companies figure out ways to juice their numbers so they can quickly sell for millions
and then a year later it all comes crashing down. The dotcom era was as famous for Geocities,
Broadcast.com, and Pets.com as it was for Amazon, Yahoo, or eBay. Based on industry precedent, it
is understandable that people are skeptical when a startup starts to really take off.

Nevertheless, BuzzFeed has received a very positive reception from the public, readers, our partners,
and the press. But occasionally someone engages in uninformed negative speculation about us, mostly
because they are confused about what we are doing. This confusion is likely to increase in the future.
As we grow it is important that we help people understand what we are doing and why it is interesting
and different.

In that spirit, I want to share some of my thoughts of about why things are going well, why our success
is based on hard work and a unique approach, and how you might explain what we are doing to a
drunk, misguided hater at a party.

Why BuzzFeed Is Succeeding Right Now?

1) Long Term Focus

When you compare web publishing today with what Hearst and Conde Nast built in the last century,
it is clear that online publishing has a long long way to go. As sites like Facebook and Twitter mature,
the moment is right to build a defining company for a world where content is distributed through
sharing and social media instead of transitional print and broadcast channels. Why shouldn’t we be
one of the companies that builds this future?

This big opportunity is why we are focused on building an enduring, independent, and self-sustaining
company. Nobody has built a truly great publishing company for the social age and we have a good
shot to be the ones who do it. But it means that we can’t take short cuts, we need to always invest in
the future, and this is why we spend so much time and money building technology and products that
don’t have an immediate impact on the company but will help us down the road.
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We could juice our traffic and revenue by dropping everything and focusing entirely on the short
term. And that is what companies do when they are trying to flip for a fast payday. But when you are
building something enduring, you have to care as much about next year as you do about next
week. That is how you build something big and that’s our goal.

2) Respecting our Readers
We care about the experience of people who read BuzzFeed and we don’t try to trick them for short
term gain. This approach is surprisingly rare.
How does this matter in practice? First of all, we don’t publish slideshows. Instead we publish
scrollable lists so readers don’t have to click a million times and can easily scroll through a post. The
primary reason to publish slideshows, as far as I can tell, is to juice page views and banner ad
impressions. Slideshows are super annoying and lists are awesome so we do lists!
For the same reason, we don’t show crappy display ads and we make all our revenue from social
advertising that users love and share. We never launched one of those “frictionless sharing” apps on
Facebook that automatically shares the stories you click because those apps are super annoying. We
don’t post deceptive, manipulative headlines that trick people into reading a story. We don’t focus on
SEO or gaming search engines or filling our pages with millions of keywords and tags that only a robot
will read. We avoid anything that is bad for our readers and can only be justified by short term business
interests.

Instead, we focus on publishing content our readers love so much they think it is worth sharing. It
sounds simple but it’s hard to do and it is the metric that aligns our company with our readers. In the
long term is good for readers and good for business.

3) We Build The Whole Enchilada

Most publishers build their site by stapling together products made by other companies. They get their
CMS from one company, their analytics package from another, their ad tech from another, their related
content widgets are powered by another, sometimes even their writers are contractors who don’t work
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for the company. This is why so many publisher sites look the same and also why they can be so
amazingly complex and hard to navigate. They are Frankenstein products bolted together by a tech
team that integrates other people’s products instead of building their own.

At BuzzFeed we take the exact opposite approach. We manage our own servers, we built our CMS
from scratch, we created our own realtime stats system, we have our own data science team, we
invented own ad products and our own post formats, and all these products are brought to life by our
own editorial team and our own creative services team. We are what you call a “vertically integrated
product” which is rare in web publishing. We take responsibility for the technology, the advertising,
and the content and that allows us to make a much better product where everything works together.

It is hard to build vertically integrated products because you have to get good at several things instead
of just one. This is why for years Microsoft was seen as the smart company for focusing on just one
layer and Apple was seen as dumb for trying to do everything. But now Apple is more than twice (!)
as valuable as Microsoft and the industry is starting to accept that you need to control every layer to
make a really excellent product. Even Microsoft and Google has started to make their own hardware
after years of insisting that software is what matters.

BuzzFeed is one of the very few publishers with the resources, talent, and focus to build the whole
enchilada. And nothing is tastier than a homemade enchilada.

4) We Are Doing Something Hard

Vertical integration means we have to be good at lots of things which is hard. But doing something
hard can actually be an advantage for a business. It means that there are not that many other people
trying to do what we do or capable of doing what we do. For example, venture capitalists don’t like
funding companies that have reporters on staff. In the early days of BuzzFeed, I had several VCs say
they were interested in investing if we could figure out a way to fire all the editors and still run the
site. I’m not joking.Tech investors prefer pure platform companies because you can just focus on the
tech, have the users produce the content for free, and scale the business globally without having to hire
many people. Startups that promise this vision have an easier time attracting funding which is why
there are so many startups trying to be the next Twitter or Facebook or the Instagram or Pinterest for
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X, Y, or Z. Meanwhile, companies that employ reporters, editors, and creative people usually struggle
to get funding which is why so few publishing companies or agencies are venture backed.

Fortunately, we have been able to convince a few, smart contrarian investors to back our business
including NEA, the biggest venture fund in the world. As one of the few venture backed publishers,
we are in a unique position to be one of the leading creators of web content crafted by true
professionals. There are lots and lots of things that random, unpaid web users suck at doing. In
particular, the best reporting and the most entertaining media is usually created by people who do it
for a living – that means us!

5) We Got Lucky!
A big part of our recent success has also been luck. People don’t like to admit it but skill is 63% luck.

In our case, we got very lucky with timing. We were a company focused on making content for people
to share just as the social web came of age, at the moment when Facebook and Twitter and other
platforms reached scale, and at exactly the moment when it became possible to build a big publishing
company through social distribution.

This same lucky shift made our business model work for the first time. A couple years ago, we were
trying unsuccessfully to sell social advertising to a market that only wanted to buy banners but things
have changed dramatically since then. Now many agencies and brands are refusing to buy banners,
companies that rely on traditional display units are suffering, and budgets are shifting rapidly to social
advertising. One of our board members, who was initially skeptical of our decision to not run banners,
recently said that “social advertising will be the biggest media business since cable television.” Times
have changed.

Now we are leading the market, which is a huge opportunity, but it was pure luck that a social
advertising market even exists for us to lead. It’s like we happened to start surfing a few minutes
before a great wave rolled in. Or we built a locomotive and a few days later the train tracks got built.
We were obsessed with social content and ads before anyone else cared and it was extremely lucky
that the world shifted toward us when it did. The question now is how well we capitalize on our good
fortune.
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6) We Don’t Treat Half Our Team Like Losers

BuzzFeed is unique in that we are equally obsessed with 1) entertaining content, 2) substantive content,
and 3) social advertising. The teams that focus on each of these areas are equally important which is
a key part of our success. We want our cute animals, humor, and animated gifs to be the best of their
kind on the web – they aren’t just a cheap way to generate traffic. We want our reporters to have the
best scoops, the smartest analysis, and the most talked about items – they aren’t just a hood ornament
to lend the site prestige. And we want our advertising to be innovative, inspiring, and lead the shift to
social – and not just be a necessary evil that pays the bills.
Some companies only care about journalism and as a result the people focusing on lighter editorial
fare or advertising are second class citizens. Some companies only care about traffic which creates an
environment where good journalists can’t take the time to talk to sources or do substantive work. Some
companies only care about ad revenue and actually force editors to create new sections or content just
because brands want to sponsor it.
People don’t do good work when they feel like losers and are second class citizens within their own
company. Fortunately we have avoided that problem. We love the silly, we love the substantive, and
we love making advertising that is actually compelling. And when we are good at these three things
it benefits everyone and the world.

7) Our Awesome Team

This next one will sound a bit cliche and sappy, but a huge reason we are doing well now
is…….you. We have an amazing team of extremely talented people who really know what they are
doing.

We have a group of culture editors who are insanely tapped into the flow of culture on the web, from
4chan to Reddit to Tumbler to Twitter to Pinterest to blogs to pop culture to memes and know how to
add their own ideas to the mix and create entertaining posts that people love to share.

In just the past 6 months (!), we have assembled an incredibly talented group of reporters and writers
who are regularly breaking news, unearthing scoops, advancing ideas, and engaging business leaders,
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US Senators, Presidential candidates, the White House, and leading media outlets. Politics was our
first vertical and has already become THE defining outlet of the 2012 presidential campaign and the
newer verticals are already on their way to owning there respective areas.

Our teams focused on social advertising are totally killing it, with a consultative sales team full of
ideas for clients, a creative services team making incredibly entertaining and sharable ads, a social
discovery team expanding campaigns to Facebook, Twitter, and across the web, and an ad ops team
that traffics our campaigns with skill, grace, and dogged determination – it’s not surprising we are
blowing away all our revenue goals. Gong!

And finally the tech, product, and data teams are inventing and building an unparalleled social
publishing platform that powers everything we do, including a massive non-relational realtime stats
database that tracks billions of data points for our Social Intelligence Report (launched today!),
machine learning system for predicting viral hits, elegant publishing tools for editors, and a beautiful
front end design that is continually tested, improved, and evolved with the benefit of smart multivariate
testing.

You rock and you keep getting better and better with each passing day. It is really amazing to watch.
But Success Is Fragile…
It’s easy to get excited and arrogant when things are going well but it is important to remember that
success is very fragile. Digg sold for $500K after being worth $200 million just a few years ago. In
the same time period, RIM, maker of the Blackberry, lost 95% (!) of its value. There is continual
disruption in our industry and you are likely to fail if you get complacent or stop evolving.
This is why we met today to discuss our “Next Level” plans and why we are always focused on pushing
what we do to the next level. We have done amazing work in the past year and we should all feel
proud. But to thrive in the future, we need to stay humble, enjoy the journey, and continually evolve
and improve.
I’m really looking forward to the rest of the year.

Thank you all for doing such inspiring work.
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Ten million users is the new one million users
(2012-08-03)

Entrepreneurs and investors have been enamored with consumer internet startups for the last few years.
But there are signs this is ending.

Some observations:
•

Thousands of early-stage consumer web/mobile companies were started and funded in last
24 months.

•

There are only a few dozen VCs who actively write consumer Series A checks, and those
VCs will only do a few deals a year.

•

Facebook’s market cap is about half of what most tech investors expected before the IPO.

•

A few breakout early-stage consumer hits (Instagram, Pinterest) have reached tens of
millions of users in record time.
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•

Internet users have tens of thousands of services/apps to choose from but limited time and
attention.

Some consequences:
•

For consumer startups with non-transactional models (ad-based or unknown business
models), you need something closer to 10 million users versus 1 million users to get Series
A funded.

•

For consumer startups with transactional models, e.g. e-commerce, the number of users
required is often far lower because revenue is the more important metric. Hence, many
early-stage consumer startups are switching to transactional models.

•

It’s becoming increasingly common for early-stage consumer startups to do bridge
financings (raising more money from past investors, usually on terms similar to the prior
round) instead of Series As.

•

VCs are increasingly focusing on B2B for early-stage investments.

•

There will be a lot more consumer talent acquisitions.

Some advice:
•

If you are thinking of starting a non-transactional consumer startup, be aware that you are
entering what is perhaps the most competitive sector in tech in the last decade.

•

If you can raise more money, do it. (Especially pre-launch: remember, there’s nothing like
numbers to screw up a good story).

•

Be prepared for lower valuations for non-transactional early-stage consumer startups
(breakout later-stage companies, on the other hand, will likely continue to command high
valuations).
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E-commerce startups
(2012-08-15)

Very few successful e-commerce companies were started in the 2000s. Since then, e-commerce
startups have enjoyed a revival. Dozens of companies have gotten traction and venture dollars have
followed. Phrases like flash sales, social commerce, and subscription commerce have entered the
startup lexicon.

As Josh Kopelman points out, the list of the top 15 e-commerce companies has barely changed over
the past decade, in sharp contrast to the list of overall top internet companies. This can be interpreted
in one of two ways.

The bull case is that startups neglected e-commerce and are now waking up to the opportunity. The
key equation driving e-commerce is: profit = lifetime customer value minus customer acquisition costs.
New marketing strategies (“content plus commerce”, social commerce, etc) lower acquisition costs
enough to make startups competitive with incumbents.
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The bear case is that scale and brand effects make e-commerce incumbents nearly unbeatable. As one
entrepreneur said, “If it has a UPC code, Amazon will beat you.” A lower price is just one search away.
The only way to compete is to sell used stuff or make your own products (or provide a marketplace
for those things). The fat head (large incumbents) and the long tail (artisanal shops) will thrive, but the
middle of the distribution will suffer. (The public markets seem to agree with this assessment, e.g.
Overstock trades at 0.2x revenues.)

What most people agree on is that e-commerce as a whole will continue to grow rapidly and eat into
offline commerce. In the steady state, offline commerce will serve only two purposes: immediacy
(stuff you need right away), and experiences (showroom, fun venues). All other commerce will happen
online.

•

Amazon

•

Ecommerce

•

Incumbents
The time to eat the hors d’oeuvres is when they’re being passed
(2012-09-03)

The efficient market hypothesis is a widely taught financial theory that states, roughly, that under
certain generally-held conditions, asset prices are an accurate reflection of the information available at
the time. The arguments underlying it are mathematically elegant and have been widely popularized.
Its hardcore proponents argue that financial bubbles do not (indeed cannot) exist and that government
intervention in financial markets is unnecessary. While efficient market theory is dominant in
academic circles, it is very hard to find active participants in financial markets who believe in it. In
financial markets – like most complex human systems – the closer you get, the more nuance you
discover.

Venture capital markets are perhaps the most inefficient of mainstream financial markets.
Complicating factors include: heavy reliance on comparables for valuations, desire of VCs to be
associated with “hot” companies, tendency to overreact to macro changes, illiquidity of startup
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financings, illiquidity of financings for VCs themselves, perverse financial incentives of VCs, inability
to short stocks, extreme uncertainty of startup financial projections, vagaries of the M&A market,
dependency on moods of downstream investors, concentration of capital among a small group of VCs,
the difficulty of developing accurate financial models, rapid shifts of supply and demand across sectors
and stages, and non-uniform distribution of accurate market data.

The title of this post is an old venture capital adage (via Bill Gurley) that reflects a hard-earned truth
about financing and M&A markets. For social consumer startups, the hors d’oeurves were being passed
in the build up to the Facebook IPO. They are being passed now for B2B and e-commerce companies.
In the M&A markets, the most extreme example is probably in adtech, where there were waves of
acquisitions in ad exchanges (DoubleClick, RightMedia, Avenue A), then mobile ads (AdMob,
Quattro), and then social advertising (Buddy Media, Wildfire). If you didn’t sell during these M&A
waves, you’re suddenly stuck with lots of powerful competitors and few potential acquirers/partners.
It is common to hear entrepreneurs say things like “I am waiting 6 months to raise money/sell the
company, when we’ve hit new milestones.” Of course milestones matter, and companies are ultimately
valued based on fundamentals. But along the way you’ll likely need capital and sometimes need to
exit, and for that you are dependent on highly inefficient markets.
•
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Notes on the acquisition process
(2012-09-10)
Ten years ago, startup financing was an insider’s game. Since then, the topic has been widely discussed
on blogs, to the great benefit of entrepreneurs. Comparatively little, however, has been written about
the important transaction at the other end many startups’ life, acquisitions. Here are some things I’ve
learned about the acquisition process over the years.
•

There is an old saying that startups are bought not sold. Clearly it is better to be in high
demand and have inbound interest. But for product and tech acquisitions especially, it is
often about getting the attention of the right people at the acquirer. Sometimes the right
person is corp dev, other times product or business unit leads, and other times C-level
management.
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•

Don’t use a banker unless your company is late stage and you are selling based on a
multiple of profits or revenues. I’ve seen many acquisitions bungled by bankers who were
either too aggressive on terms or upset the relationship between the startup and acquirer.

•

Research the potential acquirer before the first meeting. Try to understand management’s
priorities, especially as they relate to your company. Talk to people who work in the same
sector. Talk to industry analysts, investors, etc. If an acquirer is public, Wall Street analyst
reports can be helpful.

•

Develop relationships with key people – corp dev, management, product and business unit
leads. The earlier the better.

•

Don’t try to be cute. Leaking rumors to the press, creating a false sense of competition,
etc. is generally a bad idea. Besides being ethically questionable, it can create ill will.

•

What you tell employees is particularly tricky. Being open with employees can lead to
press leaks and can annoy acquirers. Moreover, some public companies insist that you
don’t talk to employees until the deal is closed or almost closed. Employees usually get a
sense that something is going on and this can put you in the awkward situation of being
forced to lie to them. I don’t know of a good solution to this problem.

•

Understand the process and what each milestone along the way means. As with financings,
acquisitions take a long time and involve lots of meetings and difficult decisions.
Inexperienced entrepreneurs tend to get overly excited about a few good meetings.

•

Strike while the iron is hot. Just as with financings, you need to be opportunistic. Waiting
6 months to hit another milestone might improve your fundamentals, but the acquirer’s
interest might wane.

•

There are two schools of thought on price negotiation: anchor early or wait until you’ve
gotten strong interest. Obviously having multiple interested parties makes finding a fair
price a lot easier.
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•

Deal structure: the cap table is an agreement between you and the shareholders that says,
in effect: “If we sell the company, this is how we pay out founders, employees, and
investors.” Acquirers have gotten increasingly aggressive about rewriting cap tables to 1)
hold back key employee payouts for retention purposes, and 2) give a greater share of
proceeds to employees/founders. Some even go so far as to try to cut side deals with key
employees to entice them to abandon the other employees and investors. In terms of ethics
and reputations, it is important to be fair to all parties involved: the acquirer, founders,
employees, and investors.

•

Research the reputation of the acquirer, especially how they have behave between LOI
and closing (good people to talk to: investors, other acquired startups, startup lawfirms).
This is when acquirers have all the leverage and can mistreat you. Some acquirers treat
LOIs the way VCs treat term sheets, as a contract they’ll honor unless they discover
egregious issues like material misrepresentations. Others treat them as an opportunity to
get free market intelligence.

•

Certain terms beyond price can be deal killers. The most prominent one lately is “IP
indemnification.” This is a complicated issue, but in short, as a response to patent trolls
going after IP escrows, acquirers have been trying to get clawbacks from investors in case
of IP claims. This term is a non-starter to institutional investors (and most individual
investors). You need to understand all the potential deal-killer terms and hire an
experienced startup law firm to help you.

•

Ignore the cynical blog chatter about “acqui-hires” (or, as they used to be called, “talent
acquisitions”). Only people who have been through the process understand that sometimes
these outcomes are good for everyone involved (including users when the alternative is
shutting down).

Finally, acquisitions should be thought of as partnerships that will last long after the deal closes.
Besides the commitments you make as part of the deal, your professional reputation will be closely
tied to the fate of the acquisition. This is one more reason why you should only raise money if you are
prepared for a long-term commitment.
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Vanity milestones
(2012-09-11)
Eric Ries uses the phrase “vanity metrics” to refer to metrics that founders cite to demonstrate progress
but that are actually false signals. A related concept is “vanity milestones”: achievements that are more
about making you feel good than helping your company. Vanity milestones include:
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•

Raising money from famous people/firms who aren’t really going to help your company
(e.g. Hollywood celebrities).

•

Partnerships with brand name organizations that aren’t really going to help your company.

•

Getting press (e.g top lists) that focuses on founders and not your company.

•

Almost all tech press (unless your product targets developers or tech companies).

This doesn’t mean it’s bad to hit vanity milestones. Good companies hit lots of vanity milestones along
the way, and sometimes they can be a morale boost for employees. What is worrisome is when
founders equate vanity milestones with success. The attention will go away very quickly if your
company fails.

•

Eric Ries

•

Metrics

•

Startup Milestones

Facebook’s embedded option
(2012-09-16)
The best way to think of Facebook’s stock is as the sum of two businesses: the existing display ad
businesses, and a probability-weighted option on a new line of business. This is how Wall Street views
it. For example, here is a section of a recent Goldman Sachs analyst report on Facebook:
400 | P a g e

Jump In.

Optionality not in the model: further potential upside

While not in our model, as [Facebook] has not publicly expressed pursuit of these areas, we believe
there are three obvious opportunities that the company could leverage its platform to capitalize on:

- Developing an external ad network
- Monetizing paid search
- Entering China

Of the three options, search is clearly the most interesting. An external ad network is inevitable. Google
proved this model with Adsense. With an already huge base of advertisers bidding on CPCs, it is
impossible for most other ad networks to compete on publisher payouts. But Facebook’s traffic is so
great now that an external ad network might increase their revenues by 2x or so. The same goes for
entering China. They might get another half a billion users who monetize at lower ad rates than US
users. Neither move would put them in Google’s revenue range. They need a better business model for
that. The only (known) models that deliver RPMs high enough to compete with Google are search,
payments, and e-commerce.

At TechCrunch Disrupt last week, Mark Zuckerberg talked about possibly entering the search
business. Investors had been concerned that maybe Zuckerberg really meant what he said in his IPO
letter – that he just didn’t care that much about making money. By expressing an interest in search,
Zuckerberg signaled that he understood Facebook’s immensely valuable embedded option and was
thinking about ways to exercise it.
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The rise of enterprise marketing
(2012-09-24)
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Building an enterprise software company used to be largely about sales, because enterprise software
was sourced and purchased by high-level business people. Those business people needed to be
charmed and convinced, an activity that was distasteful to many technologists.
Internet-based delivery (“SaaS”, “cloud”) dramatically lowered installation costs, letting individuals
or small groups buy software on discretionary budgets or use basic versions for free. As adoption
spread throughout the organization, the value of the software eventually percolated up to high-level
business people who could write large checks to get features big companies need, such as
administration, security, integration, compliance, and support. This ”bottom-up” approach was
pioneered by Salesforce and open source companies like MySql. Recent enterprise success stories also
follow this model, e.g. New Relic, Yammer, Twilio, and Github. Many of these companies have
processes that would have seemed crazy ten years ago – e.g. sales people only handle inbound inquiries
or only call customers who already use their product.

Thus enterprise software went from being about sales (one-to-one) to being about marketing (one-tomany). Marketing requires crafting a compelling message, figuring out the right channels and then
optimizing. But the most effective marketing is a compelling product that can be easily tried. As a
result, as Benchmark’s Peter Fenton said recently: ”We’re seeing a fundamental shift from salesdriven companies to product-driven companies. The companies that are leading the way there let this
consumer and product focus permeate the culture of their companies.”

One of the most visible manifestations of this shift is the refreshingly accessible language on modern
enterprise websites. Sales-driven enterprise software companies speak the arcane language of CIOs.
Marketing-driven companies talk directly to business users (e.g. Yammer) or developers (e.g. Github).

This is good news all around. Enterprises are more likely to get software that incorporates the advances
made over the last decade in consumer software. Startups get a shot at creating this software, and get
to do so on a fairly level playing field. The product and marketing focus should also attract a lot more
technologists who were turned off by sales. The only losers are incumbents who continue to pursue
the old model.
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Regulatory hacks
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(2012-10-10)

A common way to think of business regulations is by analogy to sports: the rules are specified up front,
and the players follow the rules. But real regulations don’t work that way. Regulations follow business
as much as business follows regulations.
Sometimes the businesses that change regulations are startups. Startups don’t have the resources to
change regulations through lobbying. Instead, they need to start with regulatory hacks: “back door”
experiments that demonstrate the benefits of their ideas. With luck, regulators are forced to follow.
Nextel was one of the all-time great regulatory hacks. In the late 80s and early 90s, the FCC’s rules
banned more than two cellular operators per city. As Nextel’s cofounder said, “the FCC thought a
wireless duopoly was the perfect market structure”. Nextel (called Fleet Call at the time) circumvented
these rules by acquiring local (e.g. taxi, pizza truck) dispatch radio companies, which they then
connected to create a nationwide (non-dispatch) cell phone service.

Predictably, the cellular incumbents tried to regulate Nextel out of existence. From a 1991 New York
Times article:

In a move that could threaten cellular telephone companies, the Federal Communications Commission
may decide on Wednesday to grant a small radio company’s request to provide a new form of mobile
telephone service in six major cities, including New York. If the request is approved, the action could
inject new competition into the industry. At the moment, Federal rules permit only two cellular systems
to operate in any city. But the new proposal could open up a regulatory back door, allowing companies
that provide private radio service for taxi fleets and delivery services to offer mobile telephone services
to individuals…. The proposal has alarmed the industry, which has heatedly opposed it and enlisted
support in Congress late last year to delay the F.C.C.’s decision.
The incumbents argued that Nextel’s service would interfere with public safety frequencies and
therefore endanger the public. They also argued that Nextel’s service would be too expensive:

Some analysts contend that the radio handsets for Fleet Call and its imitators will be more expensive
than cellular units. The technical features of cellular equipment are now standardized nationwide,
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making it possible to bring down costs through higher selling volumes. Specialized mobile services
are currently different in each city.

And their call quality would be inferior:
Some analysts contend that Fleet Call’s local service is likely to be inferior as well. “It is highly
unlikely to be as good as cellular service,” said Denise Jevne, telecommunications analyst with T.
Rowe Price Associates in Baltimore.

The FCC eventually decided not to block Nextel. Nextel grew to become a top five US cellular
operators before it was acquired by Sprint in 2004 for $35B. Their service turned out to be costcompetitive, high quality, and safe. The only thing endangered were the incumbents’ profits.

What Nextel faced in 1991 is very similar to what many startups face today. Uber is being threatened
by the taxi industry, Aereo by the TV broadcasting industry, and Airbnb by the hotel industry. Some
industries, like finance, are so heavily regulated that almost any new idea runs into regulatory
objections.

Of course regulations that truly protect the public interest are necessary. But many regulations are
created by incumbents to protect their market position. To try new things, entrepreneurs need to find
a back door. And when they succeed, it will all look obvious in retrospect. Today’s regulatory hack is
tomorrow’s mainstream industry.
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The economic logic behind tech and talent acquisitions
(2012-10-18)
There’s been a lot of speculation lately about why big companies spend millions of dollars acquiring
startups for their technology or talent. The answer lies in the economic logic that big companies use to
make major project decisions.

Here is a really simplified example. Suppose you are a large company generating $1B in revenue, and
you have a market cap of $5B. You want to build an important new product that your CTO estimates
will increase your revenue 10%. At a 5-1 price-to-revenue ratio, a 10% boost in revenue means a
$500M boost in market cap. So you are willing to spend something less than $500M to have that
product.

You have two options: build or buy. Build means 1) recruiting a team and 2) building the product.
There is a risk you’ll have significant delays or outright failure at either stage. You therefore need to
estimate the cost of delay (delaying the 10% increase in revenue) and failure. Acquiring a relevant
team takes away the recruiting risk. Acquiring a startup with the product (and team) takes away both
stages of risk. Generally, if you assume 0% chance of failure or delay, building internally will be
cheaper. But in real life the likelihood of delay or failure is much higher.

Suppose you could build the product for $50M with a 50% chance of significant delays or failure.
Then the upper bound of what you’d rationally pay to acquire would be $100M. That doesn’t mean
you have to pay $100M. If there are multiple startups with sufficient product/talent you might be able
to get a bargain. It all comes down to supply (number of relevant startups) and demand (number of
interested acquirers).

Every big company does calculations like these (albeit much more sophisticated ones). This is a part
of what M&A/Corp Dev groups do. If you want to sell your company – or simply understand
acquisitions you read about in the press – it is important to understand how they think about these
calculations.
•
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Agency problems
(2012-10-19)
“Agency problems” are what economists call situations where a person’s interests diverge from his or
her firm’s interests.

Large companies are in a constant state of agency crisis. A primary role of senior management is to
counter agency problems through organizational structures and incentive systems. For example, most
big companies divide themselves into de facto smaller companies by creating business units with their
own P&L or similar metric upon which they are judged. (Apple is a striking counterexample: I once
pitched Apple on a technology that could increase the number of iTunes downloads. I was told “nobody
optimizes that. The only number we optimize here is P&L in the CFO’s office”).

If you are selling technology to large companies, you need to understand the incentives of the decision
makers. As you go higher in the organization, the incentives are more aligned with the firm’s
incentives. But knowledge and authority over operations often reside at lower levels. Deciding what
level to target involves nuanced trade offs. Good sales people understand how to navigate these trade
offs and shepherd a sale. The complexity and counter-intuitiveness of this task is why it’s so difficult
for inexperienced entrepreneurs to sell to large companies.

Agency problems also exist in startups, although they tend to be far less dramatic than at big
companies. Simply having fewer people means everyone is, as they say in programming, “closer to
the metal”. The emphasis on equity compensation also helps. But there are still issues. Some CEOs
are more interested in saying they are CEOs at parties than in the day-to-day grind of building a
successful company. Some designers are focused on building their portfolio. Some developers are only
interested in intellectually stimulating projects. Every job has its own siren song.

One of the reasons The Wire is such a great TV show is that it shows in realistic and persuasive
detail how agency problems in large organizations consistently thwart well intentioned individual
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efforts. The depressing conclusion is that our major civic institutions are doomed to fail. Those
of us who are technology optimists counter that the internet allows new networks to be created that
eliminate the need for large organizations and their accompanying agency problems. Ideally, those
networks recreate the power of large organizations but operate in concert like startups.
•
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Management
a16z
(2012-11-19)
VCs are experts at analyzing industries and identifying new opportunities, which is why it’s odd that
the VC industry itself has so stubbornly resisted change.

Two years ago I wrote a post where I argued that innovative new VC firms are finally starting to
change this:

Top tier entrepreneurs are frequently selecting their investors, not vice versa. The VCs most sought
after are mostly new firms: big firms like Andreessen Horowitz, Union Square Ventures, and First
Round, and micro-VCs like Floodgate (fka Maples), Betaworks, and Ron Conway.

Since then, the trend has become even more pronounced. VC is only partly about investing. It is
primarily a service business whose purpose is to help entrepreneurs.
When Andreessen Horowitz (“a16z”) started out three years ago, like a lot of people I thought “OK,
really interesting entrepreneurial founders, but how will they be as investors?” Then I started hearing
chatter among entrepreneurs that they really wanted to raise money from them. “We’re talking to X,
Y, & Z — but Andreessen is the firm we really want” became an increasingly common refrain.

Earlier this year I got to meet the a16z team and observe the operation directly. There are over 60
people at the firm. Only six people do traditional VC activities: investing, joining boards, and helping
out. The rest are exclusively focused on helping entrepreneurs.
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The “startup idea” behind a16z is: instead of spending the bulk of the fund fees on partner salaries,
spend it on operations to help entrepreneurs. There is a marketing team (=helps you get noticed), a
talent team (=helps you recruit), a market development team (=helps you get customers), and a research
team (=helps you figure stuff out).
Spending time there, I had the same feeling I have whenever I meet a great startup: “This is obviously
the future, why didn’t someone do it before?”
So I’m super excited to say that I’m joining a16z as their seventh General Partner. I’ll specialize in
consumer internet investments but will be open to anything ambitious that involves technology. I’ll be
based in California, but plan to do a lot of investing in NYC.
I’ll miss seeing my Hunch colleagues on a daily basis. Many of us have been working together for
eight years, through two startups. I’d also like to thank everyone at eBay for being so welcoming and
supportive.

•
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Some problems are so hard they need to be solved piece by piece
(2012-11-23)

Andrew Parker had a great post a few years ago where he sketched out all the startups going after
pieces of Craigslist:
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Startups that have tried to go head-to-head against the entirety of Craigslist (the “horizontal approach”)
have struggled. Startups that have tried to go up against pieces of Craigslist (the “vertical approach”)
have been much more successful (e.g. StubHub, AirBnB).
Recruiting looks like it’s going through a similar evolution. Last-generation products like LinkedIn
are broad but not deep. Everyone I know who recruits uses LinkedIn, but none of them think it has
solved their recruiting problems. Now we are seeing the rise of vertical solutions that are significantly
better, e.g. Stack Overflow for developers and Behance for designers (at least that’s what I believe –
I’m an angel investor in both).
The benefits of focusing are: 1) you can create a dramatically better user experience when it’s tailored
to a specific use, 2) you can do unscalable hacks when starting out (e.g. AirBnb paying photographers
to take pictures of apartments), 3) you need far fewer users to get to minimum viable liquidity, and 4)
brand building is easier when you solve a straightforward, narrow problem (e.g. “I need a place to stay
this weekend”).
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This pattern – horizontal first, vertical second – is common. But you need to be careful. Back in 20032004, there was a lot of speculation that vertical search engines would eventually take down Google.
A few categories worked (e.g. travel), but Google adapted in other categories (e.g. video, news) and
lots of startups suffered.
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The product lens
(2012-12-02)
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There has been a lot of discussion lately about the markets for startup financing. Many of the
discussions use words like “valuations” “bubble” “crunch” etc. Words like that generally mean the
writer is discussing the world through the lens of finance. This is a useful lens, but I’d like to suggest
there is another lens that is also useful: the product lens. First, some background.

Two markets
Startups sit in the middle of two markets: one between VCs and startups, and one between startups and
customers. These markets are correlated but only partially. When the financing supply is low but
customer demand is high, entrepreneurs that are able to finagle funding generally do well. When
financing and startup supply is high, customers do well, some startups do well, and VCs generally
don’t. And so on.

When VCs get too excited, people talk about a bubble. When VCs get too fearful, people talk about a
crash. Historically, downturns were great times for startups that were able to raise money because
competition was low but customer demand for new technology remained fairly steady. Downturns also
tended to coincide with big platform shifts, which usually meant opportunities for entrepreneurs.

These markets shift independently between different stages and sectors, although there are
connections. The amount of financing available is relatively constant, because of the longevity of VC
funds and the way most VCs are compensated (management fees). Less financing in one sector or
stage usually leads to more financing in others.

The stages are related because the early stages depend on the later stages for exits and financings. The
result is a bullwhip effect where changes in later stages (the latest stage being public markets) lead to
magnified changes in early stages.

Smart VCs understand these dynamics and adjust their strategies accordingly. Smart entrepreneurs
don’t need to think about these things very often. Fundraising is necessary (at least for companies that
choose to go the VC route – many shouldn’t), but just one of the many things an entrepreneur needs
to do. The best advice is simply to raise money when you can, and try to weather the vicissitudes of
the financial markets.
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The product lens
Good entrepreneurs spend most of their time focusing on the other market: the one between their
company and their customers. This means looking at the world through the lens of products and not
financing. This lens is particularly important when you are initially developing your idea or when you
are thinking about product expansions.

The product lens suggests you should ask questions like: have the products in area X caught up to the
best practices of the industry? Are they reaching their potential? Are they exciting? Are there big
cultural/technological/economic changes happening that allow dramatically better products to be
created? Sometimes the product lens guides you to the same conclusion as the finance lens and
sometimes it doesn’t.

For example, there has been a lot of hand wringing about a financing crunch for consumer internet
startups. One theme is that investors are pivoting from consumer to enterprise. The finance lens says:
for the last five years or so, consumer was overfunded and enterprise was underfunded – let’s correct
this. It also helps that enterprise IPOs have performed much better than consumer IPOs in the last year
or so.

The product lens is tricky. My sense is that, at least for the non-mobile consumer internet, the product
lens and financing lens agree. Anyone who has had the misfortune to use enterprise technology lately
will tell you that the hardware and software they use at home (iPhone, Gmail, etc) is far and away more
sophisticated and elegant than the software they use at work. It feels like the enterprise tech is way
behind in the product upgrade cycle.

Mobile seems like a case where the lenses disagree. The finance lens says: billions of dollars have
been invested in mobile apps. It has become hit driven and there have been very few “venture-scale”
startups created.

The product lens says: the modern smartphone platform began about four years ago when the iOS app
store launched. This is clearly a major new platform. Platforms and apps interact in a push-pull
relationship that takes decades to play out. Innovative new apps, designs and technologies are created
all the time. It would be surprising – and contrary to all the historical patterns – if the mobile product
evolution were already played out.
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That is not to dismiss the finance lens. It could be painful along the way: financing markets might dry
up, and profits might accrue to the platforms over the apps. But clearly mobile is just getting started.
Some of the biggest mistakes I’ve made as an angel investor stemmed from being beholden to the
finance lens. The finance lens feels more scientific and therefore appeals to analytical types. It might
sound unsophisticated to say “the products for X are crappy, and I have an idea for how to make them
great.” But in many cases, it’s actually that simple.
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Plans are nothing, but planning is indispensable
(2012-12-18)

It is widely believed that writing a business plan is a waste of time, because: 1) very few people will
read it, and 2) you’ll end up changing it along the way. This is all mostly true.
However, before you commit yourself to working on a project for 5+ years, it’s prudent to think hard
about what you are trying to build and some of the things that might go wrong. For many people,
writing out a detailed business plan is the best way to enforce intellectual rigor.

My cofounders and I wrote a fairly long business plan for our first company, SiteAdvisor. We wrote
it iteratively while getting lots of candid feedback from entrepreneurs, VCs, and industry executives
(one of many reason you shouldn’t keep your idea secret).
I thought it might be useful to share our plan so I’ve embedded it below (at the time, we were
temporarily calling the company InfiniTrust).

In retrospect, some things in the plan look prescient, some look naive, and some look downright
goofy. But writing it was an extremely useful exercise. It made us think through issues we would have
otherwise glossed over, and helped us stay focused when shiny new things could have led us astray.
As Eisenhower famously said: “plans are nothing, but planning is indispensable.”
***
InfiniTrust
January, 2005
InfiniTrust intends to create a new type of desktop security product that we call a “web reputation
service.” The product will benefit users who value both unrestricted web access and security —
primarily consumers and small and medium businesses. At the core of the product will be a database
that classifies URLs, IP addresses, program downloads, ActiveX objects, and other “web entities”
according to their degree of trustworthiness. There will also be a downloadable application that
protects the desktop according to the security classifications in the core database. In addition, the
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company will provide plug-ins to firewalls, routers and web proxies (allowing for, among other things,
the possibility of a fully managed outsourced web filtering service).
We see InfiniTrust as having a large addressable market. We believe the product will offer significant
value to a large portion of the approximately 600M PCs in use today. Pricing for comparable products
ranges from $2-$20 per PC per year depending on the product and channel. Since the marginal cost
per customer will be extremely low (the main expense will be maintaining the database), we see the
business as potentially having high gross margins.

Desktop security has become one of the top issues for individuals and organizations in the last few
years and the problem has been only getting worse. We believe InfiniTrust represents a fundamentally
new and important category of desktop security software, and if executed properly could become a
leader in this emerging category much the same way Symantec and McAfee did in anti-virus or
Brightmail and Postini did in anti-spam.

Problem
The data security industry has consistently ignored a large class of desktop security threats that they
have considered to be “social engineering” or “user education issues” and therefore not addressable
through their usual defense methods. Some examples are:

A user is confronted with an ActiveX prompt that asks him whether he trusts a company he has never
heard of called Claria. The user knows that last time he saw a similar prompt on the ofoto.com website
he said “No” the website failed to work properly, so this time he says “Yes,” enabling Claria’s Gator
spyware software to take full control of his PC.
Typical industry response: The user should educate himself as to when to answer “Yes” or “No” to
such prompts or should disable ActiveX altogether thereby rendering many popular websites
dysfunctional.

A user receives a phishing email purporting to be from Citibank that is actually from a criminal in
Uzbekistan trying to steal his credit card information. Citibank detects that the phishing attack has
occurred but has no effective way to propagate defensive information to customers.

Typical industry response: The user should learn never to click on URLs in emails.
417 | P a g e

Jump In.
A user spends time browsing a music sharing website that exploits an unpatched hole in Internet
Explorer to insert spyware on the user’s machine.

Typical industry response: The user should learn not to browse untrusted websites without modifying
his browser security settings to restrict functionality like Javascript and ActiveX that enable most
browser exploits.
A user downloads Grokster, a popular P2P file-sharing application. The user clicks “Agree” to
Grokster’s 32-page End User License Agreement (EULA) without reading it carefully and therefore
doesn’t realize that along with Grokster he is also downloading over a dozen different bundled spyware
applications that will render his computer virtually unusable.
Typical industry response: The user should read all EULA’s before downloading software.
The data security industry has gotten very good at dealing with traditional security threats such as
worms and viruses. These threats are characterized as 1) being unambiguously malicious and 2) having
attack vectors that are primarily technical in nature. With more and more non-technical users having
direct access to remote counterparties via email and the web, a new class of threats has emerged that
are characterized as 1) having attack vectors that are primarily “social” in nature, and 2) not being
clearly good or bad but instead involving tradeoffs on the part of the user.
Related to this trend toward “social” and “grey-area” threats has been the rise of economically
motivated hacking. For example, spyware and phishing have quickly become big businesses. Claria
(maker of Gator) generated about $90M in ‘03, primarily due to their distribution relationship with
Kazaa. WhenU generated about $45M in revenue in ‘04, and there are literally dozens of other
companies (e.g. 180Solutions, Direct Revenue) that are generating double digit millions in
revenues. Estimates of losses due to phishing vary, but the numbers seem to be conservatively in the
hundred of millions. In summary, there are literally billions of dollars generated every year by
companies and criminals whose main “marketing” technique is exploiting the credulity and confusion
of users.

Background on Spyware and Phishing
Spyware is an increasingly serious threat to desktop computer users. According to a recent study by
Dell, 90% of computers are afflicted with spyware. Spyware help calls are the #1 issue handled by
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Dell customer support, accounting for 20% of all calls. Only 24% of computer users said they were
knowledgeable about how to handle spyware.
Somewhat more conservatively, IDC estimates that 67% of computers have some form of spyware and
that the market for anti-spyware software will grow from $47M in 2004 to $305M in 2008 (we think
these estimates are very low—we know of specific anti-spyware companies that combined generated
far more than $47M in revenues in 2004).

Phishing came almost out of nowhere in 2004 to become a major security threat. According to Gartner
Group, 57M Americans have or think they have received phishing emails. Of those, 11% clicked on
phishing links and 3% actually gave away sensitive information to attackers. The growth rates of
phishing attacks have consistently been in the double and even triple digits month-over-month.

InfiniTrust Solution
The main features of the InfiniTrust product are as follows:

Site Protection: Adjusts the browser functionality dynamically according to the security rating of the
website currently being browsed. For example, scripting calls to vulnerable ActiveX objects are
disabled on untrusted websites but enabled on trusted sites. The point of this is to drastically reduce
browser exploits that insert spyware and viruses, as well as eliminating “annoying” scripts such as pop
ups, without reducing functionality of trusted sites.

Download Protection: Uses a whitelist approach to program downloads to warn or block the user
before downloading an untrustworthy program (in an enterprise version,policy settings could be
created to automatically block untrusted downloads without prompting).

Fraud Detection and Protection: Redirects the user to a warning page if he visits a fraudulent website
such as a phishing landing page.

ActiveX Protection: Allows only whitelisted ActiveX objects to download or execute. Nonwhitelisted objects are simply blocked, eliminating the need for user prompts.

Exploit Protection: Filters out browser scripting code associated with known exploits.
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Ecommerce Protection: Warns the user about a poor security rating of a website before he enters his
credit card information. In v2.0 will notify the user of summarized business-practice information
about the site (using information from sources such as BizRate).

Privacy Protection (v2.0 only): Warns the user about the trustworthiness of a website before he
submits personal information such as an email address. Also blocks cookies and other outbound
transmissions of personal information to untrusted sites or ad networks.
In light of the recent high profile adoption of the Firefox browser (albeit mostly by the technical “elite”
so far) it is interesting to note which of the Infinitrust features are “IE” specific and which provide a
more general web security. Features #1, #4 and #5 are primarily for IE users. The other four features
apply to users of all platforms and browsers.

In the case where InfiniTrust is being used as software installed on the desktop (as opposed to the
firewall or web proxy API), it will either take automatic action or prompt the user with an easy-tounderstand prompt depending on what’s most appropriate in case at hand. For example, when the user
is browsing untrusted sites InfiniTrust will automatically restrict the browser’s functionality but when
the user actively clicks on a downloadable program he will see a simple prompt explaining what, if
any, malicious features the software contains.

In the case of the enterprise version the need for prompting will be obviated through policy settings
created by the system administrator. Increasingly, many organizations are blocking all downloads and
ActiveX controls altogether out of fear of getting spyware on the network. InfiniTrust will give them
an alternative by providing them with 100% spyware prevention through its whitelist approach to
ActiveX and downloads (in addition to browser exploit blocking).

Technology Plan
There are three main components to the InfiniTrust technology:
1. Data collection/analysis. InfiniTrust will collect and analyze large amounts of disparate
data sets to generate an “InfiniTrust Score” for every “web entity” (including downloadable
programs, ActiveX objects, and website URLs/IPs). Input data sources will include:
2.
Static analysis of web-crawled HTML and JavaScript.
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Analyzed results of automated installations of downloadable software.

Data gathered from third party deals (e.g. IP intelligence services, phishing blacklist feeds, website
and program popularity data)
Active and passive user feedback from users who opt-in to InfiniTrust’s product improvement
program.

Information mined from publicly available sources (e.g., whois data, public blacklists)

Web site link analysis. As companies like Google has shown, if site X links to site Y, that is in some
sense an endorsement by site X of site Y. Google uses this insight to rank the relevancy of sites, but
it can also be applied to rank the trustworthiness of sites. If site X links to known untrusted site Y,
then site X is more likely to be untrusted itself. Another way to put this idea is that the “dark alleys”
of the web tend to be highly clustered in terms of link structure.

All of this will be processed to determine the degree of trust that someone should have when going to
a particular website, downloading a particular piece of software, or engaging in some sort of
commercial relationship with an online entity. Much of the true intellectual property of InfiniTrust
will reside in the processes and tools for collecting and analyzing these input data sources.

2) Data servers. In order to balance load and decrease communication distances, the database will be
replicated to a set of distributed data servers. Desktop clients will connect to these data servers in
order to query for the security ratings of particular entities, or to periodically download software
updates. The client software will include a caching mechanism to ensure that performance drag is
negligible. Data servers will also receive back-channel information from users who opt-in to the
product improvement program.

3. Client agent. The client side agent takes action on behalf of the user or provides the user
with easy-to-understand, relevant information. A client side agent consists of a core-agent
that communicates with a data server, as well as an application-specific GUI agent that
provides user-visible functionality. Most of these GUI agents will be web browser

421 | P a g e

Jump In.
extensions, but they could also be built in to web proxies, or the underlying OS to protect
non-traditional applications (e.g. software update tools) that make use of HTTP.
InfiniTrust plans to publish APIs and release an open source Linux/Firefox version of the client-side
agents to facilitate partnerships with other software and equipment vendors. Access to the data feeds
will be controlled with encrypted certificates.
In version 1.0, almost all of InfiniTrust’s data will be generated from public sources. As the user base
and revenues grow, InfiniTrust plans to seek out additional data licensing deals. Examples could
include phishing blacklists from anti-spam vendors and ecommerce data from companies like
Bizrate. With a sizable user base, InfiniTrust could also become an important enforcement mechanism
for “self-regulating” (and therefore mostly ineffective) programs and protocols like Trust-e and
P3P. Down the road, we can also envision incorporating offshore manual labor into the data collection
and analysis process.

Competition
Overview: We expect that in 2005-6 a lot of attention will be paid to problems like spyware and
phishing. This is both good and bad for InfiniTrust. The risk is that other companies, especially large
incumbents, either mitigate these threats significantly (less likely) or else create enough noise in the
market to make the need for InfiniTrust less obvious (more likely). The good news is that InfiniTrust
is specifically designed to complement existing security bundles. As pressure to differentiate security
bundles increases, InfiniTrust could become an attractive add-on product or acquisition target. The
historical pattern is that most of the innovation in consumer security has come from startups. For
example, the software-based firewall was pioneered by ZoneLabs and anti-spyware was pioneered by
companies like PestPatrol, Lavasoft and WebRoot.

Summary of existing anti-spyware technologies: Almost all of the anti-spyware products that currently
exist are for removing spyware, not preventing it. It is widely believed that even the best anti-spyware
removers achieve highly unsatisfactory success rates. For this reason, most experts recommend that
users run multiple spyware removers (in addition, users are repeatedly instructed to be very careful
where they browse, what they download, etc). This poor success rate is due mostly to the fact that
once spyware takes control of a user’s PC and starts performing tricks like copying itself, changing
the HOSTS file, disguising its signature etc, the technological problem of removing it becomes
extremely difficult.
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There are a few existing anti-spyware programs that claim to have spyware prevention features (e.g.
SpywareBlaster, Microsoft’s AntiSpyware) but in fact just use highly inaccurate behavior-based
techniques (similar to Intrusion Prevention Systems). In the near future, we expect security companies
to develop blacklist-based preventative approaches to spyware. Blacklist approaches have a number
of problems: 1) it is extremely difficult to keep spyware blacklists up-to-date and even a single mistake
can render a PC unusable, 2) they don’t properly address the many sources of spyware that are “grey
area” downloads. The problem of spyware is not nearly as black-and-white as problems like viruses
and worms as most spyware comes through bundled adware where reasonable people can disagree
about its maliciousness. InfiniTrust believes the best way for users to be both protected and have a
satisfying browsing experience is to 1) whitelist trusted programs, 2) blacklist purely malicious
programs, and 3) inform users about the trade offs (and alternatives) in the grey area cases in a very
easy-to-understand way.

Summary of existing anti-phishing technologies: There are three primary methods for stopping
phishing attacks today.

The first is simply for existing anti-spam companies to better filter phishing emails. Anti-spam
technologies have achieved 95+% accuracy but are not perfect. Moreover, phishing emails can be
particularly hard to detect as they often use zombie PC’s for delivery (thereby making IP-based
blocking difficult) and contain content that looks very similar to legitimate content.

The second approach is to try to shut down the email delivery or landing page machines in the midst
of an attack. A number of security companies do this on behalf of their customers who tend to be large
financial institutions. We believe these methods are limited as they succeed only after the critical first
few (~6) hours of phishing attacks. Moreover, from the desktop user’s perspective, even if these
companies stop phishing attacks for, say, the top banks there are many other types of phishing attacks
that these companies are not even trying to stop, such as the Tsunami-relief phishing attacks that were
recently seen in large volumes.

Client-side solutions: These have the advantages of providing zero-hour defense and the ability to
defend against fraud from all sources. There have been a handful of client-side solutions released
recently from companies like Earthlink, Netcraft, WebRoot, and GeoTrust. InfiniTrust is a client-side
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solution that has distinct advantages over these client-side competitors. For one, because InfiniTrust
will be collecting a nearly comprehensive database of existing websites, it can take a (partial) whitelist
approach to phishing detection. The fact that a site clicked through to from an email doesn’t appear in
InfiniTrust’s list of millions of legitimate websites is a strong indicator that the site is potentially
fraudulent. It also goes beyond these other solutions insofar as it prevents non-email based attacks
(such as keyloggers inserted through browser exploits) and also more “grey-area” fraud such as
dubious but not outright fake ecommerce sites.

Notes on primary competitors:

Symantec:

Generated $1.87B in revenue in 2004, 47% of which came from consumer

products. Symantec has not yet released a spyware removal tool but is expected to in Q105. They
have no client side phishing product today but will likely release one sometime this year.

McAfee: McAfee is the #2 consumer security software bundle. They currently have spyware
detection but not removal. It is likely they will release spyware removal sometime this year.

ZoneLabs: ZoneLabs was acquired by Checkpoint in 2004 for approximately $250M. Their primary
product is ZoneAlarm, a software-based firewall that had, as of 2004, at least 30M (free) users. They
also sell a complete security bundle that has at least 1M paying subscribers. ZoneLabs built their
business almost exclusively through a free downloadable version that became popular in the press and
among technology enthusiasts.

Computer Associates: CA sells a traditional security bundle and recently added spyware removal tools
through their acquisition of PestPatrol.

Trend Micro: Trend Micro has recently added spyware removal and has features they describe as antiphishing (actually just an outgoing firewall that looks for personal info being sent from the PC).
Microsoft: Recently acquired an anti-spyware company (Giant) and an anti-virus company and is
expected to release versions of each in Q105. There have been conflicting reports about whether they
plan to charge for these services. Microsoft appears to see web-based security threats as a major
headache. Firefox has supposedly gotten 10% of the browser market in just the past 6 months due in
large part to users’ frustration with Internet Explorer security issues.
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WebRoot: WebRoot is widely considered to have a very good spyware removal tool. Their rate of
innovation has generally been very impressive. WebRoot generated $16M in revenues in Q404 alone,
evidence that point solution security products can thrive in the consumer market. We had thought
Webroot was likely to be acquired but last week announced a $108mm financing event.
Freeware: Lavasoft’s Ad Aware and Spybot S&D have been extremely popular free spyware removal
tools. For example, Ad Aware consistently gets more than 2M downloads per week on download.com
alone (there is also a paid version of Ad Aware that is rumored to have generated significant revenues
for the company).

Websense: Websense is a $1B market cap company that is considered to be the leader in so-called
web filtering technology. The primary focus of web filtering technology is to restrict corporate users
from going to “bad topics” such as adult and gambling websites. They have recently added an optional,
add-on security module that basically works by altogether blocking access to large blocks of websites
associated with insecure activity (e.g. Kazaa.com). Websense severely restricts web access and is
therefore only useful to (typically large) corporations that find such restrictions acceptable.
Would any of these competitors be likely to offer a product similar to InfiniTrust’s?
Today, InfiniTrust’s closest competitor in terms of the product itself is probably Websense. Websense
has a database that in many ways is similar to InfiniTrust’s although much more focused on topics
rather than security ratings. Websense has built a high growth business ($100M revs, $36M EBITDA,
$1.2B market cap) focusing almost solely on larger enterprises. We see their entry into the consumer
market as being unlikely but if they did enter it that could be a serious threat to InfiniTrust.
Anti-spyware vendors could also conceivably take an approach like InfiniTrust’s, although it would
mean a fundamental change in how they go about building their technology and database. Right now
their approaches are very similar to those of anti-virus technologies: they have databases of signatures
they use to scan PC’s for existing infections (“parasites”), as opposed to InfiniTrust which has a
database of all the “hosts” (websites, program downloads, ActiveX objects) that might carry those
parasites. Determining the trustworthiness of hosts is simply a different technology problem than
detecting and removing the parasites.
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We see InfiniTrust as being fundamentally about providing secure, “unannoying” yet unrestricted web
access, just as anti-spam companies try to provide secure, “unannoying” yet unrestricted email
access. Spyware and phishing happen to be two important and growing security threats that have
mostly web-based attack vectors. They are therefore important to InfiniTrust’s value proposition but
that does not mean that InfiniTrust is just another anti-spyware or anti-phishing company.

Marketing Plan
The target market will be individuals and organizations that care about both security and unrestricted
web browsing. InfiniTrust sees this as encompassing a large percentage of consumers and, to a
somewhat lesser extent, small and medium businesses. Larger businesses tend to be satisfied with
much “blunter” security instruments such as Websense that significantly restrict user web access.

InfiniTrust plans to offer a limited-functionality free version that can be downloaded directly from
infinitrust.com and will also be distributed through channels.

The current plan calls for the free

version to offer the user basic defensive features but not have access to the full database. The free
version will remind the user of its value by displaying periodic reminders of the specific dangers it has
blocked or warned about. The paid version will likely start at $30 per year for consumers (discounted
strategically for different target populations) and something in the range of $5-20 per seat per year for
enterprises with an upfront licensing fee for the admin console.

Distribution Partnerships: ISPs, security software vendors, search engines, toolbar vendors and PC
OEMs are natural distribution partners.

ISPs (especially dialup providers where consumer choice is greater) are increasingly trying to
differentiate their services through security software they give to their customers. For example,
security is the primary focus of recent television campaigns by AOL and Earthlink. Additionally, these
companies incur significant costs handling customer support calls resulting from phishing and
spyware. For example, Earthlink says that customer support costs them $120K per phishing
attack. Deals with ISPs could either be pay per user (AOL pays McAfee $2 per user for anti-virus
functionality alone which is generally considered a commodity) or unpaid distribution of the free
product.
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Large consumer security software vendors try to provide a single package that includes every existing
category of security software. If InfiniTrust succeeds in convincing them that its product is
complementary and useful, it could be seen as a critical addition to their bundles.

Toolbar vendors such as Google, Yahoo, Earthlink, MSN and Ebay have recently been incorporating
security features for anti-phishing and anti-spyware. For example, Yahoo distributes PestPatrol and
Earthlink distributes WebRoot. Earthlink built its own anti-phishing functionality. InfiniTrust’s data
feed can make these toolbars significantly more powerful.

PC OEMs receive numerous calls from customers about browser security issues. As mentioned earlier,
20% of Dell’s customer service calls are about spyware. These companies are interested in not only
reducing these costs but also differentiating their products. Many of these companies have shown a
willingness to work with startups (e.g. Dell distributes Sunbelt’s anti-spyware solution, generating a
significant portion of Sunbelt’s $30M in revenue).

A recent internal survey by InterActive Corp. of web search users showed that the safety of the sites
they find was users’ #1 concern (cited by 77% of respondents as a “major concern”). As search engines
are increasingly the “gatekeepers of the web,” it is natural for them to provide filtering and ranking
based on security. At the simplest level, a partnership with a search engine could provide an
InfiniTrust score next to search results in exchange for showing the InfiniTrust logo.

Financial institutions affected by phishing have expressed interest in distributing client-side antiphishing solutions such as InfiniTrust’s as a way to offer protection their customers. For example,
one recently developed anti-phishing toolbar, FraudEliminator, received business development cold
calls from 3 major banks, Mastercard and Experian in just the past week despite having spent $0 on
marketing.

PR:

Desktop security was by far the #1 topic of discussion in the technology-related press in

2004. The fact that InfiniTrust solves growing, high-visibility problems like phishing and spyware as
well as older problems such as browser exploits in a new way provides a great opportunity to leverage
this attention. Initially, the technology press will be targeted, but the benefits of the product are
widespread enough to attract mainstream media coverage.
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Word of mouth: Most “unsophisticated” users choose their security software based on the
recommendations of 1) the media, 2) their PC manufacturer or ISP, and 3) technologically
sophisticated friends and family. Strategies for addressing 1) and 2) were discussed above.

The

strategy for addressing 3) is, among other things, to make the product and message amenable to
technology enthusiasts. InfiniTrust’s client software will be mostly or completely open source, thereby
showing goodwill toward the technology-enthusiast community and assuaging concerns that the client
software might be in some way malicious (importantly, open sourcing the client will not jeopardize
the business as the value lies primarily in the centralized database which will not be open). In addition,
the company will build Firefox, Linux and Mac versions relatively early on and expose popular
portions of the database to the public via search engines.

Paid marketing: In the past few years, online advertising channels such as search engines and banner
ad networks have transformed the marketing possibilities for consumer software downloads and
services. In particular, it is now possible to target customers by demographic and context far more
efficiently than in the past. Moreover, startups are able to compete on a level playing field in keyword
and banner auctions instead of having to, say, fight for shelf space in retail stores or suffer huge payouts
to powerful distributors. Some consumer software products and services that have built interesting
businesses primarily through web-based advertising and had recent successful exits include Gotomypc
(acquired by Citrix for $237M), ZoneLabs (acquired by Checkpoint for $250M), Classmates.com
(acquired by United Online for $100M), TripAdvisor (acquired by IAC for $250M), and
Shopping.com ($750M market cap).

Risks.
Market risks:

Competitive offerings: Companies such as Symantec, McAfee and Microsoft could improve their
products enough to substantially solve the same problems that InfiniTrust is trying to solve. These
companies have superior brand recognition and distribution so even if they merely solve the same
problems, say, 75% as well as InfiniTrust does, they will likely succeed in the marketplace.

Insufficient or inaccurate data: InfiniTrust may launch with a data set that is simply not sufficient to
show real benefits to early adopters. It may be that deeper or broader data is required in order to cover
an acceptable percentage of actual user browsing. Initial diligence, however, suggests this outcome to
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be unlikely because web browsing tends to be fairly highly concentrated. It has been shown, for
example, that 50% of page views on the web are for the top 5000 websites, and the top 2000 downloads
account for over 95% of total downloads.

Unwillingness to pay: While the InfiniTrust product may provide incremental value to users, there may
not be a willingness to pay for it.
Lack of awareness: Despite attempts to build distribution partnerships and generate PR, customers
may simply not hear about InfiniTrust. The cost of running a concerted advertising or paid inclusion
program may simply be too high for a start up to muster.

Problems decrease for other reasons: Legal changes, software quality improvements or other external
factors may lead to a reduction in the type of security problems that InfiniTrust solves, thereby
reducing the need for the product.

Technical risks:
Data collection: The data required to make InfiniTrust work can be difficult to collect. Programs must
be automatically installed, phishing attacks must be recognized, and web exploits must be discovered
and analyzed. The company believes it has a solid plan for tackling these problems, but if it is wrong
the product quality could suffer.
“Arms race”: Once attackers realize how InfiniTrust operates they may put more effort into hiding
their spyware, phishing attacks, web exploits etc. This may result in a reduced data quality. Since
most of the “hackers” InfiniTrust is targeting are economically motivated, the company believes this
will only happen when the company is quite successful distributing its product. At that point the
company expects to have the resources to fight back.

Budget
The company is raising $2.7M, which would allow for a 12 month product development plan plus an
additional 12 months of marketing, business development, and product refinement. After the v1.0
product is built, the company would hire an additional team member to help with marketing and
business development, and would also engage a PR firm and do online advertising to build market
traction. A summary of the budget plan is below.
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Samsung’s predicament
(2013-01-20)

In the past year, Samsung went from being a moderately successful electronics manufacturer to the
leading non-iOS mobile device maker. Together, Apple and Samsung earn 98% of the profits in the
smartphone market. MG Siegler echoed a common sentiment when he wrote that Samsung is now the
“fifth horseman” of tech, alongside Apple, Google, Amazon, and Facebook.
The mobile device industry is still in its infancy. Samsung’s fate depends largely on how the industry
evolves. If the computer-in-your-pocket (smartphone/tablet) business ends up being like the computeron-your-desk (personal computer) business, Samsung is on track to be the modern Dell. Dell had a
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good run as the low-cost provider in a highly commoditized business, but the vast majority of the
industry profits went to Microsoft.

So the big questions for Samsung are:
1. Will the smartphone/tablet industry stratify the way the PC business did?

The dominant view is that technology markets inevitably stratify. Clay Christensen is the most
sophisticated proponent of this view. In his theory (more here and here), every tech market eventually
“overshoots” the needs of its customers, at which point the benefits of horizontal specialization
outweigh the benefits of vertical integration.

A minority view, held mostly by Apple faithful, is that Christensen et al are guilty of over-theorizing.
Apple lost the PC business simply because, when Steve Jobs was fired, they stopped innovating. When
Jobs returned, Apple started gaining PC market share again. In this view, the future mobile industry
structure mostly depends on whether Apple management is innovative enough to keep making superior
vertically-integrated products.
2. If the industry stratifies, will the lion’s share of the profits go to the OS and application
layers as it did for PCs?

Generally, technology businesses that are defensible have network effects, and network effects usually
arise from products with significant software components. Samsung’s competitors like HTC are just
one hit product line away from stealing Samsung’s position. Eventually, handset designs will converge
and, as happened in the PC market, consumers will stop paying premiums for performance
improvements (arguably, this has already started happening). The OS and apps layer, on the other
hand, are very hard to replicate. If you invest enough money you can usually build or acquire decent
software, but it takes more than just capital to build a vibrant developer ecosystem (just look at
Microsoft).
Samsung’s predicament is: their current strategy succeeds only in the scenario where both (a) the
industry stratifies, and (b) significant profits flow to hardware. Samsung seems to understand the
improbability of (b), which is why they’ve been hinting at throwing serious support behind a new OS.
Getting traction with a new OS will be difficult, to put it mildly. Google and Apple have vastly more
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experience making software and a huge head start with developers. Moreover, Google’s strategic
position is even stronger today than Microsoft’s was in their heyday. Google makes so much money
from web services (mostly search, for now) that they can afford to lose money on handsets and OSs
indefinitely – a very scary fact for Samsung and everyone else in the mobile hardware business.

•

Hardware

•

Incumbents

The computing deployment phase
(2013-02-09)

Technological revolutions happen in two main phases: the installation phase and the deployment
phase. Here’s a chart (from this excellent book by Carlota Perez via Fred Wilson) showing the four
previous technological revolutions and the first part of the current one:
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Each revolution begins with a financial bubble that propels the (irrationally) rapid “installation” of the
new technology. Then there’s a crash, followed by a recovery and then a long period of productive
growth as the new technology is “deployed” throughout other industries as well as society more
broadly. Eventually the revolution runs its course and a new technological revolution begins.
In the transition from installation to deployment, the bulk of the entrepreneurial activity moves “up the
stack”. For example, in the installation phase of the automobile revolution, the action was in building
cars. In the deployment phase, the action shifted to the app layer: the highway system, shipping,
suburbanization, big box retail, etc.

This pattern is repeating itself in the computing/internet revolution. Most of the successful startups in
the 90s built core infrastructure (e.g. optical switching) whereas most of the successful startups since
then built applications on top of that infrastructure (e.g. search). The next phase should see startups
higher in the stack. According to historical patterns, these would be ones that require deeper cultural
change or deeper integration into existing industries.
Some questions to consider:
•

What industries are the best candidates for the next phase of deployment? The likely
candidates are the information-intensive mega-industries that have been only superficially
affected by the internet thus far: education, healthcare, and finance. Note that deployment
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doesn’t just mean creating, say, a healthcare or education app. It means refactoring an
industry into its “optimal structure” – what the industry would look like if rebuilt from
scratch using the new technology.
•

How long will this deployment period last? Most people – at least in the tech industry –
think it’s just getting started. From the inside, it looks like one big revolution with lots of
smaller, internal revolutions (PC, internet, mobile, etc). Each smaller revolution extends
the duration and impact of the core revolution.

•

Where will this innovation take place? The historical pattern suggests it will become more
geographically diffuse over time. Detroit was the main beneficiary of the first part of the
automobile revolution. Lots of other places benefited from the second part. This is the
main reason to be bullish on ”application layer” cities like New York and LA. It is also
suggests that entrepreneurs will increasingly have multi-disciplinary expertise.
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The credentials trap
(2013-02-12)
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I talk a lot to people who are deciding between startups and established companies. They’re usually
early in their careers and have been exclusively affiliated with well-known schools and companies. As
a result, they’re accustomed to praise from family and friends. Going to a startup is scary, as Jessica
Livingstone, cofounder of Y Combinator, describes:
Everyone you encounter will have doubts about what you’re doing—investors, potential employees,
reporters, your family and friends. What you don’t realize until you start a startup is how much
external validation you’ve gotten for the conservative choices you’ve made in the past. You go to
college and everyone says, “Great!” Then you graduate get a job at Google and everyone says,
“Great!”
But optimizing for external validation is a dangerous trap. You’re fighting over a fixed pie against
well-credentialed peers. The most likely outcome is a middle management job where you’ll have little
impact and never seriously attempt to realize your ambitions. Peter Thiel’s personal
experience illustrates this well:

By graduation, students at Stanford Law and other elite law schools have been racking up credentials
and awards for well over a dozen years. The pinnacle of post law school credentialism is landing a
Supreme Court clerkship. After graduating from SLS in ’92 and clerking for a year on the 11th Circuit,
Peter Thiel was one of the small handful of clerks who made it to the interview stage with two of the
Justices. That capstone credential was within reach. Peter was so close to winning that last
competition. There was a sense that, if only he’d get the nod, he’d be set for life. But he didn’t.

Years later, after Peter built and sold PayPal, he reconnected with an old friend from SLS. The first
thing the friend said was, “So, aren’t you glad you didn’t get that Supreme Court clerkship?” It was
a funny question. At the time, it seemed much better to be chosen than not chosen. But there are many
reasons to doubt whether winning that last competition would have been so good after all. Probably
it would have meant a future of more insane competition. And no PayPal. The pithy, wry version of
this is the line about Rhodes Scholars: they all had a great future in their past.
Great institutions can prepare you for great things. Credentials can open doors. But don’t let them
become an end in themselves.
•

Peter Thiel
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“PCs are going to be like trucks”
(2013-02-26)

Steve Jobs in 2010:
When we were an agrarian nation, all cars were trucks because that’s what you needed on the farms.
Cars became more popular as cities rose, and things like power steering and automatic transmission
became popular.
PCs are going to be like trucks. They are still going to be around…they are going to be one out of x
people.
This transformation is going to make some people uneasy…because the PC has taken us a long ways.
It’s brilliant. We like to talk about the post-PC era, but when it really starts to happen, it’s
uncomfortable.
We are just scratching the surface on the kinds of apps for the iPad…I think there are lots of kinds of
content that can be created on the iPad.

When I am going to write that 35-page analyst report, I am going to want my Bluetooth keyboard.
That’s 1 percent of the time. The software will get more powerful. I think your vision would have to be
pretty short to think these can’t grow into machines that can do more things, like editing video, graphic
arts, productivity. You can imagine all of these content creation possibilities on these kind of things.
Time takes care of lots of these things.

This year, about five times as many smartphones will be shipped versus PCs, and tablets will surpass
PCs for the first time. According to Jobs, the right way to look at this isn’t that mobile devices are
creating a new market. It’s that mobile devices are relegating PCs to special-purpose, mostly industrial
devices.

•
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•
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What the smartest people do on the weekend is what everyone else will do during the week in
ten years
(2013-03-02)

Many breakthrough technologies were hatched by hobbyists in garages and dorm rooms. Prominent
examples include the PC, the web, blogs, and most open source software.

The fact that flip-flop wearing hobbyists spawn large industries is commonly viewed as an amusing
eccentricity of the technology industry. But there is a reason why hobbies are so important.

Business people vote with their dollars, and are mostly trying to create near-term financial returns.
Engineers vote with their time, and are mostly trying to invent interesting new things. Hobbies are
what the smartest people spend their time on when they aren’t constrained by near-term financial goals.

Today, the tech hobbies with momentum include: math-based currencies like Bitcoin, new software
development tools like NoSQL databases, the internet of things, 3D printing, touch-free
human/computer interfaces, and “artisanal” hardware like the kind you find on Kickstarter.
It’s a good bet these present-day hobbies will seed future industries. What the smartest people do on
the weekends is what everyone else will do during the week in ten years.
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Technology predictions
(2013-04-06)
For those of us in the prediction business, it’s sometimes useful to go back and read past predictions
to try to discern patterns in what they got right and wrong.
Back in the early 90s, a lot of people thought the Internet was overhyped. Here’s one example from
Newsweek:

Do our computer pundits lack all common sense? The truth in no online database will replace your
daily newspaper, no CD-ROM can take the place of a competent teacher and no computer network
will change the way government works…. What the Internet hucksters won’t tell you is tht the Internet
is one big ocean of unedited data, without any pretense of completeness. Lacking editors, reviewers or
critics, the Internet has become a wasteland of unfiltered data.
Today, it’s easy to find people expressing similar skepticism about emerging technologies like the
Internet of things, robotics, 3D printing, Bitcoin, etc.

What the skeptics overlook is that platforms that are open to third-party developers have the following
characteristic: it’s hard to think of important use cases before they are built, and hard to find examples
where important use cases weren’t developed after they were built.

Just look at the founding years of top websites. Google: 1998. Wikipedia: 2001. YouTube: 2005.
Twitter: 2006. No wonder it was so hard to imagine these services early on. It took years to imagine
them even after the Internet had gone mainstream.
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Hardware startups
(2013-04-30)

For a long time, entrepreneurs and investors shied away from hardware. This seems to be changing.
As Paul Graham says, there are many reasons for this:

Hardware does well on crowdfunding sites. The spread of tablets makes it possible to build new
things controlled

by and

even incorporating them. Electric

motors have

improved.

Wireless

connectivity of various types can now be taken for granted. It’s getting more straightforward to get
things manufactured. Arduinos, 3D printing, laser cutters, and more accessible CNC milling are
making hardware easier to prototype. Retailers are less of a bottleneck as customers increasingly buy
online.
Another important factor is what Chris Anderson calls “the peace dividend of the smartphone war”:
All the components in a smartphone — the sensors, the GPS, the camera, the ARM core processors,
the wireless, the memory, the battery — all that stuff, which is being driven by the incredible economies
of scale and innovation machines at Apple, Google, and others, is available for a few dollars. They
were essentially “unobtainium” 10 years ago. This is stuff that used to be military industrial
technology; you can buy it at RadioShack now.
It also doesn’t hurt that the most valuable company in the world (Apple) and some of the most exciting
startups (e.g., Nest, Jawbone, Leap Motion) make hardware.

If you are thinking of doing a hardware startup, here are a few things to keep in mind:
•

Manufacturing. Many hardware startups stumble when they try to go from prototype to
large-scale manufacturing. There is no AWS-equivalent for hardware. To get
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manufacturing right, entrepreneurs often end up living in China for months and even years.
The difficulty of manufacturing is one reason that hardware entrepreneurs tend to have
more work experience than software entrepreneurs.
•

Defensibility. Hardware companies generally have economies of scale but hardware
products generally don’t have network effects. This means that as soon as you prove the
market, you’ll face competition from lower cost manufacturers. The best startups
complement hardware with software and services that have network or platform effects.
Think of hardware as bringing the revenue and software/services as bringing the margin.

•

Planning. The build-test-iterate model that is popular in software startups doesn’t translate
well to hardware startups. Proper planning is essential because mistakes can be
unrecoverable. For example, you might create a design that fails environmental tests but
only discover this years later when you are about to go to market. (See all those symbols
on the back of your phone? Those are regulatory certifications).

•

B2C vs B2B. Consumer hardware tends to get more attention, but B2B hardware has a
number of advantages. You’ll have fewer startup competitors, because entrepreneurs who
have both hardware and business domain expertise are rare. You’ll also have fewer
incumbent competitors, because B2B hardware usually requires local sales and service
teams, making it harder for foreign competitors to copy you. Finally, manufacturing can
be done locally because higher price points mean you can be less sensitive to labor costs.
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Some thoughts on mobile
(2013-06-01)
•

People tend to lump smartphones and tablets together as “mobile”. This can be misleading.
Ask people who run internet companies and they’ll tell you that user behavior on tablets
is far more similar to user behavior on desktops/laptops than it is to user behavior on
smartphones. That said, the software on smartphones and tablets is similar, as are the
discovery mechanisms (mostly app stores) and monetization techniques.

•

Microsoft is running ads making fun of the iPad for being a “consumption” device. Here’s
what Steve Jobs had to say back in 2010 about creation (“productivity”) on the iPad:

We are just scratching the surface on the kinds of apps for the iPad…I think there are lots of kinds of
content that can be created on the iPad. When I am going to write that 35-page analyst report, I am
going to want my Bluetooth keyboard. That’s 1 percent of the time. The software will get more
powerful. I think your vision would have to be pretty short to think these can’t grow into machines that
can do more things, like editing video, graphic arts, productivity. You can imagine all of these content
creation possibilities on these kind of things. Time takes care of lots of these things.
If you go back and look at the history of productivity apps you’ll see that each major user interface
shift led to new classes of productivity apps. Back in the 70s and 80s, when computers had text-based
interfaces, word processor applications like Wordperfect and spreadsheet applications like Lotus 1-23 were invented. In the 80s and 90s, when graphical interfaces became popular, presentation apps like
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Powerpoint and photo editing apps like Photoshop were invented. If the historical pattern repeats,
productivity apps that are “native” to the tablet will be invented.
•

App stores have had a few important effects: 1) They take 30% of revenue, which scares
away most big companies (e.g. Microsoft) and also startups/venture capitalists. Not many
businesses can survive an immediate 30% haircut. 2) They’ve led consumers to expect
very low prices for software. It’s hard to imagine charging $30 let alone hundreds of
dollars for software through app stores (although some mega-hit games do get near these
levels with in-app purchases). This is why many big software vendors are scared. 3) The
discovery mechanisms (e.g. top download charts) tend to have a rich-get-richer effect,
making it very hard for software to grow from niches, as they often did in the past. Just as
in the movie industry, the trend is toward creating blockbusters that appeal to everyone.
The emergence of new app discovery mechanisms (e.g. FB & Twitter) might alleviate this
problem.

•

The best entrepreneurs understand these dynamics and have been exploring “attach”
business models, which basically means charging for something outside of the app store,
like offline products/services (e.g. Square, Uber), online services (e.g. Spotify, Dropbox),
and sometimes even hardware. Most of the companies that have succeeded (= generate
real revenues/profits) on mobile were either desktop incumbents (e.g. eBay, Amazon,
Facebook) or have attach business models.

•

Fans of Apple and Google have been arguing lately about which company is winning
mobile. Apple has more profits, but Android has more users. But what really matters is
when and if developers switch over to developing for Android first, or even Android only.
For now, iOS users tend to monetize much better than Android users, more than making
up for the smaller user base. The switch to Android first hasn’t happened yet, but at least
based on conversations I’ve had with entrepreneurs, it seems likely to happen in the next
year or two.

•

Mobile has had a big effect on b2b software. People want to use their personal
iOS/Android devices at work, and many people now have computers with them all the
time who didn’t before. This has created opportunities for 1) traditional b2b software that
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is mobile friendly, 2) companies that support mobile devices for businesses (e.g. mobile
security, compliance etc), 3) brand new categories of software for users who previously
used pencil and paper for various business tasks.
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The idea maze
(2013-08-04)
The pop culture view of startups is that they’re all about coming up with a great product idea. After
the eureka moment, the outcome is preordained. This neglects the years of toil that entrepreneurs
endure, and also the fact that the vast majority of startups change over time, often dramatically.

In response to this pop culture misconception, it has become popular in the startup community to say
things like “execution is everything” and “ideas don’t matter”.

But the reality is that ideas do matter, just not in the narrow sense in which startup ideas are popularly
defined. Good startup ideas are well developed, multi-year plans that contemplate many possible paths
according to how the world changes. Balaji Srinivasan calls this the idea maze:

A good founder is capable of anticipating which turns lead to treasure and which lead to certain death.
A bad founder is just running to the entrance of (say) the “movies/music/filesharing/P2P” maze or the
“photosharing” maze without any sense for the history of the industry, the players in the maze, the
casualties of the past, and the technologies that are likely to move walls and change assumptions.

Imagine, for example, that you were thinking of starting Netflix back when it was founded in 1997.
How would content providers, distribution channels, and competitors respond? How soon would
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technology develop to open a hidden door and let you distribute online instead of by mail? Or consider
Dropbox in 2007. Dozens of cloud storage companies had been started before. What mistakes had they
made? How would incumbents like Amazon and Google respond? How would new platforms like
mobile affect you?
When you’re starting out, it’s impossible to completely map out the idea maze. But there are some
places you can look for help:

1. History. If your idea has been tried before (and almost all good ideas have), you should
figure out what the previous attempts did right and wrong. A lot of this knowledge exists
only in the brains of practitioners, which is one of many reasons why “stealth mode” is a
bad idea. The benefits of learning about the maze generally far outweigh the risks of having
your idea stolen.
2. Analogy. You can also build the maze by analogy to similar businesses. If you are building
a “peer economy” company it can be useful to look at what Airbnb did right. If you are
building a marketplace you should understand eBay’s beginnings. Etc.

3. Theories. There are now decades of historical data on tech startups, and smart observers
have sifted through to develop theories that generalize that data. Some of these theories
come from academia (e.g. Clay Christensen) but increasingly they come from investors and
entrepreneurs on blogs.

4. Direct experience. A lot of good startup founders figure out the maze through direct
experience, often at work. The key here is to put yourself in interesting mazes and give
yourself time to figure it out.

The metaphor of a maze also helps you think about competition. Competition from other startups is
usually just a distraction. In all likelihood, they won’t take the same path, and the presence of others
in your maze means you might be onto something. Your real competition – and what you should worry
about – is the years you could waste going down the wrong path.
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The Internet is for snacking
(2013-09-14)
Web products have followed a steady evolutionary path from the compound to the atomic. Today’s
popular social sites are spin outs of behaviors that emerged from blogs and forums, the primordial soup
of the early social web. Before there was Twitter, people were doing something similar to tweeting on
so-called link blogs or micro blogs. Tumblr was a direct descendent of a particular strain of blogs
known as tumble blogs.
The successful products took big meals and converted them to snacks. The Internet likes snacks –
simple, focused products that capture an atomic behavior and become compound only by linking in
and out to other services. This has become even more so with the shift to mobile. People check their
phones frequently, in short bursts, looking for nuggets of information.

A notable exception to this pattern are online products that users pay for. The dominant payment
systems (mainly, credit card systems) were designed to be offline systems and only much later
awkwardly grafted onto the Internet. They are inefficient and prone to fraud. As a result, paying online
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means making a commitment of time and trust. That’s why one of the most valuable assets an online
business can have is “credit cards on file”. It is also one of the reasons there is a rich-get-richer dynamic
for paid products. Big companies like Amazon and Apple are the beneficiaries.
The perverse result of this system is that products that are naturally suited to be “paid snacks” have to
contort themselves to make money. News and music are good examples. Only a few news sites are
popular enough to entice users to commit to paying, and even those have had only limited success with
paywalls. Other news sites depend on intrusive ads to support themselves. Music is mainly purchased
through aggregators like iTunes and Spotify who charge a hefty tariff. You need a comprehensive
catalog to convince users to commit to a payment relationship.

In-app payments on iOS and Android are the one place where paid snacks exist at scale. They have
been wildly successful, quickly becoming the dominant business model for games, replacing up-front
payments and banner ads. (There are individual games that generate over one billion dollars per year
from in-app payments.) Outside of games, entrepreneurs have started building interesting new products
that wouldn’t have been viable without in-app payments.
This is one of the main reasons people are excited about new payment systems like Bitcoin. A broadly
adopted form of “programmable money” has the potential to bring paid snacking to the rest of the
Internet, and in doing so enable the save level of innovation in paid products that we’ve seen in the
free and ad-supported products.
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Some thoughts on startup crowdfunding
(2013-09-28)
Like a lot of people, I’m excited about crowdfunding, and specifically the crowdfunding of startups
now that’s it’s legal in the US. Based on my own experience investing in startups, here are some
thoughts and issues that come to mind regarding startup crowdfunding.

1. Startup financings tend toward the extremes of being very oversubscribed or very
undersubscribed. If you graphed out investor interest, it would look like a “U”. This is
primarily the result of signaling – once a few investors commit (especially high quality
ones), other investors pile on. If investors don’t commit, other investors start to wonder
what’s wrong. So when you consider startup crowdfunding, it’s important to distinguish the
oversubscribed cases from the undersubscribed cases. (Although one counter to this is that
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the U is the result of an inefficient market – when the crowds get involved valuations will
float to their market clearing prices).

2. Historically, startup investing returns have tended to obey power laws (Peter Thiel has a
good discussion of this phenomenon here). The vast majority of the returns came from the
breakout hits. And if you go back and look at the early financings of breakout hits, a lot of
them were hotly contested and oversubscribed. If amateur investors had been trying to
invest in those startups via crowdfunding sites, they probably would have been squeezed
out. If those amateurs were part of a syndicate, the syndicate lead would have felt pressure
to drop them, at least for those hot deals. (Counterargument: the power law is caused by the
myopia of traditional investors looking for the next Google. The crowd will be able to find
new investments that greatly expand the set of successful startups)

3. Crowdfunding works best when the backers have special knowledge about the project that
leads them to fund things that otherwise would have been overlooked or undervalued by
traditional investors. This happens, for example, in the Kickstarter video games category,
where most of the backers are game enthusiasts. The most promising scenarios for startup
crowdfunding are where the backers are potential customers of the product (e.g. HR
managers backing new HR software). This could also solve the adverse selection problem,
as the startup founders would probably favor these backers over traditional startups
investors.
4. When you look at the biggest crowdfunding markets – publicly traded stocks on NYSE,
NASDAQ, etc – you find that a) In general, non-professional investors lose money when
they try to pick individual stocks. This suggests that something similar to mutual funds
would be the best mechanism for amateur participation. b) There is a constant cat-andmouse game between regulators and sketchy market participants. If this happens with
private financings, and more and more rules and regulations get added, many of the
advantages of being a private company could go away.

5. Most successful seed investors will say that it is mostly about investing in great people, and
it is very hard to evaluate people even after multiple in-person meetings. If founders are
going to be evaluated online without in-person meetings, great care has to be taken to make
sure the evaluation mechanisms are sufficiently nuanced and reliable. (The
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counterargument is that this might be true when individual professional investors evaluate
startups. In the aggregate, the crowd can outsmart individual professionals even with fewer
direct interactions.)

6. One way to look at startup crowdfunding is as the first step in a process that includes
additional steps that prevent adverse selection, sketchy behavior etc. For example, a startup
I know raised money recently from a single lead investor and then found additional
investors via a crowdfunding site. They ended up rejecting many of the interested investors
but found a few useful investors that they otherwise wouldn’t have found. In this model
crowdfunding looks more like LinkedIn for investors – extremely useful for connecting,
but only the first step of a process that includes interviews, reference checks, etc.

•

Crowdfunding

•

Raising Capital

Coinbase
(2013-12-12)

One of the interesting things about Bitcoin is the contrast between how it is portrayed in the press and
how it is understood by technologists. The press tends to portray Bitcoin as either a speculative bubble
or a scheme for supporting criminal activity. In Silicon Valley, by contrast, Bitcoin is
generally viewed as a profound technological breakthrough.

The Internet is based on a set of core protocols that specify how information such as text, photos, and
code should be transmitted. The designers of the Web built placeholders for a system that moved
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money, but never successfully completed it. Bitcoin is the first plausible proposal for an economic
protocol for the Internet.

This matters for two reasons:

1. It fixes serious problems with existing payment systems that depend on centralized services
to verify the validity of transactions. These services are both expensive (roughly a 2.5% tax
on all transactions) and prone to failure (Internet payment fraud is rampant).

2. More importantly, Bitcoin is a platform upon which new technologies can be developed.
Developers have created some early applications, and speculated about future applications.
Some potential applications include: a) micropayments as a replacement for banner ads or
subscription fees, b) machine-to-machine payments to reduce spam and denial-of-service
attacks, c) a way to offer low-cost financial services to people who, because of financial or
political constraints, don’t have them today.

But to proliferate widely, Bitcoin needs a killer app the same way HTTP had web browsers and SMTP
had email clients. That’s why today I’m excited to announce that Andreessen Horowitz is leading a
$25M financing of Coinbase, a service that provides an accessible interface to the Bitcoin protocol.
Consumers can use Coinbase to convert to and from other currencies and to pay for goods and services.
Merchants can use Coinbase to accept payments and convert currencies. Developers can build new
services using Coinbase’s API.

Coinbase has grown extremely fast and is now the most widely used Bitcoin service in the US. The
founders of Coinbase, Brian Armstrong and Fred Ehrsam, have worked closely with banks and
regulators to ensure that the service is safe and compliant. We think Coinbase can significantly
accelerate Bitcoin’s proliferation, and as that happens the Internet will enter a new phase of invention
and opportunity.
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Why I’m interested in Bitcoin
(2013-12-31)

Some people assume that all Bitcoin advocates are motivated by a libertarian political agenda. That is
certainly not my agenda. I’m a lifelong Democrat who supported Obama in the last two elections. I
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think the Federal Reserve plays an important function, and I don’t agree with people who think
inflation should be our nation’s primary economic concern.

It is true that many early Bitcoin proponents were libertarians. But it is also true that almost every
significant computing movement had early proponents who were ideologically motivated. The
developers of the first personal computers were closely aligned with the 60s counterculture movement.
Open source software was originally created by people who believed that all software should be
available for free. Early advocates of blogging and collaborative systems like Wikipedia were trying
to democratize the production and dissemination of information. This isn’t coincidental: broad-based
technology movements have depended on non-economic participants early on since it often took years
for commercial participants to get involved.

If not for political reasons, why am I interested in Bitcoin? Like a lot of people, I was disturbed by the
aftermath of the 2008 financial crisis. I thought the government did what it had to do at the peak of the
crisis but missed an important opportunity afterwards to reform the financial system. It seemed to me
that there were two ways to improve the system: from above through regulation (which I support), or
from below through competition.

I wrote a blog post about this issue about four years ago. My argument was that if the technology
industry wants to change the financial services industry, it can’t just build new services on top of
existing financial services companies. That would be like trying to disrupt Google or Apple by building
services on top of their platforms. To actually have an impact (and create large businesses) you need
to create services that completely bypass incumbent financial companies. I gave a series of examples
including payments:

Charging 20% interest rates (banks) and skimming pennies off every transaction (Visa and
Mastercard) is a very profitable business. Starting a new payment company that doesn’t depend on
the existing banks and credit card companies could be disruptive.
Since then I made a number of financial services technology investments, all of which were consistent
with this thesis.
I started getting interested in Bitcoin about two years ago. Like a lot of people I initially dismissed
Bitcoin as a speculative bubble (“Internet tulip bulbs”) or a place to stash money for people worried
about inflation (“Internet gold”). At some point, I had an “aha!” moment and realized that Bitcoin was
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best understood as a new software protocol through which you could rebuild the payments industry in
ways that are better and cheaper.

The payment industry is a $500 billion industry (or larger, depending on how you measure it). That
means banks and payment companies charge $500B per year in fees to provide a service that mostly
involves moving bits around the Internet. There are other services they provide like credit, security,
and dispute resolution, but in any reasonable analysis these services should cost dramatically less than
they currently do. The payment industry should be at least an order of magnitude smaller than it is
today.

Another thing that informed my view was seeing what a huge headache payments were for startups I
was involved with. Let’s say you sell electronics online. Profit margins in those businesses are usually
under 5%, which means the 2.5% payment fees consume half the margin. That’s money that could be
reinvested in the business, passed back to consumers, or taxed by the government. Of all of those
choices, handing 2.5% to banks to move bits around the Internet is the worst possible choice. The other
main challenge startups have with payments is accepting international payments. If you are wondering
why your favorite technology service isn’t available in your country, the answer is often payments.

But the most exciting aspect of Bitcoin (and this is admittedly more speculative) are all the interesting
new business and technology models that “programmable money” could enable. For example, I am
very bullish on micropayments (this is a longer topic which I plan to write about separately). The world
recently ran its first large-scale micropayments experiment – so called in-app payments on iOS and
Android – and despite some serious design flaws (centralized control, 30% fees), it was a smashing
success. I think Bitcoin could enable a micropayment system for the open web, and thereby provide a
business model beyond banner ads for many important services such as journalism.
I’m not claiming that Bitcoin (or any new technology) can save the economy or the world. The
technology industry is in the business of creating products and services that either enable new activities
or make existing activities less expensive. Venture capitalists are in the business of funding
entrepreneurs who run experiments to try to create these new products and services. I believe the only
way the technology industry can offer meaningfully improved financial services is by building new
services that don’t depend on incumbent companies. Bitcoin is a serious proposal for dramatically
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improving the payments industry. There are plenty of open questions but I think it’s an experiment
worth running.
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If you asked people in 1989...
(2014-03-12)

"If you asked people in 1989 what they needed to make their life better, it was unlikely that they would
have said that a decentralized network of information nodes that are linked using hypertext."

- Farmer & Farmer
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"I've come up with a set of rules that describe our reactions to technologies"
(2014-03-13)

"I've come up with a set of rules that describe our reactions to technologies:
1. Anything that is in the world when you’re born is normal and ordinary and is just a natural part
of the way the world works.
2. Anything that's invented between when you’re fifteen and thirty-five is new and exciting and
revolutionary and you can probably get a career in it.

3. Anything invented after you're thirty-five is against the natural order of things."
- Douglas Adams (entire original article is well worth reading)
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Four categories of Bitcoin-related projects
(2014-03-13)

New Bitcoin-related software projects are launching every day. From what I can tell these projects fall
into four main categories:

Bitcoin apps and services: These try to make Bitcoin more accessible, stable, secure, and useful.
Examples: wallets, merchant services, fiat-to-crypto exchanges, crypto-to-crypto exchanges, Bitcoin
derivatives exchanges, tipping services, and merchant microtransaction services.

Bitcoin protocol extensions: These are applications that use the Bitcoin blockchain as a global, secure,
single-instance database and generally ignore Bitcoin-as-a-currency. Examples: Mastercoin, Colored
Coins, and a Princeton project that is building a predictive market.

Altcoins: These are basically Bitcoin variants with branding and technical modifications (and their own
blockchain). Like Bitcoin, the primary purpose is to allow the store and transfer of value.
Examples: Litecoin, Dogecoin.

Appcoins: These are new projects that are inspired by Bitcoin's architecture but are intended to do
things

besides

storing/transferring

value

(they

also

use

their

own

blockchain).

Examples: Namecoin, Ethereum.

To me, the first two categories are probably the most interesting. If there is one thing we've learned
from the development of Internet protocols like HTTP and SMTP, it's that network adoption is key.
There will always be better protocols, but the combination of broad adoption and open extensibility
generally wins. (Although Naval and Balaji make a compelling case for Appcoins here).
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Stored Hashcash
(2014-03-14)

One of the greatest inventions in the history of computer security is Hashcash. Internet blights like
spam and denial-of-service attacks are what economists call "tragedy of the commons" problems. They
exploit the fact that it's free to send email and make web requests. At zero cost, you can have a
profitable business even at extremely low success rates.

One way to fix these problems is to impose tariffs that hurt bad actors without hurting good actors. For
example, you could impose "postage fees" on every email and web request. Unfortunately, in practice,
this is impossible, because you'd have to set up billing relationships between every computer that wants
to communicate.

The brilliant idea behind Hashcash is to replace a monetary postage fee with a computational postage
fee. In order to send an email, the sender first has to solve a math problem. Legitimate activities suffer
an indiscernible delay, but illegitimate activities that require massive volume are hobbled.

Hashcash is a great idea, but cumbersome in practice. For example, the cost imposed on senders varies
widely depending on the performance of their email servers. It also hinders legitimate bulk emails like
clubs and retailers sending updates to their mailing lists.

The offline analogy to Hashcash is a postal system where senders are required to perform some work
every time they want to send something. If you're a lawyer, you need to practice some law before you
send mail. If you're a doctor, you need to cure something before you send mail. Etc. This of course
would be a preposterous postal system.
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Adam Smith called money "stored labor". You do your work and then store your labor as money,
which you can later exchange for labor stored by other people. Storing labor in the form of money
turns out to be a very flexible system for trading labor, and far superior to the barter system of
performing work whenever your counterparty performs work.

So Adam Smith's version of Hashcash is a system where you get credits for doing computation. You
store your computational credits and spend them at your leisure. If you want to send an email, you can
spend a little stored Hashcash. If I send you an email and you reply, we're even. If you send out a
billion spam emails, it costs you a lot and undermines your spammy business model.
There are other important problems that stored Hashcash could solve. Denial-of-service attacks are
spam attacks except they happen on HTTP instead of SMTP and the payoff is ransom instead of spam
offers. Computer scientists have long believed that pricing schemes could dramatically reduce
network congestion. Like every large-scale distributed system, the Internet benefits when scarce
resources are efficiently allocated.

It seems plausible that if a system like stored Hashcash were developed, some people would prefer to
purchase stored Hashcash directly instead of generating it themselves. A market for stored Hashcash
would emerge, with the value being some function of the supply and demand of scarce Internet
resources.

So here's my question: suppose someone invented a way to store Hashcash. It could dramatically
reduce spam and denial-of-service attacks, and more efficiently allocate network bandwidth and other
Internet resources. How valuable would stored Hashcash be?
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Full stack startups
(2014-03-15)

Many of today's most exciting startups were tried before in a different form.

Suppose you develop a new technology that is valuable to some industry. The old approach was to sell
or license your technology to the existing companies in that industry. The new approach is to build a
complete, end-to-end product or service that bypasses existing companies.

Prominent examples of this "full stack" approach include Tesla, Warby Parker, Uber, Harry's, Nest,
Buzzfeed, and Netflix. Most of these companies had "partial stack" antecedents that either failed or
ended up being relatively small businesses. The problems with the partial stack approach include:
•

Bad product experience. Nest is great because of deep, Apple-like integration between
software, hardware, design, services, etc, something they couldn't have achieved licensing
to Honeywell etc.

•

Cultural resistance to new technologies. The media industry is notoriously slow to adopt
new technologies, so Netflix is (mostly) bypassing them.

•

Unfavorable economics. Your slice of the stack might be quite valuable but without
control of the end customer it's very hard to get paid accordingly.
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The full stack approach lets you bypass industry incumbents, completely control the customer
experience, and capture a greater portion of the economic benefits you provide.

The challenge with the full stack approach is you need to get good at many different things: software,
hardware, design, consumer marketing, supply chain management, sales, partnerships, regulation, etc.
The good news is that if you can pull this off, it is very hard for competitors to replicate so many
interlocking pieces.

My guess is we are still at the very beginning of the full stack movement. Many large industries remain
relatively untouched by the information technology revolution. That will likely change now that
startups have figured out the right approach.
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"There's just a tremendous amount of craftsmanship in between a great idea and a great
product"
(2014-03-16)

Steve Jobs in 1995:

There's just a tremendous amount of craftsmanship in between a great idea and a great product. And
as you evolve that great idea, it changes and grows. It never comes out like it starts because you learn
a lot more as you get into the subtleties of it. And you also find there are tremendous tradeoffs that you
have to make. There are just certain things you can't make electrons do. There are certain things you
can't make plastic do. Or glass do. Or factories do. Or robots do.

Designing a product is keeping five thousand things in your brain and fitting them all together in new
and different ways to get what you want. And every day you discover something new that is a new
problem or a new opportunity to fit these things together a little differently.

This is why almost all successful startups have founders who understand business, design, and
technology. Product development is the process of navigating a maze - not three separate mazes, but a
single maze that intersects all these functions. The people navigating the maze need the full authority
of the company behind them.
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"We leverage the billions of dollars spent on the consumer mobile phone business"
(2014-03-17)

NYTimes has an excellent profile of Planet Labs, a startup that makes low-cost satellites:

These satellites are powered by batteries normally found in a laptop, with semiconductors similar to
those in a smartphone. “Nothing here was prequalified to be in space,” Mr. Marshall said. “We
bought most of our parts online.”

Planet Labs will not disclose its manufacturing costs, but potential customers who have seen the
products think the satellites are approximately 95 percent cheaper than most satellites, a figure Mr.
Marshall would neither confirm nor dispute. “We leverage the billions of dollars spent on the
consumer mobile phone business” for most of the company’s parts, he said.

Chris Anderson calls this "the peace dividend of the smartphone war." Across a wide range of sectors,
startups are now tackling problems that previously required billions of dollars from governments or
multinational corporations.
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Oculus
(2014-03-25)

I've seen a handful of technology demos in my life that made me feel like I was glimpsing into the
future. The best ones were: the Apple II, the Macintosh, Netscape, Google, the iPhone, and - most
recently - the Oculus Rift.

Virtual reality has long been a staple of science fiction. In real life, however, attempts to create virtual
reality have consistently disappointed. Oculus was founded on the contrarian belief that the right
people at the right time could finally deliver on the science fiction promise. Hardware components had
become sufficiently powerful and inexpensive, and the pioneering engineers who invented 3D gaming
were eager to explore a new frontier.

Last year, my partner Gil Shafir and I spent time studying Oculus and virtual reality technology more
generally. The more we learned, the more we became convinced that virtual reality would become
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central to the next great wave of computing. We were therefore thrilled when we got the chance to
invest in Oculus later on.

Today, Facebook announced that they are acquiring Oculus. Facebook's support will dramatically
accelerate the development of the virtual reality ecosystem. While we are sad to no longer be working
with Oculus, we are very happy to see virtual reality receive the support it deserves.

I can't say enough about the Oculus team. Palmer, Brendan, John, Nate, and the rest of the team are
true technology visionaries. They've assembled an incredible group of creative technologists from
diverse fields. It was awesome tagging along for the ride, and I can't wait to see what they do at
Facebook.
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The decline of the mobile web
(2014-04-07)

People are spending more time on mobile vs desktop:
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And more of their mobile time using apps, not the web:

This is a worrisome trend for the web. Mobile is the future. What wins mobile, wins the Internet. Right
now, apps are winning and the web is losing.
Moreover, there are signs that it will only get worse. Ask any web company and they will tell you that
they value app users more than web users. This is why you see so many popups and banners on mobile
websites that try to get you to download apps. It is also why so many mobile websites are broken.
Resources are going to app development over web development. As the mobile web UX further
deteriorates, the momentum toward apps will only increase.
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The likely end state is the web becomes a niche product used for things like 1) trying a service before
you download the app, 2) consuming long tail content (e.g. link to a niche blog from Twitter or
Facebook feed).

This will hurt long-term innovation for a number of reasons:

1. Apps have a rich-get-richer dynamic that favors the status quo over new innovations.
Popular apps get home screen placement, get used more, get ranked higher in app stores,
make more money, can pay more for distribution, etc. The end state will probably be like
cable TV - a few dominant channels/apps that sit on users' home screens and everything
else relegated to lower tiers or irrelevance.

2. Apps are heavily controlled by the dominant app stores owners, Apple and Google. Google
and Apple control what apps are allowed to exist, how apps are built, what apps get
promoted, and charge a 30% tax on revenues.

Most worrisome: they reject entire classes of apps without stated reasons or allowing for recourse (e.g.
Apple has rejected all apps related to Bitcoin). The open architecture of the web led to an incredible
era of experimentation. Many startups were controversial when they were first founded. What if AOL
or some other central gatekeeper had controlled the web, and developers had to ask permission to
create Google, Youtube, eBay, Paypal, Wikipedia, Twitter, Facebook, etc. Sadly, this is where we're
headed on mobile.

•

Apps

•

Mobile Web

•

UX
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Software eats software development
(2014-04-13)

Software is eating the world, and doing so using smaller and smaller teams. WhatsApp was able to
disrupt the global SMS industry with only a few dozen engineers. Small teams can have a
big impact because software development (and deployment) has improved dramatically over the past
decade. Some improvements include:
•

Infrastructure. Deploying a commercial website ten years ago required significant
upfront capital. Now you can spin up virtual servers in minutes. Upfront costs are close to
zero and ongoing costs are orders of magnitude lower than before.

•

Services. Startups created simple APIs that abstract away complex back ends. Examples:
Stripe (payments), Twilio (communications), Firebase (databases), Sift Science (fraud).

•

Open Source. Open source dominates every level of the software stack, including
operating systems (Linux), databases (MySql), web servers (Apache), and programming
languages (Python, Ruby). These are not only free but generally also far higher quality
than their commercial counterparts.

•

Programming languages. Developers have steadily marched upwards from Assembly to
C to Java to, today, scripting languages like Ruby and Python. Moore's Law gave us excess
computing resources. We spent it making developers more effective.

•

Special-purpose tools for non-programmers. These tools let non-programmers create
software in certain pre-defined categories, thereby lowering costs and reducing the
demand for developers. Examples: Shopify (e-commerce), Wordpress (blogging), and
Weebly (small business websites).

•

General-purpose tools for non-programmers. In the pre-Internet era, tools like
Hypercard and Visual Basic allowed hundreds of millions of semi-technical people to
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become software developers. Since then, there hasn't been much work in these areas,
but from what I've seen that might change soon. By allowing more people to program,
these tools act as a force multiplier for the software industry.
In all likelihood, the demand for software development will continue to dramatically outpace the
supply. If so, "software eats software development" will be an exciting area going forward, with lots
of valuable startups created in the process.

•
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•

Open Source

•

Saas
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The next twenty years are going to make this last twenty years just pale
(2014-06-15)

If we were sent back with a time machine, even 20 years, and reported to people what we have right
now and describe what we were going to get in this device in our pocket—we'd have this free
encyclopedia, and we'd have street maps to most of the cities of the world, and we'd have box scores
in real time and stock quotes and weather reports, PDFs for every manual in the world—we'd make
this very, very, very long list of things that we would say we would have and we get on this device in
our pocket, and then we would tell them that most of this content was free. You would simply be
declared insane. They would say there is no economic model to make this. What is the economics of
this? It doesn't make any sense, and it seems far-fetched and nearly impossible.

But the next twenty years are going to make this last twenty years just pale. We're just at the beginning
of the beginning of all these kind of changes. There's a sense that all the big things have happened, but
relatively speaking, nothing big has happened yet.

-The Technium: An Interview with Kevin Kelly
•

Quoted

•

Tech Adoption
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"It's pretty difficult to solve big problems in four years"
(2014-07-06)

Larry Page:

When I talk to most companies, I do think their leaders are pretty short-term focused. Imagine you're
running Exxon, what do you do? Say you want to do something good with the most valuable company
on earth. A lot of people think probably, it's not doing good things - worried about the environment
and so on. But if the company has a lot of capabilities--worldwide operations and manufacturing,
government relations, probably could do a lot different things, if you took a 20-year view.

If you took a four-year view, that's a pretty hard question to answer. What are you doing in the next
four years, which I think is about the average tenure of a Fortune 500 CEO. So if you're being
measured quarterly-- obviously, it's good to have some pressure so you actually do things, make money
and improve things. But I think the four-year horizon for leaders is pretty difficult.

It's pretty difficult to solve big problems in four years. I think it's probably pretty easy to do it in 20
years. I think our whole system is setup in a way that makes it difficult for leaders of really big
companies. Eventually, what you're doing doesn't makes sense over time, for whatever reasons environmental or social or whatever it is. I think companies have a big problem making a big
transition, so leaders get replaced.

A huge advantage of companies like Google, Facebook, and Amazon is that they have CEOs with the
gravitas (and, sometimes, control provisions) to operate on a very long-time horizon.
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Bitcoin and volatility
(2014-07-19)

The beauty of software platforms is that you can solve almost any problem by writing more software.

For example, one of the most common criticisms of Bitcoin is that it is too volatile and speculative to
be used as a payment system. Merchants want the stability of government-backed currencies.
Buyers don't want their Bitcoin exposure to fluctuate whenever they transact in Bitcoin.

Coin base has solved this problem. Merchants can instantly convert any Bitcoin they receive into
dollars. Buyers can automatically replenish any Bitcoin they spend. Transactions that use Coinbase
this way create zero net Bitcoin exposure for either party. Volatility is no longer an issue.

•

Bitcoin

•

Coinbase
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Three levels of enthusiasm for technology
(2014-08-02)

Most businesses today believe that technology can dramatically improve the way they operate. But
they embrace technology with varying levels of enthusiasm.

The lowest level of enthusiasm is to adopt technologies made by other companies - email, customer
services software, etc - and perhaps create an "IT department" to manage those technologies but
nothing more. The next level of enthusiasm is to create an internal technology organization - a senior
executive position like a CTO, a technology department, etc - and develop proprietary software. The
highest level of enthusiasm is to have top management with technology backgrounds who see
technology as core to every organizational function. For them, having a technology department would
be like having a business department - redundant and strange.

A lot of recent Silicon Valley startups look at first glance like non-technology companies, doing things
like food delivery, home services, transportation, etc. The difference is that the founders often grew
up with technology, have backgrounds developing software, and can't imagine anything other then a
technology-centric worldview. They're betting that by putting technology at the core, they'll be able to
create dramatically better products and services.

•

Management

•

Operations
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As elegantly produced as movies and as engaging as great novels
(2014-08-03)

MIT professor Woodie Flowers argues that higher education's current approach to online learning is
misguided:

We decided to assume that the world could hardly wait to see our huge pile of PDFs, PowerPoint
presentations, classroom locations, teaching assistant lists, and other assorted bits of information
about our courses.

Instead, universities should produce new learning materials specifically for the online world:
In their highly developed form, learning materials would be as elegantly produced as movies and video
games and would be as engaging as a great novel. They would be ‘smart’ to both accommodate the
learners’ varied styles and yield data to facilitate their continuous improvement.

Each year, 600,000 first-year college students take calculus; 250,000 fail. At $2000/failed-course, that
is half-a-billion dollars. That happens to be the approximate cost of the movie Avatar, a movie that
took a thousand people four years to make. Many of those involved in the movie were the best in their
field. The present worth of losses of $500 million/year, especially at current discount rates, is an
enormous number.... even a $100 million investment could cut the calculus failure rate in half.
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Online courses are to offline courses as movies are to plays. The marginal cost of delivering online
courses is minimal. The potential audience is everyone with a smartphones and an internet connection
- about 1.5 billion people today and growing quickly. There is no reason we shouldn't be investing as
much to produce online courses as we do to produce Hollywood movies.

•
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•

Mooc

•
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"Bitcoin is the currency the internet deserves and needs"
(2014-08-13)

George Gilder discusses the importance of Bitcoin in a very interesting interview:

To have a civilization you need more than just bits and bytes. You need contracts, transactions,
provable facts, titles, notarization, identities etc. You need all these other factors thatcan't be
accommodated very well on the existing internet. So you have to banks and all these other
outside channels to conduct transactions. You have this comedy of bogus contracts to you are
supposed to sign to proceed - click the button to accept the contract etc.
The internet is full of junk. It pretends that a lot of that stuff is free which of course is a lie. So it’s full
of lies. It’s a hustle. This is the result just having pure Shannon information. Shannon identifies
information exclusively by its surprisal- the unexpected bits. That's how you measure information and
bandwidth across the internet. Shannon’s a great genius. He created to perfect theory for the network
layer. But as you know you need more than three layers on the network. You need a whole apparatus on
top of the network layer.
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Bitcoin is a breakthrough in information theory that allows you - without reference to outside 3rd
parties - to conduct provable, timestamped transactions that can’t be changed, can’t be faked, and
can’t be duplicated. Bitcoin is the currency the internet deserves and needs.

•
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Payments

•

Quoted

•

Tech Predictions

Steve Jobs on problem solving
(2014-08-15)
When you start looking at a problem and it seems really simple, you don’t really understand the
complexity of the problem. Then you get into the problem, and you see that it’s really
complicated, and you come up with all these convoluted solutions. That’s sort of the middle, and
that’s where most people stop… But the really great person will keep on going and find the key, the
underlying principle of the problem — and come up with an elegant, really beautiful solution that
works.

from Insanely Great (via gmc)
•

Problem Solving

•

Quoted
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"Natural languages are adequate, but that doesn't mean they're optimal"
(2014-08-15)

Languages are something of a mess. They evolve over centuries through an unplanned, democratic
process that leaves them teeming with irregularities, quirks, and words like “knight.” No one who set
out to design a form of communication would ever end up with anything like English, Mandarin, or
any of the more than six thousand languages spoken today.
“Natural languages are adequate, but that doesn’t mean they’re optimal,” John Quijada, a fifty-threeyear-old former employee of the California State Department of Motor Vehicles, told me. In 2004, he
published a monograph on the Internet that was titled “Ithkuil: A Philosophical Design for a
Hypothetical Language.” Written like a linguistics textbook, the fourteen-page Web site ran to almost
a hundred and sixty thousand words. It documented the grammar, syntax, and lexicon of a language
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that Quijada had spent three decades inventing in his spare time. Ithkuil had never been spoken by
anyone other than Quijada, and he assumed that it never would be.

From Utopian for Beginners, an excellent 2012 New Yorker article about constructed human
languages.

•

Computer Science

•

Languages

•
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Some ideas for native bitcoin apps
(2014-10-04)

Fred Wilson calls applications built using Bitcoin that couldn't have existed prior to Bitcoin "native
Bitcoin apps". Most of the applications built so far on Bitcoin are not native by this definition. You
can buy something at an e-commerce site using Bitcoin and it is cheaper than using a credit card but
buying things online isn't a new activity.

What will these native Bitcoin apps do? That is very hard to predict, just as it was hard to predict back
in 1993 what the successful native Internet apps would be (try to find someone in 1993 who predicted
Wikipedia, Twitter, blogging, etc). But we can make some guesses. Here are some of mine:
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1. International microfinance - Soon 5 billion people will have internet-connected
smartphones but most still won't have bank accounts, access to credit, etc. Bitcoin removes
most of the cost and friction of cross-border transactions and allows anyone with internet
access to participate in the global economy. Early examples of international microfinance
services include P2P lending sites like BTCJam and Bitbond.

2. Allocating bandwidth, storage, compute. Bitcoin could enable new ways to share and
trade networked resources. For example, people have been trying for years to create mesh
networks with only occasional success. It is possible that these systems mostly failed
because they didn't offer the right incentives to share resources. Bitcoin provides a
mechanism for network nodes to pay for resources at the protocol level.

3. Marketplaces - Ask anyone who runs a marketplace and they'll tell you that paying out to
people with bank accounts is a huge headache, and paying out to people without bank
accounts is altogether impossible. Using Bitcoin, we could take ideas like crowdfunding
and crowd labor services (oDesk, 99 Designs, Beacon Reader, Mechanical Turk) and open
them up to anyone with a smartphone.

4. Micropayments - The world just ran the first large-scale micropayments experiment - inapp payments on iOS and Android - and it was a huge success. In-app payments quickly
became the dominant business model for mobile games, with some games generating
billions a dollars a year using them. What would happen if we enabled micropayments on
the web and not just for native mobile apps?
5. Incentivized social software. Up until now, social sites have had to rely on non-monetary
currencies such as likes, followers, karma, upvotes, etc. With Bitcoin we can add
actual monetary incentives to the mix. This is happening organically on Reddit where users
are tipping each other using Bitcoin and Dogecoin. A good exercise would be to go back
and look at the history of failed social sites and try to rethink them using financial
incentives.

The first phase of Bitcoin was about laying the foundational infrastructure - gateways, consumer
wallets, developer platforms, merchant services etc. The next phase will be about native Bitcoin apps
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- building new things that could never have been built before. These will likely be the applications that
drive Bitcoin adoption into the mainstream.
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"You actually have to remind yourself not to believe"
(2014-10-09)
[Virtual Reality] is the last medium. We’re at the very beginning of it, but version 147 is The
Matrix or Total Recall. Our brain is no longer translating an approximation of the story. You read a
book; your brain reads letters printed in ink on paper and transforms that into a world. You watch a
movie; you’re seeing imagery inside of a rectangle while you’re sitting inside a room, and your brain
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translates that into a world. And you connect to this even though you know it’s not real, but because
you’re in the habit of suspending disbelief.
With virtual reality, you’re essentially hacking the visual-audio system of your brain and feeding it a
set of stimuli that’s close enough to the stimuli it expects that it sees it as truth. Instead of suspending
your disbelief, you actually have to remind yourself not to believe.

-Chris Milk, from The Last Medium (the whole article is excellent)
•

Quoted

•

Virtual Reality

"A standard protocol for machines to negotiate bitcoin payments for resources"
(2014-10-14)

Great idea from Brian Armstrong of Coinbase:
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1/ Seems like there should be a standard protocol for machines to negotiate bitcoin payments for
resources.

2/ Examples could be getting access to wifi hot spots, your car finding charging stations, mesh
networks (net taker/giver).

3/ Devices could be like vending machines, you drop them out somewhere, and they generate rent for
providing resources to passing machines.

4/ Sample protocol (a) i need X, anyone have it? (b) I have X for sale at Y (c) I accept, payment
embedded (d) I reject, stop pinging me

We are dying to fund people working on ideas like this, or like these or these.
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Tweetstorm

"A lot of the best tech startups are ideas that have been around for years"
(2014-10-15)
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A lot of the best tech startups are ideas that have been around for years but the time is finally right. *

Some people get jaded. "We tried X years ago" and summarily dismiss. But then eventually the time
is right and it works. *

Examples include touch computing, virtual reality, and many areas of artificial intelligence. *

Or as pmarca says:

In tech, "I tried that 20 years ago and it didn't work" is a positive predictor, not a negative predictor

•

Pmarca

•

Tech Predictions

•

Tweetstorm

"The great ideas have come from people who weren’t paid to have great ideas"
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(2014-10-20)

It is only afterward that a new idea seems reasonable. To begin with, it usually seems unreasonable.
It seems the height of unreason to suppose the earth was round instead of flat, or that it moved instead
of the sun, or that objects required a force to stop them when in motion, instead of a force to keep them
moving, and so on.

A person willing to fly in the face of reason, authority, and common sense must be a person of
considerable self-assurance. Since he occurs only rarely, he must seem eccentric (in at least that
respect) to the rest of us. A person eccentric in one respect is often eccentric in others.

The presence of others can only inhibit [the creative] process, since creation is embarrassing. For
every new good idea you have, there are a hundred, ten thousand foolish ones, which you naturally do
not care to display.

Probably more inhibiting than anything else is a feeling of responsibility. The great ideas of the ages
have come from people who weren’t paid to have great ideas, but were paid to be teachers or patent
clerks or petty officials, or were not paid at all

From Isaac Asimov's "How do people get new ideas?"

•

Quoted
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We asked for flying cars and all we got was the entire planet communicating instantly via
pocket supercomputers
(2014-10-28)

Benedict Evans has a new presentation about the explosive growth of internet-connected smartphones.

By 2020, 80% of adults on earth will have a smartphone:

And each of those phones is equivalent to what we used to call a supercomputer:

As Fraiser Speirs tweeted, we asked for flying cars and all we got was the entire planet communicating
instantly via pocket supercomputers.
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"The Future of Reading Depends on the Future of Learning Difficult to Learn Things"
(2014-11-08)
Socrates’ complaints about writing included “Writing removes the need to remember”. He meant that
a prosthetic brace on a healthy limb will induce withering. On the other hand, if we think of new
technologies as amplifiers that add or multiply to what we already have rather than replacing them—
then we have the opportunity to use writing for its reach over time and space, its efficiencies, and its
ability to hold forms of argument that don’t work in oral discourse. And we can still learn to remember
all we’ve read! In other words, writing is not a good replacement for memories used in thinking—too
inefficient—but is a great way to cover more ground, to cover different ground, and to have more to
think about and with.

...[McLuhan said] that new media which are adopted at all first take their content from older and more
familiar media. For example, it was important that the printed Gutenberg Bible be a Bible, and also
look like a hand-made manuscript copy. Gradually, if the new medium has powers of its own, these
will start to be found and used. The real message of printing was not to imitate hand-written Bibles,
but 150 years later to argue in new ways about science and political governance. These are what
forever changed Europe, and then America.

-Alan Kay, "The Future of Reading Depends on the Future of Learning Difficult to Learn Things"
(via Chris Granger)
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The return of podcasting
(2014-11-14)

Kevin Roose recently wrote about the renaissance of podcasting:

Sometime around 2009 or 2010, the podcast scene seemed to wither. The stalwarts ("This American
Life," "Radiolab") stayed around at the top of the iTunes charts, but there wasn't much else happening.
Download numbers fell. Interest waned. People moved on to online video and streaming music services
as a way to pass the time... Today, a very different problem exists: There are too many great podcasts
to keep up with.

He attributes this mainly to the rise of smartphone-connected cars:

Connected cars are a boon for the entire streaming audio industry, but they're especially exciting for
podcast makers, whose shows are perfectly suited to in-car listening. Just as TV watchers can now
choose Netflix or Amazon streams over surfing channels, radio listeners will soon have a bevy of ondemand options at their disposal.

I think that's right, but I also think there is another reason behind podcasting's renaissance. As
other forms of social media have matured, they've become less freewheeling and interesting. For
example, the social media world I mostly inhabit - tech twitter - used to be exceptionally candid and
direct. It felt like tech people chatting amongst themselves. Now it is mostly carefully crafted tweets
designed to get retweeted and not cause trouble.

Podcasting, on the other hand, feels fresh in the same way that other forms of social media did 5-10
years ago. No one knows what the right way to podcast is. Very few people have followings. The
expectations are low. You are rewarded mostly for being fresh and experimental. It's the beginning of
a new medium, and no one knows the rules. That's what makes it exciting and attracts pioneering
creators.
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"There's no way to tell where the border is between measurement and manipulation"
(2014-11-15)

Jaron Lanier discussing whether machine learning systems like Netflix recommendations, Facebook's
newsfeed, Google search etc are manipulative:

There's no way to tell where the border is between measurement and manipulation in these systems.
For instance, if the theory is that you're getting big data by observing a lot of people who make choices,
and then you're doing correlations to make suggestions to yet more people, if the preponderance of
those people have grown up in the system and are responding to whatever choices it gave them, there's
not enough new data coming into it for even the most ideal or intelligent recommendation engine to
do anything meaningful.

In other words, the only way for such a system to be legitimate would be for it to have an observatory
that could observe in peace, not being sullied by its own recommendations. Otherwise, it simply turns
into a system that measures which manipulations work, as opposed to which ones don't work, which
is very different from a virginal and empirically careful system that's trying to tell what
recommendations would work had it not intervened. That's a pretty clear thing. What's not clear is
where the boundary is.

If you ask: is a recommendation engine like Amazon more manipulative, or more of a legitimate
measurement device? There's no way to know. At this point there's no way to know, because it's too
universal. The same thing can be said for any other big data system that recommends courses of action
to people, whether it's the Google ad business, or social networks like Facebook deciding what you
see, or any of the myriad of dating apps. All of these things, there's no baseline, so we don't know to
what degree they're measurement versus manipulation.
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"A man will be able to carry one in his vest pocket"
2014-11-19

Nikola Tesla predicted the development internet-connected smartphones back in 1926:

From the inception of the wireless system, I saw that this new art of applied electricity would be of
greater benefit to the human race than any other scientific discovery, for it virtually eliminates
distance. The majority of the ills from which humanity suffers are due to the immense extent of the
terrestrial globe and the inability of individuals and nations to come into close contact.

Wireless will achieve the closer contact through transmission of intelligence, transport of our bodies
and materials and conveyance of energy.

When wireless is perfectly applied the whole earth will be converted into a huge brain, which in fact
it is, all things being particles of a real and rhythmic whole. We shall be able to communicate with
one another instantly, irrespective of distance. Not only this, but through television and telephony we
shall see and hear one another as perfectly as though we were face to face, despite intervening
distances of thousands of miles; and the instruments through which we shall be able to do his will be
amazingly simple compared with our present telephone. A man will be able to carry one in his vest
pocket.

We shall be able to witness and hear events--the inauguration of a President, the playing of a world
series game, the havoc of an earthquake or the terror of a battle--just as though we were present.
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"The business plans of the next 10,000 startups are easy to forecast: Take X and add AI."
(2014-11-23)

Kevin Kelly thinks artificial intelligence is finally ready deliver on its promise:

The AI on the horizon looks more like Amazon Web Services—cheap, reliable, industrial-grade digital
smartness running behind everything, and almost invisible except when it blinks off. This common
utility will serve you as much IQ as you want but no more than you need. Like all utilities, AI will be
supremely boring, even as it transforms the Internet, the global economy, and civilization. It will
enliven inert objects, much as electricity did more than a century ago. Everything that we formerly
electrified we will now cognitize. This new utilitarian AI will also augment us individually as people
(deepening our memory, speeding our recognition) and collectively as a species. There is almost
nothing we can think of that cannot be made new, different, or interesting by infusing it with some
extra IQ. In fact, the business plans of the next 10,000 startups are easy to forecast: Take X and add
AI. This is a big deal, and now it's here.

from Wired, "The Three Breakthroughs that have finally unleashed AI on the world"
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"This business is like bird spotting"
2014-12-01

One of my favorite quotes about startups/VC, from legendary VC Mike Moritz of Sequoia:
I rarely think about big themes. This business is like bird spotting. I don’t try to pick out the flock.
Each one is different and I try to find an interestingly complected bird in a flock rather than try to
make an observation about an entire flock. For that reason, while other firms may avoid companies
because they perceive a certain investment sector as being overplayed or already mature, Sequoia is
careful not to redline neighborhoods.

In traditional business thinking, generalizations about "flocks" i.e. markets/categories/sectors can be
very useful. But when your job is to identify exceptions, generalizations can be dangerous.
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Top 10 websites
(2014-12-06)

Top 10 websites in the US according to Quantcast:

A few observations:
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1. As Josh Kopelman points out, 4 of the top 10 sites (YouTube, Facebook, Twitter,
Buzzfeed) didn't exist 10 years ago.

2. On Twitter, people seemed surprised to see MSN and Microsoft on the list. I assume they
are there because most versions of Windows still default users to MSN/Microsoft pages.

3. Some people on Twitter were surprised that eBay is ahead of Amazon. I think this is
because Amazon appeals more to the tech demographic. As they say: "EBay is for people
with more time than money. Amazon is for people with more money than time."

"The dawn of trustworthy computing"
(2014-12-11)

Nick Szabo:

On the Internet, instead of securely and reliably handing over cash and getting our goods or services,
or at least a ticket, we have to fill out forms and make ourselves vulnerable to identity theft in order to
participate in e-commerce, and it often is very difficult to prohibitive to conduct many kinds of
commerce, even purely online kinds, across borders and other trust boundaries. Today's computers
are not very trustworthy, but they are so astronomically faster than humans at so many important tasks
that we use them heavily anyway. We reap the tremendous benefits of computers and public networks
at large costs of identity fraud and other increasingly disastrous attacks.

Recently developed and developing technology, often called "the block chain", is starting to change
this. A block chain computer is a virtual computer, a computer in the cloud, shared across many
traditional computers and protected by cryptography and consensus technology. A Turing-complete
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block chain with large state gives us this shared computer. These block chain computers will allow us
to put the most crucial parts of our online protocols on a far more reliable and secure footing, and
make possible fiduciary interactions that we previously dared not do on a global network.
— "The Dawn of Trustworthy Computing"

Two eras of the internet: pull and push
(2014-12-21)

The evolution of the internet is an extremely complex topic. Sometimes it is helpful to find broad
patterns that make it easier to understand. One simplifying pattern comes from the two types of actions
internet users take: pull and push.
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Pull is when you are seeking information, usually an answer to a question. You want to know
the closing time of a restaurant, the description of a hotel where you are thinking about staying, the
details of an historical event you heard about, etc. You go to your computer and pull the information.
The killer app for pulling information was Google.

Search grew exponentially in its heyday (roughly, the decade of the 2000s) because it benefited from
a positive feedback loop between the supply of and the demand for information. As search
demand grew, websites developed content to meet that demand, which in turn further stoked
demand. The successful websites of this era were mostly information utilities such as Wikipedia, Yelp,
and TripAdvisor.

Push is when you are using the internet in a more passive way and content comes to you. The killer
app for push is social networks, the most popular being Facebook. Information is pushed from user to
user via likes, shares, tweets, etc. People tend to push things they find funny, interesting, moving,
outrageous, etc which usually means they push media: articles, videos, lists, gifs, photos, etc.
We are currently experiencing a positive feedback loop between social networks and media
publishers, analogous to last decade's search + information feedback loop. There are a few other
key differences today:
1. Desktop vs mobile: The current era has an additional dimension of complexity due
to a simultaneous transition from desktop to mobile computing. Consequences include the
rapid rise of native apps over websites, and a dramatic increase in the overall scale and
reach of the internet.
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2. Stock vs flow: Media tends to have a much shorter shelf life than informational content. The
main defensible asset for last decade's publishers was the repository of content they
accumulated. The defensible asset for media publishers is the machine - the combination
of people, technology, practices, financial and other assets - that produces a constant
flow content.

3. Bundled vs unbundled monetization: In the prior era, monetization usually meant placing
ads on websites next to content. In the new era, atomized chunks of content
are pushed through social networks and consumed on mobile phones. The most successful
ads are funny, interesting, engaging, compelling, etc. on their own (so-called native ads)
and don't rely on bundling.

There will probably be a few big, successful companies that emerge from the push era. As in the
pull era, the successful companies will reinforce the feedback loop: riding the trends instead of
fighting them.

"The Not So Global Internet"
(2014-12-27)
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Fred Wilson writes about how frustrating it is when companies break the internet:

We are in the caribbean this week celebrating the year end holiday with friends and family. Yesterday
we installed a VPN client so that the Gotham Gal could do some online shopping on a website that
only sells to users in the US. We also installed a bittorrent client so that a friend of my son could watch
films he had rented on iTunes before he came down here.
The latter experience was particularly frustrating. My son’s friend rented the films on iTunes in NYC,
flew down here, then when he tried to play them, they would not play because of IP blocking, but the
rental clock (24 hours) started ticking anyway and he lost the rental rights he had paid for.

I buy all my movies through Apple TV and am strongly opposed to piracy. But I bet many people who
pirate would be happy to pay if it were easier to buy and download content.

Here's a service I'd love to see. For every Bittorrent file, create a corresponding Bitcoin wallet. When
people download the torrent file, encourage them to pay a fee to the Bitcoin wallet. The creator of the
content gets to take the Bitcoin. I bet this method would generate considerable revenue for content
creators.

The thin edge of the wedge for virtual reality
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(2015-01-01)

Pius Uzamere argues that virtual reality will succeed first in business applications instead of gaming:

The most interesting virtual reality software startups this year won't really be "virtual reality"
companies at all; they'll be startups making amazing tools that just happen to use VR to bring them to
life. This has already started to play out in fields like medicine where virtual reality is already being
used to train brain surgeons at Mount Sinai.

The argument is roughly that 1) high-quality VR equipment will start out expensive, 2) business
apps can be distributed via web, 3) toolchain for creating business VR content is better (3d scanning
tools etc).

Non-gaming VR applications are indeed underhyped. But gaming is important as an entry point. Critics
tend to underestimate the scale and passion of the hardcore gaming community. For example: 32
million people watched the live steam of the championship of League of Legends, an extremely
complicated game that is only available on PCs and Macs. VR has an unusually favorable market
structure: a thin edge of the wedge (hardcore gaming) and a thick edge of the wedge (replacing
everything we now do on screens).
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Flow
(2015-01-10)

Mihaly Csikszentmihalyi in 1996 on the concept of Flow:

[Flow] is being completely involved in an activity for its own sake. The ego falls away. Time flies.
Every action, movement, and thought follows inevitably from the previous one, like playing jazz. Your
whole being is involved, and you're using your skills to the utmost
.
Goals transform a random walk into a chase. You need clear goals that fit into a hierarchy, with little
goals that build toward more meaningful, higher-level goals. Here you are, tracking the footprints of
some animal you haven't seen. That's exhilarating. Then there's the question of feedback. Most Web
sites don't very much care what you do. It would be much better if they said: "You've made some
interesting choices" or "You're developing a knowledge of Picasso." There's also the ability to
challenge. Competition is an easy way to get into flow.

Realize that change and downtime are important. I found that if a painter relates to objects only
through vision, his work is much less original than a painter who walks up to the object, smells it,
throws it in the air, and manipulates it. The variety of sensory inputs allows you to create a visual
image that has all kinds of dimensions bubbling up inside it. We are still a multimedia organism. If we
want to push the envelope of complexity further, we have to use all of our devices for accessing
information - not all of which are rational.

- "Go With the Flow," Wired Magazine

500 | P a g e

Jump In.

VC investment vs Gartner hype cycle
(2015-01-12)

Here is total VC investment over time:

And here's the Gartner hype cycle:

One reading of this is that the advent of the internet was the technology trigger, the dot-com crash was
the trough of disillusionment, and 2004-present is the slope of enlightenment (with a mini-crash in
2008 due to the implosion on Wall Street). This reading would be consistent with Carlotta Perez's
theory that we are now in the multi-decade deployment phase.
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How We Got To Now
2015-01-12

I really enjoyed Steven Johnson's How We Got To Now. I read a lot of history and science books, but
this book stood out because 1) the anecdotes were entertaining and relevant, and 2) it got the process
of innovation right.

I'll just pick one story here that I liked. Frederic Tudor was a Boston entrepreneur in the early 1800s
who had the clever idea to ship ice from New England to the Caribbean:

The history of global trade had clearly demonstrated that vast fortunes could be made by transporting
a commodity that was ubiquitous in one environment to a place where it was scarce. To the young
Tudor, ice seemed to fit the equation perfectly: nearly worthless in Boston, ice would be priceless in
Havana.

Not only was the ice almost free, but so was the shipping:

His New England base gave him one crucial advantage, beyond the ice itself. Unlike the U.S. South,
with its sugar plantations and cotton fields, the northeastern states were largely devoid of natural
resources that could be sold elsewhere. This meant that ships tended to leave Boston harbor empty,
heading off for the West Indies to fill their hulls with valuable cargo before returning to the wealthy
markets of the eastern seaboard. Paying a crew to sail a ship with no cargo was effectively burning
money. Any cargo was better than nothing, which meant that Tudor could negotiate cheaper rates for
himself by loading his ice onto what would have otherwise been an empty ship, and thereby avoiding
the need to buy and maintain his own vessels.

He invested his life savings and years building his startup. Everyone thought he was crazy. The local
paper wrote a snarky article about him: "No joke. A vessel has cleared at the Custom House
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for Martinique with a cargo of ice. We hope this will not prove a slippery speculation." He even spent
two years in prison when he went into debt (this was before one of the greatest legal inventions of all
time- limited liability). He finally got his ice delivered but failed to predict one thing:

Despite a number of weather-related delays, the ice survived the journey in remarkably good shape.
The problem proved to be one that Tudor had never contemplated. The residents of Martinique had no
interest in his exotic frozen bounty. They simply had no idea what to do with it.
We take it for granted in the modern world that an ordinary day will involve exposure to a wide range
of temperatures. We enjoy piping hot coffee in the morning and ice cream for dessert at the end of the
day. Those of us who live in climates with hot summers expect to bounce back and forth between airconditioned offices and brutal humidity where winter rules, we bundle up and venture out into the
frigid streets, and turn up the thermostat when we return home. But the overwhelming majority of
humans living in equatorial climes in 1800 would have literally never once experienced anything cold.
The idea of frozen water would have been as fanciful to the residents of Martinique as an iPhone.

There is a saying that entrepreneurs should create "painkillers not vitamins". This is bad advice.
Painkillers are not very interesting businesses. Lots of people create painkillers, and they either work
or they don't, and nothing more is generated as a result. The really interesting companies
create vitamins. You don't know you want ice until you figure out what to do with it. Once you do,
you discover all sorts of things you couldn't imagine before, which in turn create new opportunities for
invention and entrepreneurship.

The stories in the book ultimately argue for public policies that support networked innovation:

[T]here are social and political implications to these kinds of stories. We know that one key driver of
progress and standards of living is technological innovation. If we think that innovation comes from a
lone genius inventing a new technology from scratch, that model naturally steers us toward certain
policy decisions, like stronger patent protection. But if we think that innovation comes out of
collaborative networks, then we want to support different policies and organizational forms.

People who understand how innovation really works tend to support open standards,
lenient immigration policies, well-funded university research, employee stock options, and
significant restrictions of patents.
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Skydio
(2015-01-15)
I’m excited to announce today that Andreessen Horowitz is leading a $3M financing of Skydio, a
startup developing artificial intelligence systems for drones.

The Skydio team is awesomely qualified. They worked on drone vision systems at MIT and then cofounded a drone project at Google[x] called Project Wing. The company’s mission is to create smart
drones. As cofounder Adam Bry says:
Drones are poised to have a transformative impact on how we see our world. They’ll enable us to film
the best moments of our lives with professional quality cinematography and they’ll also change the
way businesses think about monitoring their operations and infrastructure. This grand vision is
starting to come into focus, but existing products are blind to the world around them. As a
consequence, drones must fly high above the nearest structures or receive the constant attention of an
expert operator. “Flyaways” and crashes abound. These problems must be solved for the industry to
move forward.
Smart drone operators will simply give high-level instructions like “map these fields” or “film me
while I’m skiing” and the drone will carry out the mission. Safety and privacy regulations will be
baked into the operating system and will always be the top priority.

This is my second drone investment - the first one was Airware. I see Airware and Skydio as
complementary (and I’d like to make more drone investments - at any stage including seed investments
- as long as they don’t compete with Airware or Skydio). You can think of Airware as the operating
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system and Skydio as the most important app on top of the operating system. The founders of both
companies have deep expertise in both aviation and computer science, the key prerequisites for
creating smart drones.
Here’s a fun video of an early Skydio prototype in action:
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Stack Exchange
(2015-01-20)

Today we are announcing that A16z is leading a $40M investment in Stack Exchange, along with
earlier investors USV, Bezos Expeditions, Spark, and Index.

Stack Exchange is a network of 133 sites (and growing) where people can ask and answer questions
about topics related to engineering, science, hobbies, and more. The biggest site on the network is
Stack Overflow, which alone gets over 40 million unique visitors per month. The other sites cover a
very wide variety of topics, including: math, gardening, English language usage, graphic
design, physics, cryptography, chess, astronomy, Buddhism, data

science, martial

arts, home

improvement, photography, bicycles, board games, economics, to name a few. Most likely, you’ve

506 | P a g e

Jump In.
used Stack Exchange without even knowing it —the network had over 300M unique visitors last year.
Many users come in through Google, get their answer, and then leave, usually a little bit smarter.

One of the major startup opportunities of the information age is: now that more than two billion people
have internet-connected devices, how do we create systems to efficiently share and store their
collective knowledge? Requirements for successful collective knowledge systems include: 1) users
need to be given the proper incentives to contribute, 2) the contributions of helpful users need to make
the system smarter (not just bigger), and 3) users with malicious intent can’t be allowed to hurt the
system.
Many entrepreneurs and inventors have tried and failed to solve this problem. As far as I know, only
two organizations have succeeded at scale: Stack Exchange and Wikipedia. Stack isn’t as large as
Wikipedia on the readership side — the topics are more specialized—but, on the contributor side, is
closely comparable to Wikipedia. Last year, Stack had over 300 million unique visitors, and 3.8 million
total registered users, who contributed over 3.1M questions, 4.5M answers, 2.7M edits, and 17M
comments.
Stack’s business model is based on job placement. Employers create company pages (here is
Amazon’s—over 6000 companies have created pages) and then run targeted ad campaigns for open
job opportunities. Revenue has grown quickly, and the company employs over 200 people. The HQ is
in NYC, with offices in Denver and London, and remote workers in Israel, Brazil, Japan, Germany,
Slovenia, France, and across the US.
I believe Stack Exchange’s growth has now reached escape velocity. Not only will the existing topics
continue to grow, but many new topics will emerge, until the network covers every topic that is
amenable to objective Q&A. As new generations of people grow up on the internet, old habits —
searching through textbooks or how-to books, or asking friends—will fade away. People will come to
expect that any objective question can be instantly answered with a Google search.
I’ve been a personal investor in Stack since its initial funding, and it has always been one of my favorite
investments. Stack’s cofounder & CEO, Joel Spolsky, is an amazing entrepreneur and internet
visionary. I’m very happy to back him again with this new investment.
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Virtual reality: a new creative medium where the default state is belief
(2015-01-24)
The holy grail of virtual reality, the one that’s always been out of reach until now, is presence.
In the VR community, “presence” is a term of art. It’s the idea that once VR reaches a certain quality
level your brain is actually tricked — at the lowest, most primal level — into believing that what you
see in front of you is reality. Studies show that even if you rationally believe you’re not truly standing
at the edge of a steep cliff, and even if you try with all your might to jump, your legs will buckle. Your
low-level lizard brain won’t let you do it.
With presence, your brain goes from feeling like you have a headset on to feeling like you’re immersed
in a different world.

Computer enthusiasts and science fiction writers have dreamed about VR for decades. But earlier
attempts to develop it, especially in the 1990s, were disappointing. It turns out the technology wasn’t
ready yet. What’s happening now — because of Moore’s Law, and also the rapid improvement of
processors, screens, and accelerometers, driven by the smartphone boom — is that VR is finally ready
to go mainstream.

Once VR achieves presence, we start to believe.
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We use the phrase “suspension of disbelief” about the experience of watching TV or movies. This
implies that our default state watching TV and movies is disbelief. We start to believe only when we
become sufficiently immersed.

With VR, the situation is reversed: we believe, by default, that what we see is real. As Chris Milk, an
early VR pioneer, explains:

You read a book; your brain reads letters printed in ink on paper and transforms that into a world.
You watch a movie; you’re seeing imagery inside of a rectangle while you’re sitting inside a room,
and your brain translates that into a world. And you connect to this even though you know it’s not
real, but because you’re in the habit of suspending disbelief.
With virtual reality, you’re essentially hacking the visual-audio system of your brain and feeding it a
set of stimuli that’s close enough to the stimuli it expects that it sees it as truth. Instead of suspending
your disbelief, you actually have to remind yourself not to believe.
This has implications for the kinds of software that will succeed in VR. The risk is not that it’s boring,
but that it’s too intense. For example, a popular video game like Call of Duty ported to VR would be
frightening and disorienting for most people.

What will likely succeed instead are relatively simple experiences. Some examples: go back in time
and walk around ancient Rome; overcome your fear of heights by climbing skyscrapers; execute
precision moves as you train to safely land planes; return to places you “3D photographed” on your
last vacation; have a picnic on a sunny afternoon with a long-lost friend; build trust with virtual work
colleagues in a way that today you can only do in person.
These experiences will be dreamt up by “experience makers” — the VR version of filmmakers. The
next few decades of VR will be similar to the first few decades of film. Filmmakers had no idea what
worked and what didn’t: how to write, how to shoot, how to edit, etc. After decades of experiments
they established the grammar of film. We’re about to enter a similar period of exploration with VR.
There will be great games made in VR, and gaming will probably dominate the VR narrative for the
next few years. But longer term, we won’t think of games as essential to the medium. The original TV
shows were newscasts and game shows, but today we think of TV screens as content-agnostic inputoutput devices.
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VR will be the ultimate input-output device. Some people call VR “the last medium” because any
subsequent medium can be invented inside of VR, using software alone. Looking back, the movie and
TV screens we use today will be seen as an intermediate step between the invention of electricity and
the invention of VR. Kids will think it’s funny that their ancestors used to stare at glowing rectangles
hoping to suspend disbelief.

(originally posted on a16z)

Come for the tool, stay for the network
(2015-01-31)
A popular strategy for bootstrapping networks is what I like to call “come for the tool, stay for the
network.”

The idea is to initially attract users with a single-player tool and then, over time, get them to participate
in a network. The tool helps get to initial critical mass. The network creates the long term value for
users, and defensibility for the company.

Here are two historical examples: 1) Delicious. The single-player tool was a cloud service for your
bookmarks. The multiplayer network was a tagging system for discovering and sharing
links. 2) Instagram. Instagram’s initial hook was the innovative photo filters. At the time some other
apps like Hipstamatic had filters but you had to pay for them. Instagram also made it easy to share
your photos on other networks like Facebook and Twitter. But you could also share on Instagram’s
network, which of course became the preferred way to use Instagram over time.
The “come for the tool, stay for the network” strategy isn't the only way to build a network. Some
networks never had single-player tools, including gigantic successes like Facebook and Twitter. But
starting a network from scratch is very hard. Think of single-player tools as kindling.
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The idea maze for AI startups
(2015-02-01)
An “idea maze” is a map of all the key decisions and tradeoffs that startups in a given space need to
make:

A good founder is capable of anticipating which turns lead to treasure and which lead to certain death.
A bad founder is just running to the entrance of (say) the “movies/music/filesharing/P2P” maze or the
“photosharing” maze without any sense for the history of the industry, the players in the maze, the
casualties of the past, and the technologies that are likely to move walls and change assumptions.
- Balaji Srinivasan, “Market Research, Wireframing and Design”
I thought it would be interesting to show an example of an idea maze for an area that I’m interested in:
AI startups. Here’s a sketch of the maze. I explain each step in detail below.
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“MVP with 80–90% accuracy.” The old saying in the machine learning community is that “machine
learning is really good at partially solving just about any problem.” For most problems, it’s relatively
easy to build a model that is accurate 80–90% of the time. After that, the returns on time, money,
brainpower, data etc. rapidly diminish. As a rule of thumb, you’ll spend a few months getting to 80%
and something between a few years and eternity getting the last 20%. (Incidentally, this is why when
you see partial demos like Watson and self-driving cars, the demo itself doesn’t tell you much — what
you need to see is how they handle the 10–20% of “edge cases” — the dog jumping out in front of the
car in unusual lighting conditions, etc).

At this point in the maze you have a choice. You can either 1) try to get the accuracy up to near 100%,
or 2) build a product that is useful even though it is only partially accurate. You do this by building
what I like to call a “fault tolerant UX.”
“Create a fault tolerant UX.” Good examples of fault-tolerant UXs are iOS autocorrect and Google
search’s “did you mean X?” feature. You could also argue Google search itself is a fault tolerant UX:
showing 10 links instead of going straight to the top result lets the human override the machine when
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the machine gets the ranking wrong. Building a fault tolerant UX isn’t capitulation, but it does mean
a very different set of product requirements. (In particular, latency is very important when you want
the human and machine to work together—this generally affects your technical architecture).
Ok so let’s suppose you decide to go for 100% accuracy. How do you get there? You won’t get the
10–20% through algorithms. You’ll only get there with lots more data for training your models. Data
is the key to AI because 1) it’s the missing ingredient — we have great algorithms and virtually endless
computational resources now, and 2) it’s the proprietary ingredient—algorithms are mostly a shared
resource created by the research community. Public data sets, on the other hands, are generally not
very good. The good data sets either don’t exist or are privately owned.
“Narrow the domain.” The amount of data you need is relative to the breadth of the problem you are
trying to solve. So before you start collecting data you might want to narrow your domain. Instead of
trying to build a virtual bot that can do anything (which would basically mean passing the Turing
Test—good luck with that), build a bot that can just help someone with scheduling meetings. Instead
of building a cloud service that predicts anything, build one that can predict when a transaction is
fraudulent. Etc.
“Narrow domain even more.” After you are done narrowing the domain, try narrowing it even more!
Even if your goal is to build X, sometimes building an MVP that is part of X is the best way to
eventually get to X. My advice would be to keep narrowing your domain until you can’t narrow it
anymore without making the product so narrow that no one wants to use it. You can always expand
the scope later.
“How do you get the data?” Broadly speaking, there are two ways: build it yourself or crowdsource
it. A good analogy here is Google Maps vs Waze. Google employs thousands of people driving around
to map out roads, buildings, and traffic. Waze figured out how to get millions of people to do that for
them. To do what Google does, you need far more capital (hundreds of millions, if not billions of
dollars) than is generally available to pre-launch startups.

Startups are left with two choices to get the data. 1) Try to mine it from publicly available sources. 2)
Try to crowdsource it.
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The most common example of 1) is crawling the web, or big websites like Wikipedia. You could argue
this is what the original Google search did by using links as ranking signals. Many startups have tried
mining Wikipedia, an approach that hasn’t led to much success, as far as I know. The most viable
approach for startups is crowdsourcing the data. This boils down to designing a service that provides
the right incentives for users to give data back to the system to make it better. Building a crowdsourced
product is its own topic (which is why that part of the idea maze points to another, nested idea maze),
but I’ll give an example of one approach to doing this, which was tried by company called Wit.ai that
we invested in last year. Wit’s idea was to provide a service for developers for doing speech-to-text
and natural language processing. The v1.0 system gave the right answer most but not all of the time.
But it also provided a dashboard and API where developers could correct errors to improve their
results. For developers using the free version of the service, the training they performed would get fed
back to make the overall system smarter. Facebook acquired Wit so their future will unfold now as
part of a larger company. The approach they took was very clever and could apply to many other AI
domains.

This is a rough sketch of how I see the AI startup idea maze. A few caveats: 1) I could very well be
mistaken or have overlooked other paths through the maze — idea mazes are meant to aid discussion,
not serve as gospel, and 2) As Balaji says, new technological developments can “move walls and
change assumptions.” Look out especially for new infrastructure technologies (internet, smartphones,
cloud computing, bitcoin, etc) that can unlock new pathways in many different idea mazes, even ones
that at first seem unrelated.

Steve Jobs in"It all blossomed out of this tiny little seed"
(2015-03-13)

Steve jobs in 1985:

I felt it the first time when I visited a school. It was third and fourth graders, and they had a whole
classroom full of Apple II’s. I spent a few hours there, and I saw these third and fourth graders growing
up completely different than I grew up because of this machine.
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What hit me about it was that here was this machine that very few people designed — about four in
the case of the Apple II — who gave it to some other people who didn't know how to design it but knew
how to make it, to manufacture it. They could make a whole bunch of them. And then they give it some
people that didn't know how to design it or manufacture it, but they knew how to distribute it. And then
they gave it to some people that didn't knew how to design or manufacture or distribute it, but knew
how to write software for it.

Gradually this sort of inverse pyramid grew. It finally got into the hands of a lot of people -- and it all
blossomed out of this tiny little seed.

It seemed like an incredible amount of leverage. It all started with just an idea. Here was this idea,
taken through all of these stages, resulting in a classroom full of kids growing up with some insights
and fundamentally different experiences which, I thought, might be very beneficial to their lives.
Because of this germ of an idea a few years ago.

That's an incredible feeling to know that you had something to do with it, and to know it can be done,
to know that you can plant something in the world and it will grow, and change the world, ever so
slightly.
— Steve Jobs brainstorms with NeXT team 1985 (starting at minute 18:24)

Improbable: enabling the development of large-scale simulated worlds
(2015-03-24)

Over the past decade, computing resources that were previously available only to large
organizations became available to almost anyone. Using cloud-scale development platforms like
Amazon Web Services, developers can write software that runs on hundreds or even thousands of
servers, and do so relatively cheaply.
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But it is still difficult to write software that makes efficient use of this abundant computing. For some
projects, like creating websites, there are well-known software architectures that work reasonably well.
In other areas, there's been progress building generalized tools (for example, Hadoop in data
processing). For the most part, however, developers need to solve the parallelization problem over and
over again for each application they develop. New tools that help them do this are sorely needed.

Today, I am excited to announce that a16z is investing $20M in Improbable, a London-based company
that was founded by a group of computer scientists from the University of Cambridge. Improbable’s
technology solves the parallelization problem for an important class of problems: anything that can be
defined as a set of entities that interact in space. This basically means any problem where you want to
build a simulated world. Developers who use Improbable can write code as if it will run on only one
machine (using whatever simulation software they prefer, including popular gaming/physics engines
like Unity and Unreal), without having to think about parallelization. Improbable automatically
distributes their code across hundreds or even thousands of machines, which then work together to
create a seamlessly integrated, simulated world.

The Improbable team had to solve multiple hard problems to make this work. Think of their tech as a
“spatial operating system”: for every object in the world — a person, a car, a microbe —the system
assigns “ownership” of different parts of that entity to various worker programs. As entities move
around (according to whatever controls them -- code, humans, real-world sensors) they interact with
other entities. Often these interactions happen across machines, so Improbable needs to handle intermachine messaging. Sometimes entities need to be reassigned to new hardware to load balance. When
hardware fails or network conditions degrade, Improbable automatically reassigns the workload and
adjusts the network flow. Getting the system to work at scale under real-world conditions is a very
hard problem that took the Improbable team years of R&D.
One initial application for the Improbable technology is in gaming. Game developers have been trying
to build virtual worlds for decades, but until now those worlds have been relatively small, usually
running on only a handful of servers and relying on hacks to create the illusion of scale. With
Improbable, developers can now create games with millions of persistent, complex, interacting
entities. In addition, they can spend their time inventing game features instead of building back-end
systems.
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Beyond gaming, Improbable is useful in any field that models complex systems — biology, economics,
defense, urban planning, transportation, disease prevention, etc. Think of simulations as the flip side
to “big data.” Data science is useful when you already have large data sets. Simulations are useful
when you know how parts of the system work and want to generate data about the system as a whole.
Simulations are especially well suited for asking hypothetical questions: what would happen to the
world if we changed X and Y? How could we change X and Y to get the outcome we want?

Improbable was started three years ago at Cambridge by Herman Narula and Rob Whitehead. They
have since built an outstanding team of engineers and computer scientists from companies like Google
and top UK computer science programs. They’ve done all of this on a small seed financing,
supplemented by customer revenue and research grants. We are thrilled to partner with Improbable on
their mission to develop and popularize simulated worlds.

Proprietary services vs open protocols
(2015-04-12)
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Exponential curves feel gradual and then sudden
(2015-05-12)
"How did you go bankrupt?" "Two ways. Gradually, then suddenly.”
– Ernest Hemingway, The Sun Also Rises

The core growth process in the technology business is a mutually reinforcing, multi-step, positive
feedback loop between platforms and applications. This leads to exponential growth curves (Peter
Thiel calls them power law curves), which in idealized form look like:

The most prominent recent example of this was the positive feedback loop between smartphones (iOS
and Android phones) and smartphone apps (FB, WhatsApp, etc):
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After the fact, exponential curves look relatively smooth. When you are in the midst of them, however,
they feel like they are divided into two stages: gradual and sudden.

Singularity University calls this the "deception of linear vs exponential growth":
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Today, smartphone growth seems obviously exponential. But just a few years ago many people
thought smartphones were growing linearly. Even Mark Zuckerberg underestimated the importance of
mobile in the "feels gradual" phase. In 2011 or so, he realized what we were experiencing was actually
an exponential curve, and consequently dramatically increased Facebook's investment in mobile:

Exponential growth curves in the "feels gradual" phase are deceptive. There are many things happening
today in technology that feel gradual and disappointing but will soon feel sudden and amazing.
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The Babe Ruth Effect in Venture Capital
(2015-06-07)
"How to hit home runs: I swing as hard as I can, and I try to swing right through the ball... The harder
you grip the bat, the more you can swing it through the ball, and the farther the ball will go. I swing
big, with everything I've got. I hit big or I miss big."
— Babe Ruth
One of the hardest concepts to internalize for those new to VC is what is known as the “Babe Ruth
effect”:

Building a portfolio that can deliver superior performance requires that you evaluate each investment
using expected value analysis. What is striking is that the leading thinkers across varied fields —
including horse betting, casino gambling, and investing — all emphasize the same point. We call it the
Babe Ruth effect: even though Ruth struck out a lot, he was one of baseball’s greatest hitters.
— "The Babe Ruth Effect: Frequency vs Magnitude” [pdf]

The Babe Ruth effect occurs in many categories of investing, but is especially pronounced in VC. As
Peter Thiel observes:

Actual [venture capital] returns are incredibly skewed. The more a VC understands this skew pattern,
the better the VC. Bad VCs tend to think the dashed line is flat, i.e. that all companies are created
equal, and some just fail, spin wheels, or grow. In reality you get a power law distribution.
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The Babe Ruth effect is hard to internalize because people are generally predisposed to avoid losses.
Behavioral economists have famously demonstrated that people feel a lot worse about losses of a given
size than they feel good about gains of the same size. Losing money feels bad, even if it is part of an
investment strategy that succeeds in aggregate.

People usually cite anecdotal cases when discussing this topic, because it's difficult to get access to
comprehensive VC performance data. Horsley Bridge, a highly respected investor (Limited Partner)
in many VC funds, was kind enough to share with me aggregated, anonymous historical data on the
distribution of investment returns across the hundreds of VC funds they've invested in since 1985.
As expected, the returns are highly concentrated: about ~6% of investments representing 4.5% of
dollars invested generated ~60% of the total returns. Let's dig into the data a little more to see what
separates good VC funds from bad VC funds.

Home runs: As expected, successful funds have more "home run" investments (defined as
investments that return >10x):

(For all the charts shown, the X-axis is the performance of the VC funds: great VC funds are on the
right and bad funds are on the left.)

Great funds not only have more home runs, they have home runs of greater magnitude. Here's a chart
that looks at the average performance of the "home run" (>10x) investments:
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The home runs for good funds are around 20x, but the home runs for great funds are almost 70x.
As Bill Gurley says: “Venture capital is not even a home run business. It’s a grand slam business."

Strikeouts: The Y-axis on the this chart is the percentage of investments that lose money:

This is the same chart with the Y-axis weighted by dollars invested per investment:
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As expected, lots of investments lose money. Venture capital is a risky business.

Notice that the curves are U-shaped. It isn't surprising that the bad funds lose money a lot, or that the
good funds lose money less often than the bad funds. What is interesting and perhaps surprising is that
the great funds lose money more often than good funds do. The best VCs funds truly do
exemplify the Babe Ruth effect: they swing hard, and either hit big or miss big. You can't have grand
slams without a lot of strikeouts.

Keybase: bringing public-key cryptography to mainstream users
(2015-06-27)
Today I’m excited to announce that a16z is leading a $10.8M Series A financing of Keybase, a
company that is trying to make the internet more secure by making public-key cryptography accessible
to mainstream internet users. I’ll be joining Keybase’s board.

Almost every day we read about another major internet security breach. Recent examples include
the Sony Pictures hack, in which confidential business emails were stolen and made public, and
the Apple iCloud hack, in which private celebrity photos were stolen and made public.
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Major security breaches have become frighteningly common

Hackers are increasingly sophisticated, with the skills and resources to penetrate security systems that
were developed mostly for a prior generation of threats. People are — quite justifiably — starting to
question whether they can trust technology companies with their private information.

This is happening despite the fact that technology exists that can provide complete end-to-end security:
public-key cryptography. Public-key cryptography was invented by mathematicians and computer
scientists in the 1970s. It is hard to overstate the significance of this invention. As MIT computer
science professor Scott Aaronson explains:

Even though cryptography has influenced human affairs for millennia, developments over the last
thirty years have completely — yes, completely — changed our understanding of it. If you plotted when
the basic mathematical discoveries in cryptography were made, you’d see a few in antiquity, maybe a
few from the Middle Ages till the 1800's, one in the 1920's (the one-time pad), a few more around
World War II, and then, after the birth of computational complexity theory in the 1970's, boom boom
boom boom boom boom boom…
Using public-key cryptography, person A can send person B a message that nobody else in the
world except person B can decrypt, even though persons A and B have never communicated before.
Person A simply needs to know person B’s “public key” (a long number that can be listed in public)
and use that to encrypt the message. Person B uses a “private key” (another long number that has a
mathematical relationship to the public key and is kept private) to decrypt the m tessage.
Public-key cryptography means you don’t need to trust email providers, messaging companies, social
networks, search engines, ISPs, cellular carriers, venture capitalists, tech startups, politicians, legal
agreements, IT departments, and so on. You just need to trust math.
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So why isn’t public-key cryptography widely used? It is, but in diluted form: various forms of
cryptography are baked into almost every popular internet service. Yet the hacks and data breaches
continue, mainly because the otherwise invulnerable cryptographic protocols are embedded within
larger systems in which vulnerabilities are introduced by software bugs, employee mistakes, product
design tradeoffs, legal constraints, management decisions, etc.

The ideal solution would be for users to adopt public-key cryptography themselves, in its pure,
unadulterated form, without having to trust third-party service providers. Today, you’ll see this being
done on occasion by more tech-savvy internet users. For example, here is Kashmir Hill, an
investigative journalist for Fusion, publishing her public key on Twitter:

A journalist publishing her public key
To send her an encrypted message, however, you’d have use software tools that are generally too
complicated and cumbersome for mainstream internet users. As a result, public-key cryptography is
mostly limited to a small circle of tech savvy security enthusiasts.
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xkcd.com/1269/

The idea behind Keybase is to make public-key cryptography accessible to everyday internet users.
Keybase is, at its core, a database that connects people’s social media identities to their public
cryptographic keys. For example, here’s the Keybase profile for Stripe co-founder Patrick Collison:

Patrick’s keybase profile
Each identity listed on his profile has been cryptographically verified to be owned by Patrick (other
people can verify this for themselves by following the links on the page). So if you interact with Patrick
as, say, patrickc on Twitter, you know the public key listed here is owned by the same person.

There are many things you can do with public-key cryptography besides sending messages. You can
share files with individuals or with groups. You can verify that a file was created by the stated author
and wasn’t altered (this use case is common with software developers who want to verify code they
download doesn’t contain malware). In the future, you should also be able to use public-key
cryptography to login to websites instead of having to remember passwords (this is already common
behavior among developers who use cryptographic methods to login to servers)
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Keybase is developing native apps

A database by itself is useful to only the most tech savvy users. So Keybase is also building a set of
applications to complement the database. These include native software clients for all the major
platforms (iOS, Android, OS X, Linux, and Windows) that make it easy to do secure messaging and
file sharing using the Keybase directory. Keybase will remain in invite-only private beta until the client
software is ready.
A key design principle of Keybase is: you don’t have to trust Keybase. All the relevant software is
open source and therefore independently auditable, fork-able, etc. The keybase directory is fully public
and therefore also fully auditable, fork-able, etc. Everything you need to verify that you can trust the
end-to-end cryptography is open and auditable. Keybase could get hacked or acquired or shut down
and it wouldn’t affect the security of anything that uses Keybase. You don’t need to trust Keybase. You
only need to trust math.

Chris and Max

The founders of Keybase, Chris Coyne and Max Krohn, met at Harvard where they studied math and
computer science and started their first company, SparkNotes. Max also got his PhD from MIT where
he focused on security and file systems. Chris and Max and two other friends then founded OKCupid,
where Chris and Max ran product and technology up until the company was acquired by Match.com
in 2011. Chris and Max have both technical depth and consumer design savvy, an ideal combination
for a project like Keybase.
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Many of the best internet services were derived from ideas that came from Unix and the Unix-related
academic and open-source communities:

Entrepreneurs have had considerable success adapting these amazing tools for mainstream use. Publickey cryptography has been cloistered within niche technical communities for too long. The time is
right to bring it to the mainstream. We are thrilled to back the Keybase team on their mission to make
that happen.

Keybase is hiring — more info here.
One man came to Mozart and asked him how to write a symphony.
(2015-10-17)
One man came to Mozart and asked him how to write a symphony. Mozart replied, “You are too young
to write a symphony.” The man said, “You were writing symphonies when you were 10 years of age,
and I am 21.” Mozart said, “Yes, but I didn’t run around asking people how to do it.”

source
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Gordon Moore on self-driving cars
(2015-10-23)
“I never thought I’d see autonomous automobiles driving on the freeways. It wasn’t many years ago
[they] put out a request to see who could build a car that could go across the Mojave Desert to Las
Vegas from a place in Southern California, and several engineering teams across the country set out to
do this. Nobody got more than about 300 yards before there was a problem. Two years later, they made
the full 25-mile trip across this desert track, and which I thought was a huge achievement, and from
that it was just a blink before they were driving on the freeways.”

source: NYTimes
Lessons from the PC video game industry
(2015-10-31)
The future of media is here — it’s just not evenly distributed
The success or failure of tech and media products depends on complicated interactions between
products, economics, technology, and culture. It’s very hard to predict what will work and what won’t.
Today, billions of people carry internet-connected supercomputers in their pockets, the largest
knowledge repository in the world is a massive crowdsourced encyclopedia, and a social network is
one of the 10 most valuable companies in the world. Ten years ago, someone who predicted these
things would have seemed crazy.
The subtitle to this post is a variation of William Gibson’s famous remark: “The future is already here
— it’s just not very evenly distributed.” An obvious follow up question is: if the future is already here,
where can I find it? There is no easy answer, but history shows there are characteristic patterns. For
example, it’s often useful to look at what the smartest people work on in their free time, or things that
are growing rapidly but widely dismissed as toys.
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An example idea maze (source: startup.stanford.edu)

Another clue to the future is to look for communities that embrace rapid, Darwinian experimentation.
Entrepreneurs are in the business of running experiments (and VCs are in the business of funding
experiments). Experiments are how we collectively navigate through the startup idea maze to discover
products and business models that work.
Even if you have no interest in video games, if you are interested in media, you should be interested
in PC gaming. Over the past decade, PC gaming has, for a variety of reasons, become a hotbed of
experimentation. These experiments have resulted in a new practices and business models — some of
them surprising and counterintuitive — that provide valuable lessons for the rest of the media industry.

PC games are way bigger than you think
A lot of PC gaming happens on Valve Software’s Steam platform, which has over 125 million active
users. If you aren’t a gamer, you may not have even heard of Steam, and probably haven’t heard of
many it’s roughly 4,500 games, even the most popular ones.
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The types of games on Steam vary widely, as do the business models. The most popular game, Dota
2, is free. It makes money selling in-app items, mostly “cosmetic items” that alter the appearance of
characters.

Dota 2
Steam takes a revenue share (roughly 30%) from the games it hosts, and reportedly made $1.5B from
its cut last year. (Valve also makes its own games, including some of Steam’s most popular games like
Dota 2).

PC games are a global phenomenon. They are particularly popular in Asia, and above all in South
Korea, where they are so popular that the government passed a law restricting the hours kids could
play games, and runs PSAs warning about the dangers of video game addiction:
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https://cdixon.org/73ca87440d60439c88c37c22c11fed27/1hUJ-0zXUe-EZqZUgefY38w.gif
Putting the “free” back in freemium
We’re all familiar with the freemium business model popularized by companies like Dropbox: give
away something useful, and then charge highly engaged users who want more storage, time, features,
etc.

South Park’s take on freemium

The PC gaming world has taken the freemium model to the extreme. In contrast to smartphone games
like Candy Crush that are “free-to-play,” PC games like Dota 2 are “free-to-win.” You can’t spend
money to get better at the game — that would be seen as corrupting the spirit of fair competition. (PC
gamers, like South Park, generally view the smartphone gaming business model as cynical and
manipulative). The things you can buy are mostly cosmetic, like new outfits for your characters or new
background soundtracks. League of Legends (the most popular PC game not on Steam) is estimated
to have made over $1B last year selling these kinds of cosmetic items.
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PC games are so popular they can also make money from live events. Live gaming competitions have
become huge: over 32M people watched the League of Legends championship this year, almost double
the number of people who watched the NBA finals.

2014 League of Legends championship

Watching these events online is free, but offline tickets cost $50–$100 each. This is similar to the trend
in the music business where concerts have become an increasingly important source of income for
musicians. Concert ticket prices have increased dramatically while digital music prices have dropped.

What the PC game industry figured out is that in a world of abundant media, users have endless
choices; instead of fighting for scarcity, fight for attention. Maximize user engagement and money will
— with enough experiments — inevitably follow.

Embracing remixes and mods
In the gaming world, “mods” are user created versions of games or elements of games. Steam has
about 4500 games but about 400 million pieces of user-generated content. Dota itself was originally a
user-created mod of another game, Warcraft 3.

Contrast this to the music industry, which relies on litigation to aggressively stifle remixing and
experimentation. Large music labels have effectively become law firms devoted to protecting their
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back catalog. Sometimes this means suing their peers, and sometimes this means suing communities
of users.

The end result is a strong chilling effect on new experiments. Almost all new music-related tech
products are minor variations of preceding products. It’s too risky and expensive to try something
genuinely new.

A live DJ session in Turntable.fm
For example, one of the best music-related experiments in recent history was Turntable.fm, which
invented a brand new way to curate and enjoy music.
Here’s what the founder said when the company shut down:
Ultimately, I didn’t heed the lessons of so many failed music startups. It’s an incredibly expensive
venture to pursue and a hard industry to work with. We spent more than a quarter of our cash on
lawyers, royalties and services related to supporting music. It’s restrictive. We had to shut down our
growth because we couldn’t launch internationally. It’s a long road. It took years to get label deals in
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place and it also took months of engineering time to properly support them (time which could have
been spent on product).

One Direction fan fiction on Wattpad

Remixing books is popular on services like Wattpad where users write fanfiction inspired by books,
celebrities, movies, etc. From a legal perspective, some fanfiction could be seen as copyright or
trademark infringement. From a business perspective, the book industry would be smart to learn from
the PC gaming business. Instead of fighting over pieces of a shrinking pie, try to grow the pie by
getting more people to read and write books.

Another form of video game remixing happens on broadcasting sites like Twitch, where you can watch
live videos of people playing games (while they chat with the audience — the end result is an
interesting mix between video games and talk radio).
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Fallout 4 player on Twitch.tv
If you ask people who watch Twitch why they do so, many will say that it’s easier and cheaper than
playing the game themselves. Legally, it would probably be easy for the games industry to crack down
on broadcasting, but instead they have encouraged it, seeing it as a new way to engage users and
generate revenue.

Crowdfunding and user feedback
PC gaming has enthusiastically embraced crowdfunding. On Kickstarter, video games (most of of
which PC games) is the highest-funded category:

And this doesn’t count all the games crowdfunded elsewhere, including the largest crowdfunding
project ever: a PC game called Star Citizen that has raised over $94 million from over 1 million users.

537 | P a g e

Jump In.

Star Citizen has 4M comments in its user forums

The money that comes from crowdfunding is obviously important, but just as important is the user
participation it fosters. Almost all crowdfunded video game projects are accompanied by extremely
active user discussion forums.

A close cousin to crowdfunding is the trend of pre-releasing games before they are finished. Minecraft
is probably the most famous PC game that succeeded during pre-release, selling over a million copies
while still in beta. In 2015, three of the six top selling games on Steam were pre-release (these three
games were not free-to-play, which means users paid $10-$20 to buy them despite the games being
incomplete and buggy). The developers get the benefit of continuous user feedback, and users get to
play and contribute to games they love.
Another way to describe what’s going on here is a shift from a wholesale to a retail media model. As
Buzzfeed’s Jonah Peretti says:
The big problem with traditional media is you create content and get back money, but you don’t have
any relationship with the consumer that gives you back knowledge or data to get better over time. We
like to be in places where the model is to have ideas and be able to test those ideas with real audiences.
It’s both an art and science — you learn and get better. That means thinking of media as a service and
not just a product. Tech companies tend to think of themselves as retailers where they know what is
the customer doing. Traditional media company think themselves wholesalers. They will essentially
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sell into any window — whoever pays them the most. A retailer wants to understand the customer and
wants understand their experience.

Companies like BuzzFeed pioneered the retail model for ad-supported media. The PC games industry
pioneered the retail model for transaction-supported media.

Peeking into the future
Software is eating the world, and the internet is eating media:

Older forms of media — TV, movies, books, music, etc — can thrive in this new world. By 2020, four
billion people worldwide will have internet-connected smartphones. The addressable market for media
companies is orders-of-magnitude larger than ever before.

It is possible for companies to adapt even within industries dominated by old models. For example,
Netflix has successfully applied the retail media model to an industry segment dominated by
wholesalers:
“We are just a learning machine. Every time we put out a new show, we are analyzing it, figuring out
what worked and what didn’t so we get better next time.” — Reed Hastings, Netflix

The internet renders business models focused on scarcity and litigation obsolete. But, as the PC gaming
market shows, it also unlocks lucrative new business models, and lets creators connect with consumers
in new and exciting ways.
•

Gaming
539 | P a g e

Jump In.
•

Esports

•

Media

It’s hard to believe today, but 10 years ago Wikipedia was widely considered a doomed
experiment…
(2015-10-31)
Today, Wikipedia is widely considered an invaluable resource. There are occasional errors and
controversies, but for the most part it provides accurate, comprehensive information to billions of
people every day.

Wikipedia was founded in 2001, and for the first few years was mostly treated as curiosity by those
outside of the Wikipedia “movement.” But Wikipedia grew in popularity, and in 2005 became the
most popular reference site on the internet. Popularity led to intense media scrutiny. Most
commentators considered Wikipedia a doomed experiment run by utopian radicals. To give a sense of
this for those who weren’t following the controversy at the time or don’t remember, here are some
examples of popular critiques of Wikipedia from 2005.
“One day Wikipedia may well be the most amazing reference work the world has ever seen, lauded
for its quality. But to get from here to there it will need real experts and top quality writing — it won’t
get there by hoping that its whizzy technical processes remedy such deficiencies. In other words, it will
resemble today’s traditional encyclopedias far more than it does today.” (source)
“The Seigenthaler affair points up a crucial condition of the Internet’s information ecology: It’s a
system that doesn’t select for truth. Currency, controversy, charisma, fascination — these count
much more in determining the vitality and survivability of online articles, facts, or ‘’memes.’’ In the
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21st century’s networked knowledge environment, truth will be less and less identified by the
imprimatur of expert writers and invisible, omnicompetent editors, but by readers who understand the
principles of networked information.” (source)
“If you read anything about Web 2.0, you’ll inevitably find praise heaped upon Wikipedia as a glorious
manifestation of “the age of participation.” Wikipedia is an open-source encyclopedia; anyone who
wants to contribute can add an entry or edit an existing one. O’Reilly, in a new essay on Web 2.0, says
that Wikipedia marks “a profound change in the dynamics of content creation” — a leap beyond the
Web 1.0 model of Britannica Online. To Kevin Kelly, Wikipedia shows how the Web is allowing us to
pool our individual brains into a great collective mind. It’s a harbinger of the Machine. In theory,
Wikipedia is a beautiful thing — it has to be a beautiful thing if the Web is leading us to a higher
consciousness. In reality, though, Wikipedia isn’t very good at all. Certainly, it’s useful — I regularly
consult it to get a quick gloss on a subject. But at a factual level it’s unreliable, and the writing is often
appalling. I wouldn’t depend on it as a source, and I certainly wouldn’t recommend it to a student
writing a research paper.” (source)
“To many guardians of the knowledge cathedral — librarians, lexicographers, academics — that’s
precisely the problem. Who died and made this guy professor? No pedigreed scholars scrutinize his
work. No research assistants check his facts. Should we trust an encyclopedia that allows anyone with
a pulse and a mousepad to opine about Jackson Pollock’s place in postmodernism? What’s more, the
software that made Wikipedia so easy to build also makes it easy to manipulate and deface. A former
editor at the venerable Encyclopedia Britannica recently likened the site to a public rest room: You
never know who used it last.” (source)

Wikipedia is a classic example of how the next big thing often starts out looking like a toy.

•

Wikipedia

•

Disruption

•

Crowdsourcing
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Nine reasons screenshots are awesome
(2015-11-13)
1. By taking a screenshot, you can “export” from any app on any device.
2. You can “import” screenshots back into any app that imports photos (most apps).
3. For these reasons, screenshots act like a universal file type on mobile. As @artypapers says:
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tweetstorm
[https://twitter.com/artypapers/status/664846647797481472](https://twitter.com/artypapers/status/66
4846647797481472)

4. Screenshots let you circumvent restrictions like file format incompatibilities, service noninteroperability, character limits, etc

Much higher engagement when text is inline
5. You can easily edit screenshots using simple tools that are bundled with most desktop and
mobile operating systems:

You can’t do this with embeds
6. It’s easy to annotate screenshots:
543 | P a g e

Jump In.

7. On mobile, the photo roll where screenshots are kept is similar to a file system. You can
delete photos, edit them, back them up to the cloud, etc.

8. You can combine otherwise incompatible formats in a single screenshot
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The Awl calls these “shitpics” [http://www.theawl.com/2014/12/the-triumphant-rise-of-theshitpic](http://www.theawl.com/2014/12/the-triumphant-rise-of-the-shitpic)
9. Screenshots persist even when the thing screenshotted disappears:

And more:
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What are some other reasons screenshots are awesome?
•

Screenshots

•

Web

•

Mobile

If an alien film crew chose to feature our species in a nature documentary, they’d have plenty
of…
(2016-02-11)

546 | P a g e

Jump In.
If an alien film crew chose to feature our species in a nature documentary, they’d have plenty of
spectacular superorganisms to choose from. Perhaps they’d spotlight the U.S. military, the most
powerful superorganism ever to arise on our humble planet. Or the Catholic Church, a superorganism
that’s managed to survive, with awe-inspiring continuity, for nearly two millennia. Meanwhile,
impressive at smaller scales, the Boston Symphony Orchestra coordinates muscle movements to a
precision of millimeters and milliseconds. And improv troupes like the Upright Citizens Brigade
manage to arrange themselves into compelling scenes at the drop of a hat, all without any explicit
coordination. Then there’s the superorganism responsible for the stable, secure, 20-million-line
codebase that powers much of the world’s computing infrastructure — a loose affiliation of some
5,000 individuals,mostly strangers, who have somehow managed to assemble one of the most intricate
artifacts ever built. As you might have guessed, I’m referring to the developers of the Linux kernel.
— Minimal Viable Superorganism

What’s Next in Computing?
(2016-02-21)

547 | P a g e

Jump In.
The computing industry progresses in two mostly independent cycles: financial and product cycles.
There has been a lot of handwringing lately about where we are in the financial cycle. Financial
markets get a lot of attention. They tend to fluctuate unpredictably and sometimes wildly. The product
cycle by comparison gets relatively little attention, even though it is what actually drives the computing
industry forward. We can try to understand and predict the product cycle by studying the past and
extrapolating into the future.

New computing eras have occurred every 10–15 years

Tech product cycles are mutually reinforcing interactions between platforms and applications. New
platforms enable new applications, which in turn make the new platforms more valuable, creating a
positive feedback loop. Smaller, offshoot tech cycles happen all the time, but every once in a while —
historically, about every 10 to 15 years — major new cycles begin that completely reshape the
computing landscape.

Financial and product cycles evolve mostly independently
The PC enabled entrepreneurs to create word processors, spreadsheets, and many other desktop
applications. The internet enabled search engines, e-commerce, e-mail and messaging, social
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networking, SaaS business applications, and many other services. Smartphones enabled mobile
messaging, mobile social networking, and on-demand services like ride sharing. Today, we are in the
middle of the mobile era. It is likely that many more mobile innovations are still to come.

Each product era can be divided into two phases: 1) the gestation phase, when the new platform is first
introduced but is expensive, incomplete, and/or difficult to use, 2) the growth phase, when a new
product comes along that solves those problems, kicking off a period of exponential growth.

The Apple II was released in 1977 (and the Altair in 1975), but it was the release of the IBM PC in
1981 that kicked off the PC growth phase.

PC sales per year (thousands), source: http://jeremyreimer.com/m-item.lsp?i=137
The internet’s gestation phase took place in the 80s and early 90s when it was mostly a text-based tool
used by academia and government. The release of the Mosaic web browser in 1993 started the growth
phase, which has continued ever since.

Worldwide internet users, source: http://churchm.ag/numbers-internet-use/
There were feature phones in the 90s and early smartphones like the Sidekick and Blackberry in the
early 2000s, but the smartphone growth phase really started in 2007–8 with the release of the iPhone
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and then Android. Smartphone adoption has since exploded: about 2B people have smartphones today.
By 2020, 80% of the global population will have one.

Worldwide smartphone sales per year (millions)

If the 10–15 year pattern repeats itself, the next computing era should enter its growth phase in the
next few years. In that scenario, we should already be in the gestation phase. There are a number of
important trends in both hardware and software that give us a glimpse into what the next era of
computing might be. Here I talk about those trends and then make some suggestions about what the
future might look like.

Hardware: small, cheap, and ubiquitous
In the mainframe era, only large organizations could afford a computer. Minicomputers were
affordable by smaller organization, PCs by homes and offices, and smartphones by individuals.
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Computers are getting steadily smaller, source: http://www.nature.com/news/the-chips-aredown-for-moore-s-law-1.19338

We are now entering an era in which processors and sensors are getting so small and cheap that there
will be many more computers than there are people.

There are two reasons for this. One is the steady progress of the semiconductor industry over the past
50 years (Moore’s law). The second is what Chris Anderson calls “the peace dividend of the
smartphone war”: the runaway success of smartphones led to massive investments in processors and
sensors. If you disassemble a modern drone, VR headset, or IoT devices, you’ll find mostly smartphone
components.

In the modern semiconductor era, the focus has shifted from standalone CPUs to bundles of specialized
chips known as systems-on-a-chip.

Computer prices have been steadily dropping, souce:
https://medium.com/@magicsilicon/computing-transitions-22c07b9c457a#.j4cm9m6qu%5C
Typical systems-on-a-chip bundle energy-efficient ARM CPUs plus specialized chips for graphics
processing, communications, power management, video processing, and more.
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Raspberry Pi Zero: 1 GHz Linux computer for $5
This new architecture has dropped the price of basic computing systems from about $100 to about $10.
The Raspberry Pi Zero is a 1 GHz Linux computer that you can buy for $5. For a similar price you can
buy a wifi-enabled microcontroller that runs a version of Python. Soon these chips will cost less than
a dollar. It will be cost-effective to embed a computer in almost anything.
Meanwhile, there are still impressive performance improvements happening in high-end processors.
Of particular importance are GPUs (graphics processors), the best of which are made by Nvidia. GPUs
are useful not only for traditional graphics processing, but also for machine learning algorithms and
virtual/augmented reality devices. Nvidia’s roadmap promises significant performance improvements
in the coming years.

Google’s quantum computer, source: https://www.technologyreview.com/s/544421/googlesquantum-dream-machine/
A wildcard technology is quantum computing, which today exists mostly in laboratories but if made
commercially viable could lead to orders-of-magnitude performance improvements for certain classes
of algorithms in fields like biology and artificial intelligence.
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Software: the golden age of AI
There are many exciting things happening in software today. Distributed systems is one good example.
As the number of devices has grown exponentially, it has become increasingly important to 1)
parallelize tasks across multiple machines 2) communicate and coordinate among devices. Interesting
distributed systems technologies include systems like Hadoop and Spark for parallelizing big data
problems, and Bitcoin/blockchain for securing data and assets.
But perhaps the most exciting software breakthroughs are happening in artificial intelligence (AI). AI
has a long history of hype and disappointment. Alan Turing himself predicted that machines would be
able to successfully imitate humans by the year 2000. However, there are good reasons to think that
AI might now finally be entering a golden age.
“Machine learning is a core, transformative way by which we’re rethinking everything we’re doing.”
— Google CEO, Sundar Pichai
A lot of the excitement in AI has focused on deep learning, a machine learning technique that
was popularized by a now famous 2012 Google project that used a giant cluster of computers to learn
to identify cats in YouTube videos. Deep learning is a descendent of neural networks, a technology
that dates back to the 1940s. It was brought back to life by a combination of factors, including new
algorithms, cheap parallel computation, and the widespread availability of large data sets.

ImageNet challenge error rates, souce: http://www.slideshare.net/nervanasys/sd-meetup-12215 (red
line = human performance)
It’s tempting to dismiss deep learning as another Silicon Valley buzzword. The excitement, however,
is supported by impressive theoretical and real-world results. For example, the error rates for the
winners of the ImageNet challenge — a popular machine vision contest — were in the 20–30% range
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prior to the use of deep learning. Using deep learning, the accuracy of the winning algorithms has
steadily improved, and in 2015 surpassed human performance.
Many of the papers, data sets, and software tools related to deep learning have been open sourced. This
has had a democratizing effect, allowing individuals and small organizations to build powerful
applications. WhatsApp was able to build a global messaging system that served 900M users with just
50 engineers, compared to the thousands of engineers that were needed for prior generations of
messaging systems. This “WhatsApp effect” is now happening in AI. Software tools
like Theano and TensorFlow, combined with cloud data centers for training, and inexpensive GPUs
for deployment, allow small teams of engineers to build state-of-the-art AI systems.
For example, here a solo programmer working on a side project used TensorFlow to colorize blackand-white photos:

Left: black and white. Middle: automatically colorized. Right: true color. source:
http://tinyclouds.org/colorize/

And here a small startup created a real-time object classifier:
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https://cdixon.org/1bf0017b1448eaf0208ca9d6953f755c/1_cAtej8oZh2u80cii--YgTw.gif
Which of course is reminiscent of a famous scene from a sci-fi movie:

https://cdixon.org/d2a582498ade91504ee02f106ad719bd/1_wiG-xc456HpdBkRTQi84Eg.gif
One of the first applications of deep learning released by a big tech company is the search function in
Google Photos, which is shockingly smart.
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https://cdixon.org/af124f61d4fa799fad054f8de7401d8b/1_N1K_Wv2M-QDMF7FeOmJfcw.gif
We’ll soon see significant upgrades to the intelligence of all sorts of products, including: voice
assistants, search engines, chat bots, 3D scanners, language translators, automobiles, drones, medical
imaging systems, and much more.

The business plans of the next 10,000 startups are easy to forecast: Take X and add AI. This is a big
deal, and now it’s here. — Kevin Kelly

Startups building AI products will need to stay laser focused on specific applications to compete
against the big tech companies who have made AI a top priority. AI systems get better as more data is
collected, which means it’s possible to create a virtuous flywheel of data network effects (more users
→ more data → better products → more users). The mapping startup Waze used data network effects
to produce better maps than its vastly better capitalized competitors. Successful AI startups will follow
a similar strategy.

Software + hardware: the new computers
There are a variety of new computing platforms currently in the gestation phase that will soon get
much better — and possibly enter the growth phase — as they incorporate recent advances in hardware
and software. Although they are designed and packaged very differently, they share a common theme:
they give us new and augmented abilities by embedding a smart virtualization layer on top of the
world. Here is a brief overview of some of the new platforms:
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Cars. Big tech companies like Google, Apple, Uber, and Tesla are investing significant resources in
autonomous cars. Semi-autonomous cars like the Tesla Model S are already publicly available and will
improve quickly. Full autonomy will take longer but is probably not more than 5 years away. There
already exist fully autonomous cars that are almost as good as human drivers. However, for cultural
and regulatory reasons, fully autonomous cars will likely need to be significantly better than human
drivers before they are widely permitted.

https://cdixon.org/3e2056b76d877d2ae8629bffc0b8af07/1_nJjPHXo_qBtzvoH8OLx9hQ.gif
Expect to see a lot more investment in autonomous cars. In addition to the big tech companies, the
big auto makers are starting to take autonomy very seriously. You’ll even see some interesting
products made by startups. Deep learning software tools have gotten so good that a solo
programmer was able to make a semi-autonomous car:

https://cdixon.org/c644e896d35381c2fc1a48fba97664ef/1_z442b_u8RfSqBEyI-1AkxQ.gif
Drones. Today’s consumer drones contain modern hardware (mostly smartphone components plus
mechanical parts), but relatively simple software. In the near future, we’ll see drones that incorporate
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advanced computer vision and other AI to make them safer, easier to pilot, and more useful.
Recreational videography will continue to be popular, but there will also be important commercial use
cases. There are tens of millions of dangerous jobs that involve climbing buildings, towers, and other
structures that can be performed much more safely and effectively using drones.

https://cdixon.org/54d3f2063791db1e9364b090526a0a12/1_N7SlK3WKwkfZ6v50JFLkCg.gif

Internet of Things. The obvious use cases for IoT devices are energy savings, security, and
convenience. Nest and Dropcam are popular examples of the first two categories. One of the most
interesting products in the convenience category is Amazon’s Echo.

Three main uses cases for IoT
Most people think Echo is a gimmick until they try it and then they are surprised at how useful it is.
It’s a great demo of how effective always-on voice can be as a user interface. It will be a while before
we have bots with generalized intelligence that can carry on full conversations. But, as Echo shows,
voice can succeed today in constrained contexts. Language understanding should improve quickly as
recent breakthroughs in deep learning make their way into production devices.
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IoT will also be adopted in business contexts. For example, devices with sensors and network
connections are extremely useful for monitoring industrial equipment.
Wearables. Today’s wearable computers are constrained along multiple dimensions, including
battery, communications, and processing. The ones that have succeeded have focused on narrow
applications like fitness monitoring. As hardware components continue to improve, wearables will
support rich applications the way smartphones do, unlocking a wide range of new applications. As
with IoT, voice will probably be the main user interface.

https://cdixon.org/a8271f926bbf193ab70125a08af973ca/1__4r-bIpz7jWMYiLnxKFCJQ.gif

Virtual Reality. 2016 is an exciting year for VR: the launch of the Oculus Rift and
HTC/Valve Vive (and, possibly, the Sony Playstation VR), means that comfortable and immersive VR
systems will finally be publicly available. VR systems need to be really good to avoid the “uncanny
valley” trap. Proper VR requires special screens (high resolution, high refresh rate, low persistence),
powerful graphics cards, and the ability to track the precise position of the user (previously released
VR systems could only track the rotation of the user’s head). This year, the public will for the first
time get to experience what is known as “presence” — when your senses are sufficiently tricked that
you feel fully transported into the virtual world.
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https://cdixon.org/a5e9dac7f584d81d959842c82b7c674a/1_bcHvjQwlLxyORwjHFH87Qg.gif
VR headsets will continue to improve and get more affordable. Major areas of research will include:
1) new tools for creating rendered and/or filmed VR content, 2) machine vision for tracking and
scanning directly from phones and headsets, and 3) distributed back-end systems for hosting
large virtual environments.

Video,https://cdixon.org/f0b9361f08011696d616fe6efe4747e6/1_Fv9_4fCAOHoEA3dxjMf2jw.gif
Augmented Reality. AR will likely arrive after VR because AR requires most of what VR requires
plus additional new technologies. For example, AR requires advanced, low-latency machine vision in
order to convincingly combine real and virtual objects in the same interactive scene.

Real and virtual combined (from *The Kingsmen*)
That said, AR is probably coming sooner than you think. This demo video was shot directly
through Magic Leap’s AR device:
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https://cdixon.org/4b0d7fe5166ee726a724228c68df0a36/1_7jbz4N1GZTFm0wDzDEmQ1Q.gif
What’s next?

It is possible that the pattern of 10–15 year computing cycles has ended and mobile is the final era. It
is also possible the next era won’t arrive for a while, or that only a subset of the new computing
categories discussed above will end up being important.
I tend to think we are on the cusp of not one but multiple new eras. The “peace dividend of the
smartphone war” created a Cambrian explosion of new devices, and developments in software,
especially AI, will make those devices smart and useful. Many of the futuristic technologies discussed
above exist today, and will be broadly accessible in the near future.
Observers have noted that many of these new devices are in their “awkward adolescence.” That is
because they are in their gestation phase. Like PCs in the 70s, the internet in the 80s, and smartphones
in the early 2000s, we are seeing pieces of a future that isn’t quite here. But the future is coming:
markets go up and down, and excitement ebbs and flows, but technology marches steadily forward.
•

Virtual Reality

•

Tech Adoption

•

Self Driving Cars

•

Computers
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•

Hardware
The Internet Economy
(2016-03-13)
We are living in an era of bundling. The big five consumer tech companies — Google, Apple,
Facebook, Amazon, and Microsoft — have moved far beyond their original product lines into all sorts
of hardware, software, and services that overlap and compete with one another. But their revenues and
profits still depend heavily on external technologies that are outside of their control. One way to
visualize these external dependencies is to consider the path of a typical internet session, from the user
to some revenue-generating action, and then (in some cases) back again to the user:

When evaluating an internet company’s strategic position (the defensibility of its profit moat), you
need to consider: 1) how the company generates revenue and profits, 2) the loop in its entirety, not just
the layers in which the company has products.
For example, it might seem counterintuitive that Amazon is a major threat to Google’s core search
business. But you can see this by following the money through the loop: a significant portion of
Google’s revenue comes from search queries for things that can be bought on Amazon, and the buying
experience on Amazon (from initial purchasing intent to consumption/unboxing) is significantly better
than the buying experience on most non-Amazon e-commerce sites you find via Google searches.
After a while, shoppers learn to skip Google and go straight to Amazon.
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Think of the internet economic loop as a model train track. Positions in front of you can redirect traffic
around you. Positions after you can build new tracks that bypass you. New technologies come along
(which often look toy-like and unthreatening at first) that create entirely new tracks that render the
previous tracks obsolete.

There are interesting developments happening at each layer of the loop (and there are many smaller,
offshoot loops not depicted in the chart above), but at any given time certain layers are industry flash
points. The most prominent recent battle was between mobile devices and operating systems. That
battle seems to be over, with Android software and iOS devices having won. Possible future flash
points include:
The automation of logistics. Today’s logistics network is a patchwork of ships, planes, trucks,
warehouses, and people. Tomorrow’s network will include significantly more automation, from
robotic warehouses to autonomous cars, trucks, drones, and delivery bots. This transition will happen
in stages, depending on the economics of specific goods and customers, along with geographic and
regulatory factors. Amazon of course has a huge advantage in logistics. Google has tried repeatedly to
get into logistics with little success. On-demand ride-sharing and delivery startups could play an
interesting role here. The logistics layer is critical for e-commerce, which in turn is critical for
monetizing search. Amazon’s dominance in logistics gives it a very strong strategic moat as ecommerce continues to take market share from traditional retail.

Web vs apps. The mobile web is arguably in decline: users are spending more time on mobile devices,
and more time in apps instead of web browsers. Apple has joined the app side of this battle (e.g.
allowing ad blockers in Safari, encouraging app install smart banners above websites). Facebook has
also taken the app side (e.g. encouraging publishers to use Instant Articles instead of web views).
Google of course needs a vibrant web for its search engine to remain useful, so has joined the web side
of the battle (e.g. punishing websites that have interstitial app ads, developing technologies that reduce
website loading times). The realistic danger isn’t that the web disappears, but that it gets marginalized,
and that the bulk of monetizable internet activities happen in apps or other interfaces like voice or
messaging bots. This shift could have a significant effect on web publishers who rely on older business
models like non-native ads, and could make it harder for small startups to grow beyond niche use
cases.
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Video: from TV to mobile devices. Internet companies are betting that video consumption will
continue to shift from TV to mobile devices. The hope is that this will not only create compelling user
experiences, but also unlock access to the tens of billions of ad dollars that are currently spent on TV.
“I think video is a mega trend, almost as big as mobile.” — Mark Zuckerberg

Last decade, the internet won the market for ads that harvest purchasing intent (ads that used to appear
in newspapers and yellow pages), with most of the winnings going to Google. The question for the
next decade is who will win the market for ads that generate purchasing intent (so far the winner is
Facebook, followed by Google). Most likely this will depend on who controls the user flow to video
advertising. Today, the biggest video platforms are Facebook and YouTube, but expect video to get
embedded into almost every internet service, similar to how the internet transitioned from text-heavy
to image-heavy services last decade.

Voice: baking search into the OS. Voice bots like Siri, Google Now, and Alexa embed search-like
capabilities directly into the operating system. Today, the quality of voice interfaces isn’t good enough
to replace visual computing interfaces for most activities. However, artificial intelligence
is improving rapidly. Voice bots should be be able to handle much more nuanced and interactive
conversations in the near future.
Amazon’s vision here is the most ambitious: to embed voice services in every possible device, thereby
reducing the importance of the device, OS, and application layers (it’s no coincidence that those are
also the layers in which Amazon is the weakest). But all the big tech companies are investing heavily
in voice and AI. As Google CEO Sundar Pichai recently said:
The next big step will be for the very concept of the “device” to fade away. Over time, the computer
itself — whatever its form factor — will be an intelligent assistant helping you through your day. We
will move from mobile first to an AI first world.
This would mean that AI interfaces — which in most cases will mean voice interfaces — could become
the master routers of the internet economic loop, rendering many of the other layers interchangeable
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or irrelevant. Voice is mostly a novelty today, but in technology the next big thing often starts out
looking that way.
•

Internet

•

Technology

•

Business
Comma.ai
(2016-04-02)

I wrote a blog post last month highlighting some of the exciting trends in the computing industry. One
trend I discussed is the rapid progress in a branch of artificial intelligence called deep learning. Big
tech companies are making significant investments in deep learning, but there are also opportunities
for startups:

Many of the papers, data sets, and software tools related to deep learning have been open sourced.
This has had a democratizing effect, allowing individuals and small organizations to build powerful
applications. WhatsApp was able to build a global messaging system that served 900M users with just
50 engineers, compared to the thousands of engineers that were needed for prior generations of
messaging systems. This “WhatsApp effect” is now happening in AI. Software tools
like Theano and TensorFlow, combined with cloud data centers for training, and inexpensive GPUs
for deployment, allow small teams of engineers to build state-of-the-art AI systems.

You might have seen recent press coverage of a software developer named George Hotz who built his
own self-driving car.
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I first met George a few months ago, and, like a lot of people who had seen the press coverage, I was
skeptical. How could someone build such an advanced system all by himself? After spending time
with George, my skepticism turned into enthusiasm. I tested his car, and, along with some of my
colleagues and friends with AI expertise, dug into the details of the deep learning system he’d
developed.

I came away convinced that George’s system is a textbook example of the “WhatsApp effect”
happening to AI.
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George with test car #1
George is certainly brilliant (he’s a famous hacker for a reason), and he’s no longer alone: he’s now
working with a small team of machine learning experts. But he’s also riding a wave of exponentially
improving hardware, software, and, most importantly, data. The more his system gets used, the more
data it collects, and the smarter it becomes.
Today we are announcing that a16z is leading a $3.1M investment in George’s company, Comma.ai.
This investment will help them continue to build their team (they’re hiring), and bring their technology
to market. Expect more announcements from Comma in the next few months. We are very excited to
support George and his team on this ambitious project.
•

Artificial Intelligence

•

Self Driving Cars

•

Deep Learning
“The typical path of how people respond to life-changing inventions
(2016-05-11)
1. I’ve never heard of it.
2. I’ve heard of it but don’t understand it.
3. I understand it, but I don’t see how it’s useful.
4. I see how it could be fun for rich people, but not me.
5. I use it, but it’s just a toy.
6. It’s becoming more useful for me.
7. I use it all the time.
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8. I could not imagine life without it.
9. Seriously, people lived without it?
10. It’s too powerful and needs to be regulated”

Credits:
#1–#9 by Morgan Housel, Time
#10 by @peterpeirce
•

Technology

•

Innovation

“If you asked people in 1989 what they needed to make their life better, it was unlikely that
they…
(2016-07-30)
“If you asked people in 1989 what they needed to make their life better, it was unlikely that they would
have said a decentralized network of information nodes that are linked using hypertext.”
— Farmer & Farmer
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“Steve Jobs supposedly said, returning to Apple, that his plan was to stay alive and grab onto
the…
(2016-08-07)
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“Steve Jobs supposedly said, returning to Apple, that his plan was to stay alive and grab onto the next
big thing — to listen for the footsteps. He tried video, and a few other things, but he got there in the
end. But he might not have.”

From: Inevitability in technology
•

Steve Jobs

•

Apple

“Ether is a necessary element — a fuel — for operating the distributed application platform…
(2016-08-07)
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“Ether is a necessary element — a fuel — for operating the distributed application platform Ethereum.
It is a form of payment made by the clients of the platform to the machines executing the requested
operations. To put it another way, ether is the incentive ensuring that developers write quality
applications (wasteful code costs more), and that the network remains healthy (people are compensated
for their contributed resources).
Ether is to be treated as “crypto-fuel”, a token whose purpose is to pay for computation, and is not
intended to be used as or considered a currency, asset, share or anything else.”

Source: ethereum.org
•

Ethereum

•

Blockchain
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Eleven Reasons To Be Excited About The Future of Technology
(2016-08-18)
“The strongest force propelling human progress has been the swift advance and wide diffusion of
technology.” — The Economist

In the year 1820, a person could expect to live less than 35 years, 94% of the global population lived
in extreme poverty, and less that 20% of the population was literate. Today, human life expectancy is
over 70 years, less that 10% of the global population lives in extreme poverty, and over 80% of
people are literate. These improvements are due mainly to advances in technology, beginning in the
industrial age and continuing today in the information age.

There are many exciting new technologies that will continue to transform the world and improve
human welfare. Here are eleven of them.

1. Self-Driving Cars
Self-driving cars exist today that are safer than human-driven cars in most driving conditions. Over
the next 3–5 years they‘ll get even safer, and will begin to go mainstream.

https://cdixon.org/9095391e908f6d180dfe446b3c85d104/1_HfoJs9tCyyr6VeLvD45wyQ.gif

The World Health Organization estimates that 1.25 million people die from car-related injuries per
year. Half of the deaths are pedestrians, bicyclists, and motorcyclists hit by cars. Cars are the leading
cause of death for people ages 15–29 years old.
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Just as cars reshaped the world in the 20th century, so will self-driving cars in the 21st century. In most
cities, between 20–30% of usable space is taken up by parking spaces, and most cars are parked about
95% of the time. Self-driving cars will be in almost continuous use (most likely hailed from a
smartphone app), thereby dramatically reducing the need for parking. Cars will communicate with one
another to avoid accidents and traffic jams, and riders will be able to spend commuting time on other
activities like work, education, and socializing.

Source: [Tech Insider](http://www.techinsider.io/chris-dixon-future-of-self-driving-cars-interview2016-6)
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2. Clean Energy
Attempts to fight climate change by reducing the demand for energy haven’t worked. Fortunately,
scientists, engineers, and entrepreneurs have been working hard on the supply side to make clean
energy convenient and cost-effective.

Due to steady technological and manufacturing advances, the price of solar cells has dropped 99.5%
since 1977. Solar will soon be more cost efficient than fossil fuels. The cost of wind energy has also
dropped to an all-time low, and in the last decade represented about a third of newly installed US
energy capacity.

Forward thinking organizations are taking advantage of this. For example, in India there is an initiative
to convert airports to self-sustaining clean energy.

Airport in Kochi, India (source: [Clean Technica](http://cleantechnica.com/2015/08/21/1st-airportworld-go-100-solar-india/))

Tesla is making high-performance, affordable electric cars, and installing electric charging
stations worldwide.

Tesla Model 3 and US supercharger locations
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There are hopeful signs that clean energy could soon be reaching a tipping point. For example, in
Japan, there are now more electric charging stations than gas stations.

Source: [The Guardian](https://www.theguardian.com/world/2016/may/10/japan-electric-car-chargepoints-petrol-stations)
And Germany produces so much renewable energy, it sometimes produces even more than it can use.

Source: [Time Magazine](http://time.com/4325882/german-renewable-energy-high/)

3. Virtual and Augmented Reality
Computer processors only recently became fast enough to power comfortable and convincing virtual
and augmented reality experiences. Companies like Facebook, Google, Apple, and Microsoft are
investing billions of dollars to make VR and AR more immersive, comfortable, and affordable.

https://cdixon.org/1350b5689fa0fbce6dfb550fa4c19d0a/1_6cmd8P-bPYRU1olrJHsvfw.gif
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People sometimes think VR and AR will be used only for gaming, but over time they will be used for
all sorts of activities. For example, we’ll use them to manipulate 3-D objects:

Augmented reality computer interface (from [Iron Man](http://www.imdb.com/title/tt0371746/))
To meet with friends and colleagues from around the world:

Augmented reality teleconference (from [The Kingsman](http://www.imdb.com/title/tt2802144/))

And even for medical applications, like treating phobias or helping rehabilitate paralysis victims:
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Source: [New Scientist](https://www.newscientist.com/article/2100780-virtual-reality-helps-eightparalysed-people-feel-their-legs/)
VR and AR have been dreamed about by science fiction fans for decades. In the next few years, they’ll
finally become a mainstream reality.

4. Drones and Flying Cars
“Roads? Where we’re going we don’t need… roads.” — Dr. Emmet Brown

GPS started out as a military technology but is now used to hail taxis, get mapping directions, and hunt
Pokémon. Likewise, drones started out as a military technology, but are increasingly being used for a
wide range of consumer and commercial applications.

For example, drones are being used to inspect critical infrastructure like bridges and power lines, to
survey areas struck by natural disasters, and many other creative uses like fighting animal poaching.

Source: [NBC News](http://www.nbcnews.com/news/world/air-shepherd-uses-drones-stop-elephantrhino-poachers-africa-n335801)
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Amazon and Google are building drones to deliver household items.

https://cdixon.org/3c01e2971f2a14802ded27e094f4306f/1_s1eQciCtoaD_AaovzJouAA.gif
The startup Zipline uses drones to deliver medical supplies to remote villages that can’t be accessed
by roads.

Source: [The Verge](http://www.theverge.com/2016/8/2/12350274/zipline-drone-delivery-uslaunch-blood-medicine)

There is also a new wave of startups working on flying cars (including two funded by the cofounder
of Google, Larry Page).
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The Terrafugia TF-X flying car ([source](https://thestack.com/world/2015/12/18/flying-car-receivesu-s-airspace-approval-for-testing/))

Flying cars use the same advanced technology used in drones but are large enough to carry people.
Due to advances in materials, batteries, and software, flying cars will be significantly more affordable
and convenient than today’s planes and helicopters.

5. Artificial Intelligence

‘’It may be a hundred years before a computer beats humans at Go — maybe even longer.” — New
York Times, 1997
“Master of Go Board Game Is Walloped by Google Computer Program” — New York Times, 2016

Artificial intelligence has made rapid advances in the last decade, due to new algorithms and massive
increases in data collection and computing power.

AI can be applied to almost any field. For example, in photography an AI technique called artistic style
transfer transforms photographs into the style of a given painter:
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[Source](https://no2147483647.wordpress.com/2015/12/21/deep-learning-for-hackers-with-mxnet2/)
Google built an AI system that controls its datacenter power systems, saving hundreds of millions of
dollars in energy costs.

Source: [Bloomberg](http://www.bloomberg.com/news/articles/2016-07-19/google-cuts-its-giantelectricity-bill-with-deepmind-powered-ai)

The broad promise of AI is to liberate people from repetitive mental tasks the same way the industrial
revolution liberated people from repetitive physical tasks.
“If AI can help humans become better chess players, it stands to reason that it can help us become
better pilots, better doctors, better judges, better teachers.” — Kevin Kelly

Some people worry that AI will destroy jobs. History has shown that while new technology does indeed
eliminate jobs, it also creates new and better jobs to replace them. For example, with advent of the
personal computer, the number of typographer jobs dropped, but the increase in graphic designer jobs
more than made up for it.
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Source: [Harvard Business Review](https://hbr.org/2016/03/computers-dont-kill-jobs-but-doincrease-inequality)

It is much easier to imagine jobs that will go away than new jobs that will be created. Today millions
of people work as app developers, ride-sharing drivers, drone operators, and social media marketers—
jobs that didn’t exist and would have been difficult to even imagine ten years ago.

6. Pocket Supercomputers for Everyone

By 2020, 80% of adults on earth will have an internet-connected smartphone. An iPhone 6 has about
2 billion transistors, roughly 625 times more transistors than a 1995 Intel Pentium computer.
Today’ssmartphones are what used to be considered supercomputers.
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Visitors to the pope (source: [Business Insider](http://www.businessinsider.com/vatican-square2005-and-2013-2013-3))

Internet-connected smartphones give ordinary people abilities that, just a short time ago, were only
available to an elite few:
“Right now, a Masai warrior on a mobile phone in the middle of Kenya has better mobile
communications than the president did 25 years ago. If he’s on a smart phone using Google, he has
access to more information than the U.S. president did just 15 years ago.” — Peter Diamandis

7. Cryptocurrencies and Blockchains
“If you asked people in 1989 what they needed to make their life better, it was unlikely that they would
have said a decentralized network of information nodes that are linked using hypertext.” — Farmer
& Farmer
Protocols are the plumbing of the internet. Most of the protocols we use today were developed decades
ago by academia and government. Since then, protocol development mostly stopped as energy shifted
to developing proprietary systems like social networks and messaging apps.
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Cryptocurrency and blockchain technologies are changing this by providing a new business model for
internet protocols. This year alone, hundreds of millions of dollars were raised for a broad range of
innovative blockchain-based protocols.
Protocols based on blockchains also have capabilities that previous protocols didn’t. For
example, Ethereum is a new blockchain-based protocol that can be used to create smart contracts and
trusted databases that are immune to corruption and censorship.

8. High-Quality Online Education
While college tuition skyrockets, anyone with a smartphone can study almost any topic online,
accessing educational content that is mostly free and increasingly high-quality.

Encyclopedia Britannica used to cost $1,400. Now anyone with a smartphone can instantly access
Wikipedia. You used to have to go to school or buy programming books to learn computer
programming. Now you can learn from a community of over 40 million programmers at Stack
Overflow. YouTube has millions of hours of free tutorials and lectures, many of which are produced
by top professors and universities.

UC Berkeley Physics on
[Youtube](https://www.youtube.com/user/UCBerkeley/videos?sort=p&view=0&flow=list)

The quality of online education is getting better all the time. For the last 15 years, MIT has been
recording lectures and compiling materials that cover over 2000 courses.
“The idea is simple: to publish all of our course materials online and make them widely available to
everyone.” — Dick K.P. Yue, Professor, MIT School of Engineering
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As perhaps the greatest research university in the world, MIT has always been ahead of the trends.
Over the next decade, expect many other schools to follow MIT’s lead.

Source: [Futurism](http://futurism.com/free-ivy-league-education-access-over-2000-classes-frommit-for-nothing/)
9. Better Food through Science

Source: [National
Geographic](http://environment.nationalgeographic.com/environment/freshwater/embedded-water/)
Earth is running out of farmable land and fresh water. This is partly because our food production
systems are incredibly inefficient. It takes an astounding 1799 gallons of water to produce 1 pound of
beef.
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Fortunately, a variety of new technologies are being developed to improve our food system.

For example, entrepreneurs are developing new food products that are tasty and nutritious substitutes
for traditional foods but far more environmentally friendly. The startup Impossible Foods invented
meat products that look and taste like the real thing but are actually made of plants.

Impossible Food’s plant-based burger (source: [Tech Insider](http://www.techinsider.io/theimpossible-foods-burger-review-vegetarian-2016-8))

Their burger uses 95% less land, 74% less water, and produces 87% less greenhouse gas emissions
than traditional burgers. Other startups are creating plant-based replacements for milk, eggs, and other
common foods. Soylent is a healthy, inexpensive meal replacement that uses advanced
engineered ingredients that are much friendlier to the environment than traditional ingredients.

Some of these products are developed using genetic modification, a powerful scientific technique that
has been widely mischaracterized as dangerous. According to a study by the Pew Organization, 88%
of scientists think genetically modified foods are safe.

Another exciting development in food production is automated indoor farming. Due to advances in
solar energy, sensors, lighting, robotics, and artificial intelligence, indoor farms have become viable
alternatives to traditional outdoor farms.
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Aerofarms indoor farm (Source: [New York
Times](http://www.nytimes.com/2016/07/24/nyregion/food-produced-by-the-high-tech-urbanfarming-reaches-new-heights.html?_r=1))

Compared to traditional farms, automated indoor farms use roughly 10 times less water and land. Crops
are harvested many more times per year, there is no dependency on weather, and no need to use
pesticides.

10. Computerized Medicine
Until recently, computers have only been at the periphery of medicine, used primarily for research and
record keeping. Today, the combination of computer science and medicine is leading to a variety of
breakthroughs.

For example, just fifteen years ago, it cost $3B to sequence a human genome. Today, the cost is
about a thousand dollars and continues to drop. Genetic sequencing will soon be a routine part of
medicine.
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Genetic sequencing generates massive amounts of data that can be analyzed using powerful data
analysis software. One application is analyzing blood samples for early detection of cancer. Further
genetic analysis can help determine the best course of treatment.

Another application of computers to medicine is in prosthetic limbs. Here a young girl is using
prosthetic hands she controls using her upper-arm muscles:

https://cdixon.org/50c3c36ca4ab13bede47dbec74e587c4/1_jVH1wxchOJ5qJzT46s907A.gif
Soon we’ll have the technology to control prothetic limbs with just our thoughts using brain-tomachine interfaces.

Computers are also becoming increasingly effective at diagnosing diseases. An artificial intelligence
system recently diagnosed a rare disease that human doctors failed to diagnose by finding hidden
patterns in 20 million cancer records.

Source: [International Business Times](http://www.ibtimes.co.uk/ibms-watson-cracks-medicalmystery-life-saving-diagnosis-patient-who-baffled-doctors-1574963)
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11. A New Space Age
Since the beginning of the space age in the 1950s, the vast majority of space funding has come from
governments. But that funding has been in decline: for example, NASA’s budget dropped from about
4.5% of the federal budget in the 1960s to about 0.5% of the federal budget today.

Source: [Fortune](http://fortune.com/2016/02/22/vcs-invested-more-in-space-startups-last-year/)

The good news is that private space companies have started filling the void. These companies provide
a wide range of products and services, including rocket launches, scientific research, communications
and imaging satellites, and emerging speculative business models like asteroid mining.
The most famous private space company is Elon Musk’s SpaceX, which successfully sent rockets into
space that can return home to be reused.

https://cdixon.org/48e0750d49b2935902966ac3547d7769/1_5iiaQsTBu1tQ_hTy8fupXg.gif
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Perhaps the most intriguing private space company is Planetary Resources, which is trying to pioneer
a new industry: mining minerals from asteroids.

[Asteroid mining](https://www.youtube.com/watch?v=n9EMcyfGMDA)
If successful, asteroid mining could lead to a new gold rush in outer space. Like previous gold rushes,
this could lead to speculative excess, but also dramatically increased funding for new technologies and
infrastructure.
These are just a few of the amazing technologies we’ll see developed in the coming decades. 2016 is
just the beginning of a new age of wonders. As futurist Kevin Kelly says:

If we could climb into a time machine, journey 30 years into the future, and from that vantage look
back to today, we’d realize that most of the greatest products running the lives of citizens in 2050 were
not invented until after 2016. People in the future will look at their holodecks and wearable virtual
reality contact lenses and downloadable avatars and AI interfaces and say, “Oh, you didn’t really
have the internet” — or whatever they’ll call it — “back then.”

So, the truth: Right now, today, in 2016 is the best time to start up. There has never been a better day
in the whole history of the world to invent something. There has never been a better time with more
opportunities, more openings, lower barriers, higher benefit/ risk ratios, better returns, greater upside
than now. Right now, this minute. This is the moment that folks in the future will look back at and say,
“Oh, to have been alive and well back then!”
•

Technology
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As [Edwin] Land ultimately recognized, the adoption of his [polarized headlight] system was
fatally…
(2016-09-25)

As [Edwin] Land ultimately recognized, the adoption of his [polarized headlight] system was fatally
hampered by the fact that there was no competitive advantage for any car company in using it first.
Since all cars needed to incorporate the technology as simultaneously as possible, it was either going
to be all, either voluntarily or as directed by the government, or none. No state or federal governmental
agency ever stepped in to direct the adoption of the technology in the way that seat belts would be
required decades later. Herbert Nichols, a journalist with the Christian Science Monitor who had
followed the story, believed that the industry killed the idea even though the demonstrations clearly
showed that the system worked. According to Nichols, the industry concluded that it “just didn’t need
anything to sell automobiles. They realized they could sell all the automobiles they could make.” Thus,
with no economic or competitive incentive, why bother with a system that clearly added costs and
admittedly presented implementation issues? After more than two decades, Land reluctantly gave up
the fight.
But he learned one very important lesson. “I knew then that I would never go into a commercial field
that put a barrier between us and the customer.” Rather than deal with other companies as
intermediaries, he would market his innovative products directly to the public. He believed “that the
role of industry is to sense a deep human need, then bring science and technology to bear on filling
that need. Any market already existing is inherently boring and dull.” Land, like Steve Jobs many
decades later, believed that his company should “give people products they do not even know they
want.” Fortunately, he already had such a product in mind.
— A Triumph of Genius: Edwin Land, Polaroid, and the Kodak Patent War
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Gadgets and Computers
(2017-01-16)
From Benedict Evans’ Cars as Feature Phones:

This is a common theme in many classes of device: you start with a product that has a few electronic
functions added, and then those functions are delivered with chips, and perhaps they gain an interface
and then a screen, and more and more functions (and probably multi-function buttons) — and then,
somehow, you’ve built a little weird custom computer without actually meaning to, and all the little
silos of features and functions become unmanageable, both at an interface level and also at a
fundamental engineering level, and the whole thing gets replaced by a real computer with a real
software platform. And this new computer is almost certainly made by a different company. You could
see this problem very clearly at Motorola, which developed as many as two dozen ‘operating systems’
— for phones, pagers, satellite phones, car-control, industrial devices, chip evaluation boards and so
on and so on, and picked them for each device out of a metaphorical parts bin just as you’d choose a
sensor or battery or any other component. And boy, they really knew how to write operating systems
— they had dozens! With, probably, ‘millions of lines of code’. This was exactly the right approach in
1995, but in 2005, again, the whole thing collapsed under its own weight, because they needed software
as a platform rather than as a one-off component, and instead they had a mess.

The iPhone was the first mainstream cell phone that was also a proper computer. It had a full-fledged
operating system and a (mostly) open developer platform. We are likely seeing the same pattern play
out across the next generation of computers: not only cars, but drones, IoT devices, wearables, etc. In
the beginning, hardware-focused companies make gadgets with ever increasing laundry lists of
features. Then a company with strong software expertise (often a new market entrant) comes along
that replaces these feature-packed gadgets with full-fledged computers. These computers have proper
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(usually Unix-like) operating systems, open developer platforms, and streamlined user interfaces
(increasingly, powered by AI).

This process takes time to play out. Apple waited more than a decade from the initial popularity of cell
phones to the release of the first iPhone. And sometimes you don’t know the significance of a new
computing device until many years later. It wasn’t obvious until around 2012 that iOS and Android
smartphones would become the dominant form of computing (recall Facebook’s “pivot to mobile” in
2012). Some people (including me) believe we’ve already entered the “computer phase” of consumer
IoT with voice assistants like Alexa, but it will probably take years before we understand the enduring
mainstream appeal of these devices.
•

Computers

•

Tech

•

Gadgets
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How Aristotle Created the Computer
(2017-02-20)
The philosophers he influenced set the stage for the technological revolution that remade our
world.
Originally published by The Atlantic.

The history of computers is often told as a history of objects, from the abacus to the Babbage engine
up through the code-breaking machines of World War II. In fact, it is better understood as a history of
ideas, mainly ideas that emerged from mathematical logic, an obscure and cult-like discipline that first
developed in the 19th century. Mathematical logic was pioneered by philosopher-mathematicians,
most notably George Boole and Gottlob Frege, who were themselves inspired by Leibniz’s dream of
a universal “concept language,” and the ancient logical system of Aristotle.

Mathematical logic was initially considered a hopelessly abstract subject with no conceivable
applications. As one computer scientist commented: “If, in 1901, a talented and sympathetic outsider
had been called upon to survey the sciences and name the branch which would be least fruitful in [the]
century ahead, his choice might well have settled upon mathematical logic.” And yet, it would provide
the foundation for a field that would have more impact on the modern world than any other.

The evolution of computer science from mathematical logic culminated in the 1930s, with two
landmark papers: Claude Shannon’s “A Symbolic Analysis of Switching and Relay Circuits,” and
Alan Turing’s “On Computable Numbers, With an Application to the Entscheidungsproblem.” In the

593 | P a g e

Jump In.
history of computer science, Shannon and Turing are towering figures, but the importance of the
philosophers and logicians who preceded them is frequently overlooked.
A well-known history of computer science describes Shannon’s paper as “possibly the most important,
and also the most noted, master’s thesis of the century.” Shannon wrote it as an electrical engineering
student at MIT. His adviser, Vannevar Bush, built a prototype computer known as the Differential
Analyzer that could rapidly calculate differential equations. The device was mostly mechanical, with
subsystems controlled by electrical relays, which were organized in an ad hoc manner as there was not
yet a systematic theory underlying circuit design. Shannon’s thesis topic came about when Bush
recommended he try to discover such a theory.
Shannon’s paper is in many ways a typical electrical-engineering paper, filled with equations and
diagrams of electrical circuits. What is unusual is that the primary reference was a 90-year-old work
of mathematical philosophy, George Boole’s The Laws of Thought.
Today, Boole’s name is well known to computer scientists (many programming languages have a basic
data type called a Boolean), but in 1938 he was rarely read outside of philosophy departments. Shannon
himself encountered Boole’s work in an undergraduate philosophy class. “It just happened that no one
else was familiar with both fields at the same time,” he commented later.

Boole is often described as a mathematician, but he saw himself as a philosopher, following in the
footsteps of Aristotle. The Laws of Thought begins with a description of his goals, to investigate the
fundamental laws of the operation of the human mind:

The design of the following treatise is to investigate the fundamental laws of those operations of the
mind by which reasoning is performed; to give expression to them in the symbolical language of a
Calculus, and upon this foundation to establish the science of Logic ... and, finally, to collect ... some
probable intimations concerning the nature and constitution of the human mind.

He then pays tribute to Aristotle, the inventor of logic, and the primary influence on his own work:

In its ancient and scholastic form, indeed, the subject of Logic stands almost exclusively associated
with the great name of Aristotle. As it was presented to ancient Greece in the partly technical, partly
metaphysical disquisitions of The Organon, such, with scarcely any essential change, it has continued
to the present day.
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Trying to improve on the logical work of Aristotle was an intellectually daring move. Aristotle’s logic,
presented in his six-part book The Organon, occupied a central place in the scholarly canon for more
than 2,000 years. It was widely believed that Aristotle had written almost all there was to say on the
topic. The great philosopher Immanuel Kant commented that, since Aristotle, logic had been “unable
to take a single step forward, and therefore seems to all appearance to be finished and complete.”
Aristotle’s central observation was that arguments were valid or not based on their logical structure,
independent of the non-logical words involved. The most famous argument schema he discussed is
known as the syllogism:
•

All men are mortal.

•

Socrates is a man.

•

Therefore, Socrates is mortal.

You can replace “Socrates” with any other object, and “mortal” with any other predicate, and the
argument remains valid. The validity of the argument is determined solely by the logical structure. The
logical words — “all,” “is,” are,” and “therefore” — are doing all the work.

Aristotle also defined a set of basic axioms from which he derived the rest of his logical system:
•

An object is what it is (Law of Identity)

•

No statement can be both true and false (Law of Non-contradiction)

•

Every statement is either true or false (Law of the Excluded Middle)

These axioms weren’t meant to describe how people actually think (that would be the realm of
psychology), but how an idealized, perfectly rational person ought to think.
Aristotle’s axiomatic method influenced an even more famous book, Euclid’s Elements, which
is estimated to be second only to the Bible in the number of editions printed.
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A fragment of the Elements (Wikimedia Commons)
Although ostensibly about geometry, the Elements became a standard textbook for teaching rigorous
deductive reasoning. (Abraham Lincoln once said that he learned sound legal argumentation from
studying Euclid.) In Euclid’s system, geometric ideas were represented as spatial diagrams. Geometry
continued to be practiced this way until René Descartes, in the 1630s, showed that geometry could
instead be represented as formulas. His Discourse on Method was the first mathematics text in the
West to popularize what is now standard algebraic notation — x, y, z for variables, a, b, c for known
quantities, and so on.
Descartes’s algebra allowed mathematicians to move beyond spatial intuitions to manipulate symbols
using precisely defined formal rules. This shifted the dominant mode of mathematics from diagrams
to formulas, leading to, among other things, the development of calculus, invented roughly 30 years
after Descartes by, independently, Isaac Newton and Gottfried Leibniz.
Boole’s goal was to do for Aristotelean logic what Descartes had done for Euclidean geometry: free it
from the limits of human intuition by giving it a precise algebraic notation. To give a simple example,
when Aristotle wrote:

All men are mortal.
Boole replaced the words “men” and “mortal” with variables, and the logical words “all” and “are”
with arithmetical operators:
x=x*y
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Which could be interpreted as “Everything in the set x is also in the set y.”

The Laws of Thought created a new scholarly field—mathematical logic—which in the following
years became one of the most active areas of research for mathematicians and philosophers. Bertrand
Russell called the Laws of Thought “the work in which pure mathematics was discovered.”
Shannon’s insight was that Boole’s system could be mapped directly onto electrical circuits. At the
time, electrical circuits had no systematic theory governing their design. Shannon realized that the
right theory would be “exactly analogous to the calculus of propositions used in the symbolic study of
logic.”

He showed the correspondence between electrical circuits and Boolean operations in a simple chart:

Shannon’s mapping from electrical circuits to symbolic logic (University of Virginia)

This correspondence allowed computer scientists to import decades of work in logic and mathematics
by Boole and subsequent logicians. In the second half of his paper, Shannon showed how Boolean
logic could be used to create a circuit for adding two binary digits.

By stringing these adder circuits together, arbitrarily complex arithmetical operations could be
constructed. These circuits would become the basic building blocks of what are now known
as arithmetical logic units, a key component in modern computers.
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Shannon’s adder circuit (University of Virginia)
Another way to characterize Shannon’s achievement is that he was first to distinguish between the
logical and the physical layer of computers. (This distinction has become so fundamental to computer
science that it might seem surprising to modern readers how insightful it was at the time—a reminder
of the adage that “the philosophy of one century is the common sense of the next.”)
Since Shannon’s paper, a vast amount of progress has been made on the physical layer of computers,
including the invention of the transistor in 1947 by William Shockley and his colleagues at Bell Labs.
Transistors are dramatically improved versions of Shannon’s electrical relays — the best known way
to physically encode Boolean operations. Over the next 70 years, the semiconductor industry packed
more and more transistors into smaller spaces. A 2016 iPhone has about 3.3 billion transistors, each
one a “relay switch” like those pictured in Shannon’s diagrams.

While Shannon showed how to map logic onto the physical world, Turing showed how to design
computers in the language of mathematical logic. When Turing wrote his paper, in 1936, he was trying
to solve “the decision problem,” first identified by the mathematician David Hilbert, who asked
whether there was an algorithm that could determine whether an arbitrary mathematical statement is
true or false. In contrast to Shannon’s paper, Turing’s paper is highly technical. Its primary historical
significance lies not in its answer to the decision problem, but in the template for computer design it
provided along the way.

Turing was working in a tradition stretching back to Gottfried Leibniz, the philosophical giant who
developed calculus independently of Newton. Among Leibniz’s many contributions to modern
thought, one of the most intriguing was the idea of a new language he called the “universal
characteristic” that, he imagined, could represent all possible mathematical and scientific knowledge.
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Inspired in part by the 13th-century religious philosopher Ramon Llull, Leibniz postulated that the
language would be ideographic like Egyptian hieroglyphics, except characters would correspond to
“atomic” concepts of math and science. He argued this language would give humankind an
“instrument” that could enhance human reason “to a far greater extent than optical instruments” like
the microscope and telescope.

He also imagined a machine that could process the language, which he called the calculus ratiocinator.

If controversies were to arise, there would be no more need of disputation between two philosophers
than between two accountants. For it would suffice to take their pencils in their hands, and say to each
other: Calculemus—Let us calculate.
Leibniz didn’t get the opportunity to develop his universal language or the corresponding machine
(although he did invent a relatively simple calculating machine, the stepped reckoner). The first
credible attempt to realize Leibniz’s dream came in 1879, when the German philosopher Gottlob Frege
published his landmark logic treatise Begriffsschrift. Inspired by Boole’s attempt to improve
Aristotle’s logic, Frege developed a much more advanced logical system. The logic taught in
philosophy and computer-science classes today—first-order or predicate logic—is only a slight
modification of Frege’s system.

Frege is generally considered one of the most important philosophers of the 19th century. Among other
things, he is credited with catalyzing what noted philosopher Richard Rorty called the “linguistic turn”
in philosophy. As Enlightenment philosophy was obsessed with questions of knowledge, philosophy
after Frege became obsessed with questions of language. His disciples included two of the most
important philosophers of the 20th century—Bertrand Russell and Ludwig Wittgenstein.
The major innovation of Frege’s logic is that it much more accurately represented the logical structure
of ordinary language. Among other things, Frege was the first to use quantifiers (“for every,” “there
exists”) and to separate objects from predicates. He was also the first to develop what today are
fundamental concepts in computer science like recursive functions and variables with scope and
binding.
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Frege’s formal language — what he called his “concept-script” — is made up of meaningless symbols
that are manipulated by well-defined rules. The language is only given meaning by an interpretation,
which is specified separately (this distinction would later come to be called syntax versus semantics).
This turned logic into what the eminent computer scientists Allan Newell and Herbert Simon called
“the symbol game,” “played with meaningless tokens according to certain purely syntactic rules.”

All meaning had been purged. One had a mechanical system about which various things could be
proved. Thus progress was first made by walking away from all that seemed relevant to meaning and
human symbols.
As Bertrand Russell famously quipped: “Mathematics may be defined as the subject in which we never
know what we are talking about, nor whether what we are saying is true.”
An unexpected consequence of Frege’s work was the discovery of weaknesses in the foundations of
mathematics. For example, Euclid’s Elements — considered the gold standard of logical rigor for
thousands of years — turned out to be full of logical mistakes. Because Euclid used ordinary words like
“line” and “point,” he — and centuries of readers — deceived themselves into making assumptions
about sentences that contained those words. To give one relatively simple example, in ordinary usage,
the word “line” implies that if you are given three distinct points on a line, one point must be between
the other two. But when you define “line” using formal logic, it turns out “between-ness” also needs
to be defined—something Euclid overlooked. Formal logic makes gaps like this easy to spot.
This realization created a crisis in the foundation of mathematics. If the Elements — the bible of
mathematics — contained logical mistakes, what other fields of mathematics did too? What about
sciences like physics that were built on top of mathematics?

The good news is that the same logical methods used to uncover these errors could also be used to
correct them. Mathematicians started rebuilding the foundations of mathematics from the bottom up.
In 1889, Giuseppe Peano developed axioms for arithmetic, and in 1899, David Hilbert did the same
for geometry. Hilbert also outlined a program to formalize the remainder of mathematics, with specific
requirements that any such attempt should satisfy, including:
•

Completeness: There should be a proof that all true mathematical statements can be proved
in the formal system.
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•

Decidability: There should be an algorithm for deciding the truth or falsity of any
mathematical statement. (This is the “Entscheidungsproblem” or “decision problem”
referenced in Turing’s paper.)

Rebuilding mathematics in a way that satisfied these requirements became known as Hilbert’s
program. Up through the 1930s, this was the focus of a core group of logicians including Hilbert,
Russell, Kurt Gödel, John Von Neumann, Alonzo Church, and, of course, Alan Turing.
Hilbert’s program proceeded on at least two fronts. On the first front, logicians created logical systems
that tried to prove Hilbert’s requirements either satisfiable or not.

On the second front, mathematicians used logical concepts to rebuild classical mathematics. For
example, Peano’s system for arithmetic starts with a simple function called the successor function
which increases any number by one. He uses the successor function to recursively define addition, uses
addition to recursively define multiplication, and so on, until all the operations of number theory are
defined. He then uses those definitions, along with formal logic, to prove theorems about arithmetic.
The historian Thomas Kuhn once observed that “in science, novelty emerges only with difficulty.”
Logic in the era of Hilbert’s program was a tumultuous process of creation and destruction. One
logician would build up an elaborate system and another would tear it down.

The favored tool of destruction was the construction of self-referential, paradoxical statements that
showed the axioms from which they were derived to be inconsistent. A simple form of this “liar’s
paradox” is the sentence:

This sentence is false.

If it is true then it is false, and if it is false then it is true, leading to an endless loop of self-contradiction.
Russell made the first notable use of the liar’s paradox in mathematical logic. He showed that Frege’s
system allowed self-contradicting sets to be derived:
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Let R be the set of all sets that are not members of themselves. If R is not a member of itself, then its
definition dictates that it must contain itself, and if it contains itself, then it contradicts its own
definition as the set of all sets that are not members of themselves.
This became known as Russell’s paradox and was seen as a serious flaw in Frege’s achievement.
(Frege himself was shocked by this discovery. He replied to Russell: “Your discovery of the
contradiction caused me the greatest surprise and, I would almost say, consternation, since it has
shaken the basis on which I intended to build my arithmetic.”)

Russell and his colleague Alfred North Whitehead put forth the most ambitious attempt to complete
Hilbert’s program with the Principia Mathematica, published in three volumes between 1910 and
1913. The Principia’s method was so detailed that it took over 300 pages to get to the proof that 1+1=2.
Russell and Whitehead tried to resolve Frege’s paradox by introducing what they called type theory.
The idea was to partition formal languages into multiple levels or types. Each level could make
reference to levels below, but not to their own or higher levels. This resolved self-referential paradoxes
by, in effect, banning self-reference. (This solution was not popular with logicians, but it did influence
computer science — most modern computer languages have features inspired by type theory.)
Self-referential paradoxes ultimately showed that Hilbert’s program could never be successful. The
first blow came in 1931, when Gödel published his now famous incompleteness theorem, which
proved that any consistent logical system powerful enough to encompass arithmetic must also contain
statements that are true but cannot be proven to be true. (Gödel’s incompleteness theorem is one of the
few logical results that has been broadly popularized, thanks to books like Gödel, Escher,
Bach and The Emperor’s New Mind).

The final blow came when Turing and Alonzo Church independently proved that no algorithm could
exist that determined whether an arbitrary mathematical statement was true or false. (Church did this
by inventing an entirely different system called the lambda calculus, which would later inspire
computer languages like Lisp.) The answer to the decision problem was negative.
Turing’s key insight came in the first section of his famous 1936 paper, “On Computable Numbers,
With an Application to the Entscheidungsproblem.” In order to rigorously formulate the decision
problem (the “Entscheidungsproblem”), Turing first created a mathematical model of what it means
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to be a computer (today, machines that fit this model are known as “universal Turing machines”). As
the logician Martin Davis describes it:

Turing knew that an algorithm is typically specified by a list of rules that a person can follow in a
precise mechanical manner, like a recipe in a cookbook. He was able to show that such a person could
be limited to a few extremely simple basic actions without changing the final outcome of the
computation.

Then, by proving that no machine performing only those basic actions could determine whether or not
a given proposed conclusion follows from given premises using Frege’s rules, he was able to conclude
that no algorithm for the Entscheidungsproblem exists.

As a byproduct, he found a mathematical model of an all-purpose computing machine.

Next, Turing showed how a program could be stored inside a computer alongside the data upon which
it operates. In today’s vocabulary, we’d say that he invented the “stored-program” architecture that
underlies most modern computers:
Before Turing, the general supposition was that in dealing with such machines the three categories —
machine, program, and data — were entirely separate entities. The machine was a physical object;
today we would call it hardware. The program was the plan for doing a computation, perhaps
embodied in punched cards or connections of cables in a plugboard. Finally, the data was the
numerical input. Turing’s universal machine showed that the distinctness of these three categories is
an illusion.

This was the first rigorous demonstration that any computing logic that could be encoded in hardware
could also be encoded in software. The architecture Turing described was later dubbed the “Von
Neumann architecture” — but modern historians generally agree it came from Turing, as, apparently,
did Von Neumann himself.
Although, on a technical level, Hilbert’s program was a failure, the efforts along the way demonstrated
that large swaths of mathematics could be constructed from logic. And after Shannon and Turing’s
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insights—showing the connections between electronics, logic and computing—it was now possible to
export this new conceptual machinery over to computer design.

During World War II, this theoretical work was put into practice, when government labs conscripted
a number of elite logicians. Von Neumann joined the atomic bomb project at Los Alamos, where he
worked on computer design to support physics research. In 1945, he wrote the specification of the
EDVAC—the first stored-program, logic-based computer—which is generally considered the
definitive source guide for modern computer design.

Turing joined a secret unit at Bletchley Park, northwest of London, where he helped design computers
that were instrumental in breaking German codes. His most enduring contribution to practical
computer design was his specification of the ACE, or Automatic Computing Engine.
As the first computers to be based on Boolean logic and stored-program architectures, the ACE and
the EDVAC were similar in many ways. But they also had interesting differences, some of which
foreshadowed modern debates in computer design. Von Neumann’s favored designs were similar to
modern CISC (“complex”) processors, baking rich functionality into hardware. Turing’s design was
more like modern RISC (“reduced”) processors, minimizing hardware complexity and pushing more
work to software.

Von Neumann thought computer programming would be a tedious, clerical job. Turing, by contrast,
said computer programming “should be very fascinating. There need be no real danger of it ever
becoming a drudge, for any processes that are quite mechanical may be turned over to the machine
itself.”

Since the 1940s, computer programming has become significantly more sophisticated. One thing that
hasn’t changed is that it still primarily consists of programmers specifying rules for computers to
follow. In philosophical terms, we’d say that computer programming has followed in the tradition of
deductive logic, the branch of logic discussed above, which deals with the manipulation of symbols
according to formal rules.

In the past decade or so, programming has started to change with the growing popularity of machine
learning, which involves creating frameworks for machines to learn via statistical inference. This has
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brought programming closer to the other main branch of logic, inductive logic, which deals with
inferring rules from specific instances.
Today’s most promising machine learning techniques use neural networks, which were
first invented in 1940s by Warren McCulloch and Walter Pitts, whose idea was to develop a calculus
for neurons that could, like Boolean logic, be used to construct computer circuits. Neural networks
remained esoteric until decades later when they were combined with statistical techniques, which
allowed them to improve as they were fed more data. Recently, as computers have become increasingly
adept at handling large data sets, these techniques have produced remarkable results. Programming in
the future will likely mean exposing neural networks to the world and letting them learn.

This would be a fitting second act to the story of computers. Logic began as a way to understand the
laws of thought. It then helped create machines that could reason according to the rules of deductive
logic. Today, deductive and inductive logic are being combined to create machines that both reason
and learn. What began, in Boole’s words, with an investigation “concerning the nature and constitution
of the human mind,” could result in the creation of new minds—artificial minds—that might someday
match or even exceed our own.
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Crypto Tokens: A Breakthrough in Open Network Design
(2017-05-27)
It is a wonderful accident of history that the internet and web were created as open platforms that
anyone — users, developers, organizations — could access equally. Among other things, this allowed
independent developers to build products that quickly gained widespread adoption. Google started in
a Menlo Park garage and Facebook started in a Harvard dorm room. They competed on a level playing
field because they were built on decentralized networks governed by open protocols.

Today, tech companies like Facebook, Google, Amazon, and Apple are stronger than ever, whether
measured by market cap, share of top mobile apps, or pretty much any other common measure.

Big 4 tech companies dominate smartphone apps (source); while their market caps continue to rise (source)

These companies also control massive proprietary developer platforms. The dominant operating
systems — iOS and Android — charge 30% payment fees and exert heavy influence over app
distribution. The dominant social networks tightly restrict access, hindering the ability of third-party
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developers to scale. Startups and independent developers are increasingly competing from a
disadvantaged position.
A potential way to reverse this trend are crypto tokens — a new way to design open networks that
arose from the cryptocurrency movement that began with the introduction of Bitcoin in 2008 and
accelerated with the introduction of Ethereum in 2014. Tokens are a breakthrough in open network
design that enable: 1) the creation of open, decentralized networks that combine the best architectural
properties of open and proprietary networks, and 2) new ways to incentivize open network participants,
including users, developers, investors, and service providers. By enabling the development of new
open networks, tokens could help reverse the centralization of the internet, thereby keeping it
accessible, vibrant and fair, and resulting in greater innovation.

Crypto tokens: unbundling Bitcoin
Bitcoin was introduced in 2008 with the publication of Satoshi Nakamoto’s landmark paper that
proposed a novel, decentralized payment system built on an underlying technology now known as
a blockchain. Most fans of Bitcoin (including me) mistakenly thought Bitcoin was solely a
breakthrough in financial technology. (It was easy to make this mistake: Nakamoto himself called it a
“p2p payment system.”)
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2009: Satoshi Nakamoto’s (post) announcing Bitcoin

In retrospect, Bitcoin was really two innovations: 1) a store of value for people who wanted an
alternative to the existing financial system, and 2) a new way to develop open networks. Tokens
unbundle the latter innovation from the former, providing a general method for designing and growing
open networks.
Networks — computing networks, developer platforms, marketplaces, social networks, etc — have
always been a powerful part of the promise of the internet. Tens of thousands of networks have been
incubated by developers and entrepreneurs, yet only a very small percentage of those have survived,
and most of those were owned and controlled by private companies. The current state of the art of
network development is very crude. It often involves raising money (venture capital is a common
source of funding) and then spending it on paid marketing and other channels to overcome the
“bootstrap problem” — the problem that networks tend to only become useful when they reach a
critical mass of users. In the rare cases where networks succeed, the financial returns tend to accrue to
the relatively small number of people who own equity in the network. Tokens offer a better way.

Ethereum, introduced in 2014 and launched in 2015, was the first major non-Bitcoin token network.
The lead developer, Vitalik Buterin, had previously tried to create smart contract languages on top of
the Bitcoin blockchain. Eventually he realized that (by design, mostly) Bitcoin was too limited, so a
new approach was needed.

2014: Vitalik Buterin’s (forum post) announcing Ethereum
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Ethereum is a network that allows developers to run “smart contracts” — snippets of code submitted
by developers that are executed by a distributed network of computers. Ethereum has a corresponding
token called Ether that can be purchased, either to hold for financial purposes or to use by purchasing
computing power (known as “gas”) on the network. Tokens are also given out to “miners” which are
the computers on the decentralized network that execute smart contract code (you can think of miners
as playing the role of cloud hosting services like AWS). Third-party developers can write their
own applications that live on the network, and can charge Ether to generate revenue.

Ethereum is inspiring a new wave of token networks. (It also provided a simple way for new token
networks to launch on top of the Ethereum network, using a standard known as ERC20). Developers
are

building

token

networks

for

a

wide

range

of

use

cases,

including

distributed computing platforms, prediction and financial markets, incentivized content creation
networks, and attention and advertising networks. Many more networks will be invented and launched
in the coming months and years.

Below I walk through the two main benefits of the token model, the first architectural and the second
involving incentives.

Tokens enable the management and financing of open services
Proponents of open systems never had an effective way to manage and fund operating services, leading
to a significant architectural disadvantage compared to their proprietary counterparts. This was
particularly evident during the last internet mega-battle between open and closed networks: the social
wars of the late 2000s. As Alexis Madrigal recently wrote, back in 2007 it looked like open networks
would dominate going forward:

In 2007, the web people were triumphant. Sure, the dot-com boom had busted, but empires were being
built out of the remnant swivel chairs and fiber optic cables and unemployed developers. Web 2.0 was
not just a temporal description, but an ethos. The web would be open. A myriad of services would be
built, communicating through APIs, to provide the overall internet experience.

But with the launch of the iPhone and the rise of smartphones, proprietary networks quickly won out:
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As that world-historical explosion began, a platform war came with it. The Open Web lost out quickly
and decisively. By 2013, Americans spent about as much of their time on their phones looking at
Facebook as they did the whole rest of the open web.

Why did open social protocols get so decisively defeated by proprietary social networks? The rise of
smartphones was only part of the story. Some open protocols — like email and the web — survived
the transition to the mobile era. Open protocols relating to social networks were high quality and
abundant (e.g. RSS, FOAF, XFN, OpenID). What the open side lacked was a mechanism for
encapsulating software, databases, and protocols together into easy-to-use services.

For example, in 2007, Wired magazine ran an article in which they tried to create their own social
network using open tools:
For the last couple of weeks, Wired News tried to roll its own Facebook using free web tools and
widgets. We came close, but we ultimately failed. We were able to recreate maybe 90 percent of
Facebook’s functionality, but not the most important part — a way to link people and declare the
nature of the relationship.

Some developers proposed solving this problem by creating a database of social graphs run by a nonprofit organization:

Establish a non-profit and open source software (with copyrights held by the non-profit) which
collects, merges, and redistributes the graphs from all other social network sites into one global
aggregated graph. This is then made available to other sites (or users) via both public APIs (for
small/casual users) and downloadable data dumps, with an update stream / APIs, to get iterative
updates to the graph (for larger users).

These open schemes required widespread coordination among standards bodies, server operators, app
developers, and sponsoring organizations to mimic the functionality that proprietary services could
provide all by themselves. As a result, proprietary services were able to create better user experiences
and iterate much faster. This led to faster growth, which in turn led to greater investment and revenue,
which then fed back into product development and further growth. Thus began a flywheel that drove
the meteoric rise of proprietary social networks like Facebook and Twitter.
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Had the token model for network development existed back in 2007, the playing field would have been
much more level. First, tokens provide a way not only to define a protocol, but to fund the operating
expenses required to host it as a service. Bitcoin and Ethereum have tens of thousands of servers around
the world (“miners”) that run their networks. They cover the hosting costs with built-in mechanisms
that automatically distribute token rewards to computers on the network (“mining rewards”).

There are over 20,000 Ethereum nodes around the world (source)

Second, tokens provide a model for creating shared computing resources (including databases,
compute, and file storage) while keeping the control of those resources decentralized (and without
requiring an organization to maintain them). This is the blockchain technology that has been talked
about so much. Blockchains would have allowed shared social graphs to be stored on a decentralized
network. It would have been easy for the Wired author to create an open social network using the tools
available today.

Tokens align incentives among network participants
Some of the fiercest battles in tech are between complements. There were, for example, hundreds of
startups that tried to build businesses on the APIs of social networks only to have the terms change
later on, forcing them to pivot or shut down. Microsoft’s battles with complements like Netscape and
Intuit are legendary. Battles within ecosystems are so common and drain so much energy that business
books are full of frameworks for how one company can squeeze profits from adjacent businesses (e.g.
Porter’s five forces model).
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Token networks remove this friction by aligning network participants to work together toward a
common goal— the growth of the network and the appreciation of the token. This alignment is one of
the main reasons Bitcoin continues to defy skeptics and flourish, even while new token networks like
Ethereum have grown along side it.

Moreover, well-designed token networks include an efficient mechanism to incentivize network
participants to overcome the bootstrap problem that bedevils traditional network development. For
example, Steemit is a decentralized Reddit-like token network that makes payments to users who post
and upvote articles. When Steemit launched last year, the community was pleasantly surprised when
they made their first significant payout to users.

Tokens help overcome the bootstrap problem by adding financial utility when application utility is
low

This in turn led to the appreciation of Steemit tokens, which increased future payouts, leading to
a virtuous cycle where more users led to more investment, and vice versa. Steemit is still a beta project
and has since had mixed results, but was an interesting experiment in how to generalize the mutually
reinforcing interaction between users and investors that Bitcoin and Ethereum first demonstrated.
A lot of attention has been paid to token pre-sales (so-called “ICOs”), but they are just one of multiple
ways in which the token model innovates on network incentives. A well-designed token network
carefully manages the distribution of tokens across all five groups of network participants (users, core
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developers, third-party developers, investors, service providers) to maximize the growth of the
network.
One way to think about the token model is to imagine if the internet and web hadn’t been funded by
governments and universities, but instead by a company that raised money by selling off domain
names. People could buy domain names either to use them or as an investment (collectively, domain
names are worth tens of billions of dollars today). Similarly, domain names could have been given out
as rewards to service providers who agreed to run hosting services, and to third-party developers who
supported the network. This would have provided an alternative way to finance and accelerate the
development of the internet while also aligning the incentives of the various network participants.

The open network movement
The cryptocurrency movement is the spiritual heir to previous open computing movements, including
the open source software movement led most visibly by Linux, and the open information movement
led most visibly by Wikipedia.

1991: Linus Torvalds’ forum (post) announcing Linux; 2001: the first Wikipedia (page)

Both of these movements were once niche and controversial. Today Linux is the dominant worldwide
operating system, and Wikipedia is the most popular informational website in the world.
Crypto tokens are currently niche and controversial. If present trends continue, they will soon be seen
as a breakthrough in the design and development of open networks, combining the societal benefits of
open protocols with the financial and architectural benefits of proprietary networks. They are also an
extremely promising development for those hoping to keep the internet accessible to entrepreneurs,
developers, and other independent creators.
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Crypto token roundup
(2017-06-06)
Roundup of lots of recent posts on crypto tokens:
Balaji S. Srinivasan — Thoughts on Tokens
Fred Wilson — ICOs and VCs here, Ethereum in 25 minutes, Polychain
Joel Monegro — Fat Protocols
Nick Tomaino — Cryptoeconomics 101 , Some Blockchain Reading, Tokens, Tokens and More
Tokens
Fred Ehrsam — The dApp Developer Stack
Albert Wenger — Crypto Tokens and the Coming Age of Protocol Innovation
My post and podcasts — Crypto Tokens: A Breakthrough in Open Network Design, podcast with
Vitalik Buterin, podcast with Olaf Carlson-Wee
Regulatory discussions — Coincenter
•

Blockchain

•

Protocol Tokens
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Why decentralization matters
(2018-02-18)
The first two eras of the internet
During the first era of the internet — from the 1980s through the early 2000s — internet services were
built on open protocols that were controlled by the internet community. This meant that people or
organizations could grow their internet presence knowing the rules of the game wouldn’t change later
on. Huge web properties were started during this era including Yahoo, Google, Amazon, Facebook,
LinkedIn, and YouTube. In the process, the importance of centralized platforms like AOL greatly
diminished.
During the second era of the internet, from the mid 2000s to the present, for-profit tech companies —
most notably Google, Apple, Facebook, and Amazon (GAFA) — built software and services that
rapidly outpaced the capabilities of open protocols. The explosive growth of smartphones accelerated
this trend as mobile apps became the majority of internet use. Eventually users migrated from open
services to these more sophisticated, centralized services. Even when users still accessed open
protocols like the web, they would typically do so mediated by GAFA software and services.

The good news is that billions of people got access to amazing technologies, many of which were free
to use. The bad news is that it became much harder for startups, creators, and other groups to grow
their internet presence without worrying about centralized platforms changing the rules on them, taking
away their audiences and profits. This in turn stifled innovation, making the internet less interesting
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and dynamic. Centralization has also created broader societal tensions, which we see in the debates
over subjects like fake news, state sponsored bots, “no platforming” of users, EU privacy laws, and
algorithmic biases. These debates will only intensify in the coming years.
“Web 3”: the third era of the internet
One response to this centralization is to impose government regulation on large internet companies.
This response assumes that the internet is similar to past communication networks like the phone,
radio, and TV networks. But the hardware-based networks of the past are fundamentally different than
the internet, a software-based network. Once hardware-based networks are built, they are nearly
impossible to rearchitect. Software-based networks can be rearchitected through entrepreneurial
innovation and market forces.

The internet is the ultimate software-based network, consisting of a relatively simple core
layer connecting billions of fully programmable computers at the edge. Software is simply the
encoding of human thought, and as such has an almost unbounded design space. Computers connected
to the internet are, by and large, free to run whatever software their owners choose. Whatever can be
dreamt up, with the right set of incentives, can quickly propagate across the internet. Internet
architecture is where technical creativity and incentive design intersect.

The internet is still early in its evolution: the core internet services will likely be almost entirely
rearchitected in the coming decades. This will be enabled by crypto-economic networks, a
generalization of the ideas first introduced in Bitcoin and further developed in Ethereum.
Cryptonetworks combine the best features of the first two internet eras: community-governed,
decentralized networks with capabilities that will eventually exceed those of the most advanced
centralized services.

Why decentralization?
Decentralization is a commonly misunderstood concept. For example, it is sometimes said that the
reason cryptonetwork advocates favor decentralization is to resist government censorship, or because
of libertarian political views. These are not the main reasons decentralization is important.
Let’s look at the problems with centralized platforms. Centralized platforms follow a predictable life
cycle. When they start out, they do everything they can to recruit users and 3rd-party complements
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like developers, businesses, and media organizations. They do this to make their services more
valuable, as platforms (by definition) are systems with multi-sided network effects. As platforms move
up the adoption S-curve, their power over users and 3rd parties steadily grows.

When they hit the top of the S-curve, their relationships with network participants change from
positive-sum to zero-sum. The easiest way to continue growing lies in extracting data from users and
competing with complements over audiences and profits. Historical examples of this are Microsoft vs.
Netscape, Google vs. Yelp, Facebook vs. Zynga, and Twitter vs. its 3rd-party clients. Operating
systems like iOS and Android have behaved better, although still take a healthy 30% tax, reject apps
for seemingly arbitrary reasons, and subsume the functionality of 3rd-party apps at will.

For 3rd parties, this transition from cooperation to competition feels like a bait-and-switch. Over time,
the best entrepreneurs, developers, and investors have become wary of building on top of centralized
platforms. We now have decades of evidence that doing so will end in disappointment. In addition,
users give up privacy, control of their data, and become vulnerable to security breaches. These
problems with centralized platforms will likely become even more pronounced in the future.

Enter cryptonetworks
Cryptonetworks are networks built on top of the internet that 1) use consensus mechanisms such as
blockchains to maintain and update state, 2) use cryptocurrencies (coins/tokens) to incentivize
consensus participants (miners/validators) and other network participants. Some cryptonetworks, such
as Ethereum, are general programming platforms that can be used for almost any purpose. Other
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cryptonetworks are special purpose, for example Bitcoin is intended primarily for storing
value, Golem for performing computations, and Filecoin for decentralized file storage.

Early internet protocols were technical specifications created by working groups or non-profit
organizations that relied on the alignment of interests in the internet community to gain adoption. This
method worked well during the very early stages of the internet but since the early 1990s very few new
protocols have gained widespread adoption. Cryptonetworks fix these problems by providing
economics incentives to developers, maintainers, and other network participants in the form of tokens.
They are also much more technically robust. For example, they are able to keep state and do arbitrary
transformations on that state, something past protocols could never do.

Cryptonetworks use multiple mechanisms to ensure that they stay neutral as they grow, preventing the
bait-and-switch of centralized platforms. First, the contract between cryptonetworks and their
participants is enforced in open source code. Second, they are kept in check through mechanisms
for “voice” and “exit.” Participants are given voice through community governance, both “on chain”
(via the protocol) and “off chain” (via the social structures around the protocol). Participants can exit
either by leaving the network and selling their coins, or in the extreme case by forking the protocol.
In short, cryptonetworks align network participants to work together toward a common goal — the
growth of the network and the appreciation of the token. This alignment is one of the main reasons
Bitcoin continues to defy skeptics and flourish, even while new cryptonetworks like Ethereum have
grown alongside it.
Today’s cryptonetworks suffer from limitations that keep them from seriously challenging centralized
incumbents. The most severe limitations are around performance and scalability. The next few years
will be about fixing these limitations and building networks that form the infrastructure layer of the
crypto stack. After that, most of the energy will turn to building applications on top of that
infrastructure.

How decentralization wins
It’s one thing to say decentralized networks should win, and another thing to say they will win. Let’s
look at specific reasons to be optimistic about this.
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Software and web services are built by developers. There are millions of highly skilled developers in
the world. Only a small fraction work at large technology companies, and only a small fraction of those
work on new product development. Many of the most important software projects in history were
created by startups or by communities of independent developers.
“No matter who you are, most of the smartest people work for someone else.” — Bill Joy

Decentralized networks can win the third era of the internet for the same reason they won the first era:
by winning the hearts and minds of entrepreneurs and developers.

An illustrative analogy is the rivalry in the 2000s between Wikipedia and its centralized competitors
like Encarta. If you compared the two products in the early 2000s, Encarta was a far better product,
with better topic coverage and higher accuracy. But Wikipedia improved at a much faster rate, because
it had an active community of volunteer contributors who were attracted to its decentralized,
community-governed ethos. By 2005, Wikipedia was the most popular reference site on the internet.
Encarta was shut down in 2009.

The lesson is that when you compare centralized and decentralized systems you need to consider them
dynamically, as processes, instead of statically, as rigid products. Centralized systems often start out
fully baked, but only get better at the rate at which employees at the sponsoring company improve
them. Decentralized systems start out half-baked but, under the right conditions, grow exponentially
as they attract new contributors.

In the case of cryptonetworks, there are multiple, compounding feedback loops involving developers
of the core protocol, developers of complementary cryptonetworks, developers of 3rd party
applications, and service providers who operate the network. These feedback loops are further
amplified by the incentives of the associated token, which — as we’ve seen with Bitcoin and Ethereum
— can supercharge the rate at which crypto communities develop (and sometimes lead to negative
outcomes, as with the excessive electricity consumed by Bitcoin mining).

The question of whether decentralized or centralized systems will win the next era of the internet
reduces to who will build the most compelling products, which in turn reduces to who will get more
high quality developers and entrepreneurs on their side. GAFA has many advantages, including cash
619 | P a g e

Jump In.
reserves, large user bases, and operational infrastructure. Cryptonetworks have a significantly more
attractive value proposition to developers and entrepreneurs. If they can win their hearts and minds,
they can mobilize far more resources than GAFA, and rapidly outpace their product development.
“If you asked people in 1989 what they needed to make their life better, it was unlikely that they would
have said a decentralized network of information nodes that are linked using hypertext.” — Farmer
& Farmer

Centralized platforms often come bundled at launch with compelling apps: Facebook had its core
socializing features and the iPhone had a number of key apps. Decentralized platforms, by contrast,
often launch half-baked and without clear use cases. As a result, they need to go through two phases
of product-market fit: 1) product-market fit between the platform and the developers/entrepreneurs
who will finish the platform and build out the ecosystem, and 2) product-market fit between the
platform/ecosystem and end users. This two-stage process is what causes many people — including
sophisticated technologists — to consistently underestimate the potential of decentralized platforms.

The next era of the internet
Decentralized networks aren’t a silver bullet that will fix all the problems on the internet. But they
offer a much better approach than centralized systems.

Compare the problem of Twitter spam to the problem of email spam. Since Twitter closed their
network to 3rd-party developers, the only company working on Twitter spam has been Twitter itself.
By contrast, there were hundreds of companies that tried to fight email spam, financed by billions of
dollars in venture capital and corporate funding. Email spam isn’t solved, but it’s a lot better now,
because 3rd parties knew that the email protocol was decentralized, so they could build businesses on
top of it without worrying about the rules of the game changing later on.

Or consider the problem of network governance. Today, unaccountable groups of employees at large
platforms decide how information gets ranked and filtered, which users get promoted and which get
banned, and other important governance decisions. In cryptonetworks, these decisions are made by the
community, using open and transparent mechanisms. As we know from the offline world, democratic
systems aren’t perfect, but they are a lot better than the alternatives.
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Centralized platforms have been dominant for so long that many people have forgotten there is a better
way to build internet services. Cryptonetworks are a powerful way to develop community-owned
networks and provide a level playing field for 3rd-party developers, creators, and businesses. We saw
the value of decentralized systems in the first era of the internet. Hopefully we’ll get to see it again in
the next.

Originally published on Medium.
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Who will control the software that powers the Internet?
(2019-01-04)
Originally published by Wired.

As the internet has evolved over its 35-year lifespan, control over its most important services has
gradually shifted from open source protocols maintained by non-profit communities to proprietary
services operated by large tech companies. As a result, billions of people got access to amazing, free
technologies. But that shift also created serious problems.
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Millions of users have had their private data misused or stolen. Creators and businesses that rely on
internet platforms are subject to sudden rule changes that take away their audiences and profits. But
there is a growing movement—emerging from the blockchain and cryptocurrency world—to build
new internet services that combine the power of modern, centralized services with the community-led
ethos of the original internet. We should embrace it.

From the 1980s through the early 2000s, the dominant internet services were built on open protocols
that the internet community controlled. For example, the Domain Name System, the internet’s “phone
book,” is controlled by a distributed network of people and organizations, using rules that are created
and administered in the open. This means that anyone who adheres to community standards can own
a domain name and establish an internet presence. It also means that the power of companies operating
web and email hosting is kept in check—if they misbehave, customers can port their domain names to
competing providers.

From the mid 2000s to the present, trust in open protocols was replaced by trust in corporate
management teams. As companies like Google, Twitter, and Facebook built software and services that
surpassed the capabilities of open protocols, users migrated to these more sophisticated platforms. But
their code was proprietary, and their governing principles could change on a whim.

How do social networks decide which users to verify or ban? How do search engines decide how to
rank websites? One minute social networks court media organizations and small businesses, the next
minute they de-prioritize their content or change the revenue split. The power of these platforms has
created widespread societal tensions, as seen in debates over fake news, state-sponsored bots, privacy
laws, and algorithmic biases.
That’s why the pendulum is swinging back to an internet governed by open, community-controlled
services. This has only recently become possible, thanks to technologies arising from the blockchain
and cryptocurrencies.

There has been a lot of talk in the past few years about blockchains, which are heavily hyped but poorly
understood. Blockchains are networks of physical computers that work together in concert to form a
single virtual computer. The benefit is that, unlike a traditional computer, a blockchain computer can
offer strong trust guarantees, rooted in the mathematical and game-theoretic properties of the system.
A user or developer can trust that a piece of code running on a blockchain computer will continue to
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behave as designed, even if individual participants in the network change their motivations or try to
subvert the system. This means that the control of a blockchain computer can be placed in the hands
of a community.

Users who depend on proprietary platforms, on the other hand, have to worry about data getting stolen
or misused, privacy policies changing, intrusive advertising, and more. Proprietary platforms may
suddenly change the rules for developers and businesses, the way Facebook famously did to Zynga and
Google did to Yelp.

The idea that corporate-owned services could be replaced by community-owned services may sound
far-fetched, but there is a strong historical precedent in the transformation of software over the past
twenty years. In the 1990s, computing was dominated by proprietary, closed-source software, most
notably Windows. Today, billions of Android phones run on the open source operating system Linux.
Much of the software running on an Apple device is open source, as is almost all modern cloud data
centers including Amazon’s. The recent acquisitions of Github by Microsoft and Red Hat by
IBM underscore how dominant open source has become.

As open source has grown in importance, technology companies have shifted their business models
from selling software to delivering cloud-based services. Google, Facebook, Amazon, and Netflix are
all services companies. Even Microsoft is now primarily a services company. This has allowed these
companies to outpace the growth of open source software and maintain control of critical internet
infrastructure.

A core insight in the design of blockchains is that the open source model can be extended beyond
software to cloud-based services by adding financial incentives to the mix. Cryptocurrencies—coins
and tokens built into specific blockchains—provide a way to incentivize individuals and groups to
participate in, maintain, and build services.

The idea that an internet service could have an associated coin or token may be a novel concept, but
the blockchain and cryptocurrencies can do for cloud-based services what open source did for software.
It took twenty years for open source software to supplant proprietary software, and it could take just
as long for open services to supplant proprietary services. But the benefits of such a shift will be
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immense. Instead of placing our trust in corporations, we can place our trust in community-owned and
-operated software, transforming the internet’s governing principle from “don’t be evil” back to “can’t
be evil.”

Strong and weak technologies
(2019-01-08)
During a media tour in 2007 in which Steve Jobs showed the device to reporters, there was one
instance in which a journalist criticized the iPhone’s touch-screen keyboard.
“It doesn’t work,” the reporter said.
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Jobs stopped for a moment and tilted his head. The reporter said he or she kept making typos and the
keys were too small for his or her thumbs.
Jobs smiled and then replied: “Your thumbs will learn.”
When the iPhone was introduced in 2007, it mystified its competitors, because it wasn’t built for the
world as it existed. Wireless networks were too slow. Smartphone users only knew how to use physical
keyboards. There were no software developers making apps for touchscreen phones. It frequently
dropped phone calls.
But the iPhone was such a remarkable device — fans called it “The Jesus Phone” — that the world
adapted to it. Carriers built more wireless capacity. Developers invented new apps and interfaces.
Users learned how to rapidly type on touchscreens. Apple kept releasing better versions, fixing
problems and adding new capabilities.

Smartphones are a good example of a broader historical pattern: technologies usually arrive in pairs, a
strong form and a weak form. Here are some examples:
Strong

Weak

Public internet

Private intranets

Consumer web

Interactive TV

Crowdsourced encyclopedia (Wikipedia)

Crowdsourced video (YouTube)

Expert-curated

encyclopedia

(e.g.

Nupedia, Encarta)
Video tech for media companies (e.g.
RealPlayer)

Internet video chat (Skype)

Voice-over-IP (e.g. Vonage)

Streaming music (Spotify)

MP3 downloads (e.g. iTunes)

Touchscreen smartphones with full operating system

Limited-app smartphones with physical

and app store (iPhone)

keyboards (e.g. Blackberry)

Fully electric cars (Tesla)

Hybrid cars
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Strong
Permissionless

Weak
blockchains

powered

cryptocurrencies
Public cloud
App-based media companies (e.g. Netflix)
Virtual realty
E-sports

by

Permissioned/private blockchains
Private / hybrid cloud
Video on demand delivered by cable
companies
Augmented reality
Traditional sports delivered over the
internet

Strong technologies capture the imaginations of technology enthusiasts. That is why many important
technologies start out as weekend hobbies. Enthusiasts vote with their time, and, unlike most of the
business world, have long-term horizons. They build from first principles, making full use of the
available resources to design technologies as they ought to exist. Sometimes these enthusiasts run large
companies, in which case they are often, like Steve Jobs, founders who have the gravitas and vision to
make big, long-term bets.
The mainstream technology world notices the excitement and wants to join in, but isn’t willing to go
all the way and embrace the strong technology. To them, the strong technology appears to be some
combination of strange, toy-like, unserious, expensive, and sometimes even dangerous. So they
embrace the weak form, a compromised version that seems more familiar, productive, serious, and
safe.
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Strong technologies often develop according to the Perez/Gartner hype cycle:

During the trough of disillusionment, entrepreneurs and others who invested in strong technologies
sometimes lose faith and switch their focus to weak technologies, because the weak technologies
appear nearer to mainstream adoption. This is usually a mistake.

That said, weak forms of technology can be successful. For example, it is very likely that augmented
reality will be important, watching traditional sports on the internet will be popular, and so on.
But it’s strong technologies that end up defining new eras. What George Bernard Shaw said about
people also applies to technologies:

The reasonable man adapts himself to the world: the unreasonable one persists in trying to adapt the
world to himself. Therefore all progress depends on the unreasonable man.

Weak technologies adapt to the world as it currently exists. Strong technologies adapt the world to
themselves. Progress depends on strong technologies. Your thumbs will learn.
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Inside-out vs. outside-in: the adoption of new technologies
(2020-01-17)
There are broadly two adoption paths for new computing technologies: inside-out and outside-in.
Inside-out technologies are pioneered by established institutions and later proliferate outward to the
mainstream. Apple (followed by Google and others) pioneered the modern touchscreen smartphone,
university and corporate research labs pioneered machine learning, and big tech companies like
Amazon pioneered cloud computing.

Outside-in technologies, by contrast, start out on the fringes and only later move inward to established
institutions. Open-source software started out as a niche anti-copyright movement. The web was
invented at a physics lab and then built out by hobbyists and entrepreneurs. Social media began as a
movement of idealistic blogging enthusiasts.

Inside-out technologies tend to require significant capital and formally trained technical expertise.
They also tend to be technologies that most people would recognize as valuable even before they exist.
It wasn’t very hard to imagine that affordable, easy-to-use, internet-connected pocket supercomputers
would be popular, or that machines that could learn to behave intelligently could do all sorts of useful
tasks.

Outside-in technologies tend to require less capital and less formally trained technical skills, creating
a much more level playing field between insiders and outsiders. In many cases the value of outside-in
technologies is not only unclear before they’re invented, but remains unclear for many years after
they’re invented.

Take the example of social media. Early on, blogs and services like Twitter were mostly used to discuss
niche tech topics and share mundane personal events. This led many sophisticated observers
to dismiss them as toys or passing fads. At its core, however, social media was about the creation of
curated information networks. Today, this is easy to see -- billions of people rely on services like
Twitter and Facebook for their news -- but back then you had to cut through the noise generated by
the eccentricities of early adopters. Social media is a technology for creating global media networks
that arrived disguised as a way to share what you had for lunch.
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Both inside-out and outside-in technologies are important, and in fact they’re often mutually
reinforcing. Mobile, social, and cloud powered the growth of computing over the last decade: mobile
(inside-out) brought computers to billions of people, social (outside-in) drove usage and monetization,
and cloud (inside-out) allowed back-end services to scale. Most likely the next major wave in
computing will also be driven by a mutually reinforcing combination of technologies, some developed
at established institutions and some developed by enthusiastic and possibly misunderstood outsiders.
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Computers that can make commitments
(2020-01-26)
Blockchains are computers that can make commitments. Traditional computers are ultimately
controlled by people, either directly in the case of personal computers or indirectly through
organizations. Blockchains invert this power relationship, putting the code in charge. A game theoretic
mechanism — a so-called consensus mechanism — makes blockchains resilient to modifications to
their underlying physical components, effectively making them resilient to human intervention.

As a result, a properly designed blockchain provides strong guarantees that the code it runs will
continue to operate as designed. For the first time, a computer system can be truly autonomous: selfgoverned, by its own code, instead of by people. Autonomous computers can be relied on and trusted
in ways that human-governed computers can’t.

Computers that make commitments can be useful in finance. The most famous example of this is
Bitcoin, which makes various commitments, including that there will never be more than 21 million
bitcoins, a commitment that makes bitcoins scarce and therefore capable of being valuable. Without a
blockchain, this commitment could have been made by a person or a business, but it is unlikely that
other people would have really trusted that commitment, since people and businesses change their
minds all the time. Prior to Bitcoin, besides precious metals which are naturally scarce, the only
credible commitments to monetary scarcity came from governments.

Ethereum was the first blockchain to support a general-purpose programming language, allowing for
the creation of arbitrarily complex software that makes commitments. Two early applications built on
Ethereum are Compound and Maker Dao. Compound makes the commitment that it will act as a
neutral, low-fee lending protocol. Maker Dao makes a commitment to maintain the price stability of a
currency called Dai that can be used for stable payments and value store. As of today, users have
locked up hundreds of millions of dollars in these applications, a testament to the credibility of their
commitments.
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Applications like Compound and Maker can do things that pre-blockchain software simply couldn’t,
such as hold funds that reside in the code itself, as opposed to traditional payment systems which only
hold pointers to offline bank accounts. This removes the need to trust anything other than code, and
makes the system end-to-end transparent and extensible. Blockchain applications do this
autonomously — every human involved in creating these projects could disappear and the software
would go on doing what it does, keeping its commitments, indefinitely.

What else can you do with computers that make commitments? One fertile area being explored is rearchitecting popular internet services like social networks and marketplaces so that they make strong,
positive commitments to their communities. For example, users can get commitments baked into the
code that their data will be kept private and that they won’t get de-platformed without due process.
Third-party developers can safely invest in their businesses knowing that the rules are baked into the
network and can’t change, protecting them from platform risk. Using the financial features of
blockchains, users and developers can receive tokens in order to participate in the upside of the network
as it grows.

Blockchains have arrived at an opportune time. Internet services have become central to our economic,
political, and cultural lives, yet the trust between users and the people who run these services is
breaking down. At the same time, industries like finance that have traditionally depended on trust have
resisted modernization. The next few years will be exciting — we are only beginning to explore
the idea maze unlocked by this new kind of computer.
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